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Abstract

Biological systems are complex and composed of many interacting components. This com-

plexity occurs on multiple spatial and temporal scales. The behaviour and function of tissues

depends on the complex interactions of cells, and in turn, cell dynamics depends on intercellular

and intracellular biochemical reaction networks.

Depending on the scale, a diverse range of mathematical modelling frameworks are applied.

On the macroscale of tissues and tumors, deterministic models based on differential equations

are often used to describe collective cell behaviour. However, at the microscale of individual

cell interactions or the nanoscale of biochemical processes, discrete stochastic models based on

discrete state, continuous time Markov processes are employed to capture essential stochastic

phenomena.

The effective application of models in practice depends upon reliable computational inference

methods for experimental design, model calibration and model selection. There are many

computational challenges in all these aspects, especially when stochastic models are applied.

Stochastic models typically yield intractable likelihood functions, therefore likelihood-free meth-

ods for computational inference are often required. However, for models with computationally

expensive simulation processes, likelihood-free inference is rarely feasible.

In this thesis, both applications for inference and the development of inference methodologies

are considered. Key outcomes include: new results in the quantification of contact inhibition

and cell motility mechanisms; and the development of novel computational inference algorithms

suited for expensive stochastic models typical in the study of biochemical systems.
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Chapter 1

Introduction

1.1 Overview

Living organisms are immensely complex systems of interacting components. The proper

functioning of macroscale components, such as organs and tissues, depend upon the collective

behaviour and microscale interactions between motile cells that undergo coordinated prolifer-

ation and death. Furthermore, cell motility and proliferation are also fundamentally important

in tissue development and repair (Puliafito et al., 2012). Aberrations in the intracellular bio-

chemical processes that regulate normal cell motility and proliferation can lead to abnormal

cell-cell interactions and result in pathological cases including life threatening diseases such

as cancer (Abercrombie, 1979; Gerlee, 2013). These intracellular processes are a themselves

complex nanoscale networks of reacting biomolecules including proteins, enzymes, DNA and

RNA, that regulate gene expression leading to normal cellular function. To gain insight into

biological function, both normal and pathological, requires mathematical modelling on multiple

scales.

Mathematical models increase our understanding of biological systems in three main ways.

Firstly, they enable the exploration of possible dynamics of a system under a proposed theo-

retical mechanism. Secondly, model predictions can be compared with experimental data to

compare and validate theories (Silk et al., 2014). Lastly, key biological parameters can be

1



2 CHAPTER 1. INTRODUCTION

quantified using data interpreted through the lens of establish mathematical models (Johnston

et al., 2015). These tasks require simulation of the model, the forwards problem, to explore

dynamics and make predictions, and statistical inference, the inverse problem, to calibrate

models, perform model selection, and to estimate parameters along with their uncertainties

and sensitivities (Marino et al., 2008; Toni et al., 2009). The choice of modelling framework

heavily affects the accuracy of predictions and inferences, though it is not always obvious how

to determine the correct level of modelling detail a priori. Furthermore, some modelling frame-

works will lead to computationally intractable inverse problems (Sunnåker et al., 2013). This

results in a challenging trade-off problem between model accuracy, complexity and inference

tractability.

Modern high resolution experimental techniques enable the observation of biological phenom-

ena in unprecedented detail (Chen et al., 2014; Bajar et al., 2016; Leung and Chou, 2011; Sahl

et al., 2017). Many experimental protocols, such as in vitro cell culture assays, use time-lapse

optical microscopy to image the collective behaviour of cells under different environmental

conditions or drug treatments (Delarue et al., 2014; Kramer et al., 2013; Liang et al., 2007).

Intracellular biochemical information, such as cell cycle state and gene expression levels, can

additionally be obtained through fluorescent reporters (Finkenstädt et al., 2008; Hass et al.,

2014; Iofalla et al., 2008; Vittadello et al., 2018; Wilkinson, 2009). Despite high spatial res-

olutions, in vitro protocols often involve very few observations in time and assay duration is

typically short (Chen et al., 2017; Huang et al., 2017), furthermore only a small number of

fluorescent reporters may be used simultaneously (Wilkinson, 2009). The resulting data have

low temporal resolution and partial biochemical state information (Golightly and Wilkinson,

2011; Toni et al., 2009), therefore experiments need to be designed specifically to maximise

information content relevant for a particular study. Experimental design depends crucially on

the model parameters of interest within the modelling framework that is applied, and optimal

experimental design continues to be a challenging and unsolved problem. Consequently, exper-

imental design is an active area of research (Browning et al., 2017; Drovandi and Pettitt, 2013;

Liepe et al., 2013; Ryan et al., 2016).

A wide array of mathematical modelling frameworks are applied to improve our understanding

of biological processes (Edelstein-Keshet, 2005; Murray, 2002; Wilkinson, 2012). Macroscale

biological phenomena, such as wound healing and tumor growth, are often modelled using
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deterministic continuum models based on differential equations. For example, ordinary dif-

ferential equations are ubiquitous in the study of tumor growth and treatment (Enderling and

Chaplain, 2014; Gerlee, 2013; Scott et al., 2013; Treloar et al., 2013), and reaction-diffusion

partial differential equations are frequently applied to tissue engineering (Sengers et al., 2007),

tumor growth and invasion (Swanson et al., 2003), cancer treatment (Jackson et al., 2015;

Swanson et al., 2002), would healing (Flegg et al., 2010; Landman et al., 2007; Maini et al.,

2004a,b; Nardini et al., 2016; Simpson et al., 2013), and embryonic development (Simpson

et al., 2007b). In many cases, deterministic models of collective cell behaviour are based on the

classical logistic growth model of Verhulst (1838) that describes population growth subject to

a carrying capacity that limits growth (Edelstein-Keshet, 2005; Murray, 2002), and the Fisher-

Kolmogorov-Petrovsky-Piscounov (Fisher-KPP) model (Fisher, 1937; Kolmogorov et al., 1937)

that describes the spreading of a diffusive population that grows logistically (Edelstein-Keshet,

2005; Murray, 2002). Many extensions and generalisations are also studied and applied (Gurney

and Nisbet, 1975; King and McCabe, 2003; Tsoularis and Wallace, 2002; Witelski, 1995).

If the spatial scale is sufficiently small, such that individual microscale cell-cell interactions

must be characterised, then discrete stochastic models are more accurate descriptions of col-

lective cell behaviour. These are often random walk models (Codling et al., 2008), in which

individual cell motility and proliferation is governed by probability laws that depend on the

local environment (Callaghan et al., 2006; Simpson et al., 2010). Many complex microscale cell

behaviours and dynamics can be described within the framework (Binny et al., 2016; Böttger

et al., 2015; Johnston et al., 2013; Treloar et al., 2014). Often deterministic continuum models

can be considered as large population limits of discrete random walk models under mean-field

assumptions (Cai et al., 2007; Callaghan et al., 2006; Jin et al., 2016a; Simpson et al., 2010).

Compared to continuum models, the random walk framework is extremely computationally

expensive, since a large number of simulations is required to determine expected behaviours.

Therefore, it is common to apply mean-field models for the purpose of inference, despite the

bias that will be incurred in doing so.

Within an individual cell, biochemical systems, such as gene regulatory networks, govern cell

function and behaviour. At this nanoscale, regulatory networks are highly stochastic (Abkowitz

et al., 1996; Arkin et al., 1998; McAdams and Arkin, 1997), subject to extrinsic and intrinsic

noise (Elowitz et al., 2002; Keren et al., 2015) that is particularly prevalent when populations of
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key molecules are low (Fedoroff and Fontana, 2002). This stochasticity can not be ignored when

developing models since stochastic effects have been shown to be fundamental to normal cellu-

lar function (Elowitz et al., 2002) and have macroscale consequences (Smith and Grima, 2018).

As a result, the most common modelling tools are continuous-time Markov processes (Gille-

spie, 1977), based on the chemical master equation (Gillespie, 1992), or stochastic differential

equations (Higham, 2001), based on the chemical Langevin equation (Gillespie, 2000; Higham,

2008). Spatially heterogeneous biochemical processes can also be charactised using stochastic

models (Gillespie et al., 2013; Smith and Grima, 2016) based on the reaction-diffusion master

equation (Isaacson, 2008). The computational burden for simulation of stochastic biochemical

reaction networks is also high.

Regardless of the modelling framework selected for a particular application, all models are an

approximation of reality (Box, 1976). All models are built on underlying assumptions, and

the validity of these assumptions can be difficult to test (Higham, 2008). However, reducing the

number of assumptions is not always advantageous. For a given application and data, a complex

model with fewer assumptions and more detailed mechanisms may provide little additional

information over a simpler model with strict assumptions and fewer mechanisms. Furthermore,

detailed models will often require inference on a larger number of parameters that can lead to

overfitting (Akaike, 1974; Johnson and Omland, 2004; Schwarz, 1978; Stoica and Selen, 2004;

Slezak et al., 2010; Spiegelhalter et al., 2002).

Additional model complexity typically comes with computational challenges, and model sim-

plifications may be pragmatic choices that enable solutions to be obtained within practical

computational constraints. A variety of options exist for model simulation, each of which

holds implications for the solution accuracy and computational cost. For deterministic models,

the spatial discretisation scheme and time stepping scheme needs to be selected (Fehlberg,

1969; Press et al., 1997; Sloan and Abbo, 1999). For stochastic models, exact simulation

schemes (Anderson, 2007; Cao et al., 2004; Gibson and Bruck, 2000; Gillespie, 1977; Voliotis

et al., 2016) are possible along with a multitude of approximate methods (Cao et al., 2005a,b,

2006; E et al., 2005; Gillespie, 2001; Rathinam et al., 2003; Tian and Burrage, 2004), including

discretisation of stochastic differential equations (Higham, 2001; Kloeden and Platen, 1999). In

general, more accurate numerical solutions have higher computational requirements. However,
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stochastic models are generally significantly more computationally expensive than their deter-

ministic counterparts. This is largely because a deterministic model need only be solved once

for a given parameter set, but stochastic models require repeated simulations and Monte Carlo

methods to obtain information on the distribution of possible model behaviours for a given

fixed set of parameters. While significant advances have been made such as multilevel Monte

Carlo methods (Giles, 2015; Higham, 2015), deterministic models require orders of magnitude

less computation time than stochastic models. Therefore, it is common to apply deterministic

mean-field continuum models in place of ensemble averages of many stochastic simulations.

The choice of model and simulation scheme also impacts the performance of algorithms for

statistical inference. Bayesian inference typically requires Monte Carlo sampling schemes to

quantify model or parameter uncertainties. In particular, rejection sampling (Beaumont et al.,

2002; Pritchard et al., 1999; Tavaré et al., 1997), Markov chain Monte Carlo (Hastings, 1970;

Marjoram et al., 2003; Metropolis et al., 1953) and sequential Monte Carlo (Del Moral et al.,

2006; Sisson et al., 2007) are popular sampling approaches for Bayesian inference. These

sampling schemes rely on the evaluation of a likelihood function that quantifies the probability

of the observed data given the assumed model and parameter set. For deterministic models,

the likelihood function typically has a closed-form that allows exact Bayesian inferences to be

computed. However, this is rarely the case for stochastic models since the likelihood function

is either computationally or analytically intractable, especially when the experimental data

include only partial observation of system state (Golightly and Wilkinson, 2011). These inverse

problems are very challenging and require likelihood-free methods (Sisson et al., 2018; Andrieu

et al., 2010), that are extremely computationally expensive, since likelihood function evalua-

tions are replaced by a large number of stochastic simulations. Just as with model simulation,

the choice of computational inference scheme is also a trade-off between computational cost

and statistical bias arising either from the choice of model or from the inference method.

The various options for experimental design, model development, model simulation and statis-

tical inference, result in difficult decisions that involve trade-offs. In experimental design, the

trade-off is between information obtained on one quantity of interest at the expense of another,

another trade-off is information versus cost of materials and time. Model development must

consider trade-offs between model complexity, fitness and computational cost. The choice

of simulation method is also a trade-off between solution accuracy and computational cost.
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Lastly, the choice of statistical inference technique is a trade-off between the bias or variance

of an estimate versus the computational cost. None of these trade-offs can be considered in

isolation: experimental design necessarily needs to consider the model and statistical methods

to be applied; model development and selection needs to consider the kind of data that will

be available and the computational requirements of the available simulation and inference

schemes for the model; the choice of simulation scheme needs to be informed by the data and

model resolution to determine appropriate required accuracy levels, but also the accuracy of

the simulation scheme has implications on the possible accuracy of the inference method; and

finally, the choice of inference scheme must take into account the combined bias of the model,

simulation scheme, and inference method. Within the mathematical biology community, there

are few research projects that consider the multifaceted interactions between various design

choices on the final scientific conclusions.

In this thesis, we explore various aspects of experimental design, model selection, stochastic

simulation and computational inference algorithms in the context of applications in cell biology

and biochemistry. We demonstrate the advantage of the Bayesian approach over frequentist

point estimates to resolve previously unanswered questions from cell biology. We also develop

new efficient computational schemes that dramatically reduce the number of expensive stochas-

tic simulations required for accurate Bayesian parameter inference for models with intractable

likelihoods.

1.2 Research questions

In this section, we present the research questions that are designed to close gaps in the current re-

search literature. Each research question motivates a chapter of this thesis. A short background

highlighting the state of the literature at the time of each study is presented along with how the

study contributes to the body of knowledge. For a detailed literature review surrounding each

research question, see the introduction and background sections in each of the corresponding

chapters.
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1. What are the design principles for proliferation assays to optimally quantify contact

inhibition?

Contact inhibition of proliferation refers to the tendency for cells to become non-proliferative

in regions of high local cell density (Abercrombie, 1970). This process is fundamental

to the normal functioning and repair of tissues (Liu et al., 2011; Puliafito et al., 2012),

and many pathological cases, such as cancer, arise from deleterious down-regulation

of contact inhibition (Abercrombie, 1979). Unfortunately, standard proliferation assay

protocols are not well suited for accurate quantification of contact inhibition (Jin et al.,

2017) due largely to short assay durations (Chen et al., 2017; Huang et al., 2017). This

is highlighted in a study by Sarapata and de Pillis (2014) that discusses the challenges in

calibration of tumor growth models with parameters related to contact inhibition (Gerlee,

2013), such as the carrying capacity density within the logistic growth model.

The Bayesian approach can be applied to determine the optimal experimental design in

order to minimise inference uncertainty (Liepe et al., 2013; Silk et al., 2014; Vanlier et al.,

2012, 2014). For example, a recent study by Browning et al. (2017) applied a Bayesian

approach to experimental design to optimise proliferation assays duration for the purpose

of estimating proliferation rates. We apply a detailed and rigorous Bayesian analysis of

the proliferation assay protocol to quantify the effect that assay design elements have

on the uncertainty in the carrying capacity density, a key parameter quantifying contact

inhibition for the logistic growth model (Verhulst, 1838; Murray, 2002; Jin et al., 2017).

In particular, we consider various design options for assay duration, the number of repli-

cates, initial seeding strategies, and temporal spacing of observations. New design prin-

ciples and recommendations are provided for minimisation of the uncertainty in carrying

capacity estimates.

2. To what extent can the Bayesian approach improve model comparison and selection

results for reaction–diffusion models in cell biology?

In the study of collective cell behaviour in mathematical biology, reaction–diffusion par-

tial differential equations are a commonly utilised modelling framework. Diverse flux

and source terms are applied to model various mechanisms for cell motility and prolif-

eration (Browning et al., 2017; Jin et al., 2016a; Tsoularis and Wallace, 2002; Witelski,

1995). However, it can often be difficult to determine the most important mechanisms to
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include for any particular application. In many cases, little justification is provided for

particular choices (Simpson et al., 2011). When model selection is performed, the most

common approach is to compare residuals between competing models and data after first

calibrating the competing models using the principle of maximum likelihood (Bianchi

et al., 2016; Sengers et al., 2007; Sherratt and Murray, 1990). This approach, however,

is known to be very sensitive to model miss-specification and will tend to favor over-

parameterised models (Akaike, 1974; Box, 1976) that can lead to biologically unrealistic

results (Jin et al., 2016b; Sarapata and de Pillis, 2014; Slezak et al., 2010).

We analyse the scratch assay data obtained by Jin et al. (2016b) for prostate cancer cells,

and consider a Bayesian approach to model selection between different mechanisms for

motility. We compare, for each model, Bayesian parameter inferences for various scratch

assay initial cell population densities (Jin et al., 2016b, 2017). We also apply various

information criteria that penalise the likelihood of more complex models (Akaike, 1974;

Schwarz, 1978; Spiegelhalter et al., 2002). As a result, we find motility that is linearly

dependent on local population density is the most parsimonious model for the experiments

of Jin et al. (2016b). Furthermore, we provide an exemplar of Bayesian model selection

in cell biology.

3. What are the relationships and connections between the state-of-the-art methods for

simulation and inference for biochemical systems?

For intracellular biochemical processes, it has been demonstrated that stochasticity is fun-

damental to the normal operation biochemical systems, such as gene regulation (Abkowitz

et al., 1996; Arkin et al., 1998; Eldar and Elowitz, 2010; Elowitz et al., 2002; Kærn et al.,

2005; Keren et al., 2015; McAdams and Arkin, 1997; Raj and van Oudenaarden, 2008;

Soltani et al., 2016; Taniguchi et al., 2010). As a result, stochastic models of biochemical

reaction networks are required to capture stochastic effects that cannot be replicated with

deterministic chemical rate equations (Bressloff, 2017; Moss and Pei, 1995; Paulsson

et al., 2000; Thattai and van Oudenaarden, 2001; Tian and Burrage, 2006). The are many

algorithmic options to consider for practical applications that involve simulation for the

forwards problem and computational Bayesian inference for the inverse problem. These

two problems are interrelated, however, there has been no survey article that discusses

both these topics together. Rather, reviews on stochastic simulation (Gillespie et al.,

2013; Higham, 2008; Schnoerr et al., 2017), have been distinct to those on computational
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inference (Golightly and Wilkinson, 2011; Green et al., 2015; Sunnåker et al., 2013; Toni

et al., 2009).

In the context of stochastic biochemical reaction network models, we provide a de-

tailed survey of stochastic simulation for generating model sample paths (Anderson,

2007; Gibson and Bruck, 2000; Gillespie, 1977, 2001; Voliotis et al., 2016) and the

computation of summary statistics (Erban et al., 2007; Gillespie, 2000), along with a

survey of inference algorithms that depend on Bayesian sampling techniques (Del Moral

et al., 2006; Hastings, 1970; Metropolis et al., 1953) with a focus on likelihood-free

approaches (Marjoram et al., 2003; Sisson et al., 2007) that rely on the model forwards

problem. This review is unique as dependence between the inverse and forwards problems

are highlighted, and, for the first time, an accessible introduction is presented on state-of-

the-art multilevel Monte Carlo methods for the accelerated computation of expectations

related to the forwards problem (Anderson and Higham, 2012; Giles, 2008; Lester et al.,

2015; Wilson and Baker, 2016) and the inverse problem (Guha and Tan, 2017; Jasra et al.,

2019) (Chapter 6). Furthermore, example implementations of all discussed algorithms are

provided using the MATLAB® programming environment.

4. What are the practical implementation considerations for pseudo-marginal likelihood-

free inference?

Approximate Bayesian computation (Sisson et al., 2018; Sunnåker et al., 2013) is a

method for likelihood-free inference that is becoming increasingly popular is biological

applications (Liepe et al., 2014; Ross et al., 2017; Toni et al., 2009; Vo et al., 2015a).

However, alternatives such as pseudo-marginal methods (Andrieu and Roberts, 2009;

Andrieu et al., 2010; Beaumont, 2003) are not commonly used despite having some ad-

vantageous properties for inference on partially observed stochastic processes (Golightly

and Wilkinson, 2008, 2011).

We provide a practical guide to the application of pseudo-marginal methods for inference

of chemical Langevin description of biochemical reaction network models (Gillespie,

2000; Higham, 2008). We compare and contrast the pseudo-marginal approach with

approximate Bayesian computation methods. Key design choices and practical guides

for tuning these methods are also demonstrated through examples, and example imple-

mentations are provided using the Julia programming language.
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5. To what extent can multilevel Monte Carlo be exploited to accelerate approximate

Bayesian computation?

Multilevel Monte Carlo is a state-of-the-art numerical scheme for efficiently estimating

expectations with low variance and bias (Giles, 2008; Higham, 2015). The method

relies upon a sequence of approximations to the stochastic process of interest (Giles,

2015), with low-fidelity approximations that are computationally inexpensive and high-

fidelity approximations that are computationally expensive. The key idea is that lin-

earity of expectation enables the construction of a new Monte Carlo estimator using a

telescoping sum of bias corrections that estimate the bias incurred from decreasing the

simulation fidelity. The multilevel Monte Carlo estimator can be several orders of mag-

nitude more efficient in mean square error, and has been successfully demonstrated for

various applications involving stochastic differential equations (Giles, 2008; Giles et al.,

2015; Higham, 2015) and discrete-state continuous time Markov processes (Anderson

and Higham, 2012; Lester et al., 2015, 2016; Lester et al., 2017; Wilson and Baker, 2016).

The multilevel approach has also be applied to Bayesian inference problems (Beskos

et al., 2017; Dodwell et al., 2015; Efendiev et al., 2015) and particle filters Gregory et al.

(2016); Jasra et al. (2017). However, it is unclear how to extend these approaches for

likelihood-free inference methods, such as approximate Bayesian computation (Sisson

et al., 2018). Here we apply a multilevel estimator for the cumulative distribution function

of the Bayesian posterior distribution. Through application of ideas from Giles et al.

(2015) and Wilson and Baker (2016), combined with a novel coupling scheme, we are

able to accelerate rejection sampling for approximate Bayesian computation by an order

of magnitude.

6. How can approximate models be used to accelerate Bayesian inference for expensive

stochastic models?

While continuum reaction–diffusion models are often applied to describe collective cell

behaviour, there are many cases where these mean-field assumptions are invalid, par-

ticularly when clustering occurs (Agnew et al., 2014; Simpson et al., 2013). In such

cases, stochastic discrete random walk models are applied to more accurately describe

individual cell–cell interactions (Callaghan et al., 2006; Jin et al., 2016a; Johnston et al.,

2014; Simpson et al., 2010). Unfortunately, the forwards problem for these discrete
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models are computationally expensive to the extent that accurate likelihood-free Bayesian

inference is completely intractable. The challenge of computational inference is not only

an problem in biology, but also arises in many areas of science including astronomy (The

Event Horizon Telescope Collaboration et al., 2019), climate science (Holden et al.,

2018), and engineering (Rynn et al., 2019).

Consequently, there is a growing interest in using computationally cheap approximations

to inform Bayesian sampling for computationally expensive stochastic models. Examples

include, surrogate models (Rynn et al., 2019), emulators (Buzbas and Rosenberg, 2015),

delayed rejection sampling (Banterle et al., 2019; Everitt and Rowińska, 2017), multilevel

Monte Carlo (Jasra et al., 2019; Warne et al., 2018), and multifidelity methods (Prescott

and Baker, 2018). We develop two new likelihood-free sequential Monte Carlo samplers

that accelerate Bayesian inference for expensive stochastic models. In particular, we

exploit approximate models to inform parameter proposals, and moment-matching trans-

forms to emulate the expensive stochastic model using approximations. Our methods can

accurately compute inferences consistent with the expensive stochastic model while using

an order of magnitude less stochastic simulations.

1.3 Outcomes of this thesis

This thesis is presented by published papers and consists of six manuscripts in total. Four of

these manuscripts have been peer-reviewed and published in high quality journals, the remain-

ing two manuscripts have been submitted to high quality journals and are under review. The

PhD candidate is the first author in all six of the manuscripts. This fulfills the requirements for

the Queensland University of Technology to award a thesis by published papers.

The following six manuscripts form the chapters of this thesis:

• David J. Warne, Ruth E. Baker and Matthew J. Simpson (2017). Optimal quantification

of contact inhibition in cell populations. Biophysical Journal, 113:1920–1924.

DOI:10.1016/j.bpj.2017.09.016 (Chapter 2)

• David J. Warne, Ruth E. Baker and Matthew J. Simpson (2019). Using experimental

data and information criteria to guide model selection for reaction–diffusion problems in

https://doi.org/10.1016/j.bpj.2017.09.016
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mathematical biology. Bulletin of Mathematical Biology, 81:1760–1804.

DOI:10.1007/s11538-019-00589-x (Chapter 3)

• David J. Warne, Ruth E. Baker and Matthew J. Simpson (2019). Simulation and in-

ference algorithms for stochastic biochemical reaction networks: from basic concepts to

state-of-the-art. Journal of the Royal Society Interface, 16:20180943.

DOI:10.1098/rsif.2018.0943 (Chapter 4)

• David J. Warne, Ruth E. Baker and Matthew J. Simpson (2019). A practical guide to

pseudo-marginal methods for computational inference in systems biology. (In review,

submitted Jan 2020) Journal of Theoretical Biology.

arXiv:1912.12404 [q-bio.MN] (Chapter 5)

• David J. Warne, Ruth E. Baker and Matthew J. Simpson (2018). Multilevel rejection

sampling for approximate Bayesian computation. Computational Statistics & Data Anal-

ysis, 124:71–86.

DOI:10.1016/j.csda.2018.02.009 (Chapter 6)

• David J. Warne, Ruth E. Baker and Matthew J. Simpson (2019). Rapid Bayesian in-

ference for expensive stochastic models. (In review, submitted Jan 2020) Journal of

Computational and Graphical Statistics.

arXiv:1909.06540 [stat.CO] (Chapter 7)

1.4 Structure of this thesis

The main content of this thesis is divided into two parts. Part I consists of two chapters (Chap-

ters 2 and 3) that address research questions related to applications of Bayesian methods in cell

biology. Part II consists of four chapters (Chapters 4–7) that address research questions related

to computational schemes for stochastic simulation and likelihood-free Bayesian inference. The

remainder of this section lists the chapters of this thesis, their contents and novel contributions.

Each of the main chapters within this thesis corresponds to a journal publication (Chapters 2,3,4,

and 6) or a manuscript under review (Chapters 5 and 7). Consequently, each chapter may be

read independently of the others, however, the chapters are also organised in such a way that

https://doi.org/10.1007/s11538-019-00589-x
https://doi.org/10.1098/rsif.2018.0943
https://arxiv.org/abs/1912.12404
https://doi.org/10.1016/j.csda.2018.02.009
https://arxiv.org/abs/1909.06540
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they form a consistent whole that may be read in order sensibly. The formatting and notation

has been altered, compared with published versions, for the sake of consistency, otherwise

each chapter is exactly as published. Because each chapter can be read independently, there

is some overlap in background content across different chapters. While the specific structure

of individual chapters vary, each chapter contains an introduction section that describes the

problem of interest, background information, and the contributions of work to the field. Each

chapter also includes a supplementary material section that contains appendix information for

the chapter, including extended analysis, additional results and data tables. Some chapters also

contain links to publicly available code repositories for software developed for that chapter. The

remainder of this section lists the chapters of this thesis, their contents and novel contributions.

Chapter 2 addresses the problem of reliable inference of contact inhibition using proliferation

assays. The logistic growth model is applied as a characteristic model for cell population

growth limited by contact inhibition. Through the application of a Bayesian approach, several

guidelines for the optimal proliferation assay design are provided to ensure the carrying capacity

density can be estimated with minimal uncertainty.

In Chapter 3 the problem of model selection in the reaction–diffusion framework is applied to

answer an unresolved problem in cell biology. The problem is that of whether linear diffusion

is an appropriate model to describe the mechanism of collective cell spreading. This question is

addressed by comparing the Fisher-KPP model, the Porous Fisher model, and the Generalised

Porous Fisher model for the purposes of inference using a detailed scratch assay data set. The

results demonstrate that the Porous Fisher model, in which cell motility is linearly dependent on

local cell population density, provides the best trade-off between model complexity and model

fit.

Chapter 4 introduces Part II of this thesis with a detailed review of the various simulation

and inference methods that are relevant to studies of biochemical processes. This is the first

detailed, yet accessible, review including both algorithms for stochastic simulation, advanced

multilevel Monte Carlo methods, approximate Bayesian computation sampling methods, and

the connections between all these topics. Another significant contribution is a library of example

implementation using the MATLAB® programming language.

Chapter 5 provides a more detailed guide to an alternative likelihood-free inference method,
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called the pseudo-marginal approach. This chapter is designed to highlight the advantages and

limitations of this approach compared with approximate Bayesian computation for stochastic

models of biochemical reaction networks based on the chemical Langevin equation. Various

important and practical design choices are discussed and demonstrated for efficient application

of the, so called, particle marginal Metropolis-Hastings algorithm. Several examples are pro-

vided including parameter inference for the challenging Schlögl biochemical reaction network

that exhibits stochastic bi-stability, and the replessilator gene regulatory network that exhibits

stochastic oscillatory dynamics. Example algorithm implementations are provided using the

high performance, open source Julia programming language.

Chapter 6 demonstrates that multilevel Monte Carlo methods can be applied in the context

of likelihood-free inference using approximate Bayesian computation. The derivation of the

algorithm is presented, including a novel method for coupling nested rejection samplers that

enables a variance reduction on bias correction estimates. The new approach requires very little

tuning, is significantly more efficient than standard rejection sampling, and is also competitive

with state-of-the-art sequential Monte Carlo schemes.

Chapter 7 considers the challenge of practical application of approximate Bayesian computation

when an expensive stochastic model is the target of study. Here, two novel extensions to

sequential Monte Carlo are presented that utilise computationally inexpensive approximate

models to inform sampling of the stochastic model. Numerical demonstrations are provided

using lattice-based random walk models and mean-field models for approximation. The first

extension results in unbiased estimates with respect to the expensive stochastic model with

two–four times fewer expensive stochastic simulations. The second method introduces some

bias, but requires an order of magnitude less stochastic simulations.

Chapter 8 provides a summary of the contributions to the literature from this thesis, and dis-

cusses various avenues for future research.

1.5 Statement of joint authorship

This section provides the contributions of the PhD candidate and the co-authors to each of the

six manuscripts contained in this thesis. All co-authors have consented to the inclusion of each
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manuscript.

Chapter 2: Optimal quantification of contact inhibition in cell populations

The associated manuscript for this chapter is:

David J. Warne, Ruth E. Baker and Matthew J. Simpson (2017). Optimal quantification of

contact inhibition in cell populations. Biophysical Journal, 113:1920–1924.

DOI:10.1016/j.bpj.2017.09.016

Abstract Contact inhibition refers to a reduction in the rate of cell migration and/or cell

proliferation in regions of high cell density. Under normal conditions contact inhibition is as-

sociated with the proper functioning tissues, whereas abnormal regulation of contact inhibition

is associated with pathological conditions, such as tumor spreading. Unfortunately, standard

mathematical modeling practices mask the importance of parameters that control contact inhi-

bition through scaling arguments. Furthermore, standard experimental protocols are insufficient

to quantify the effects of contact inhibition because they focus on data describing early time,

low-density dynamics only. Here we use the logistic growth equation as a caricature model of

contact inhibition to make recommendations as to how to best mitigate these issues. Taking a

Bayesian approach we quantify the trade-off between different features of experimental design

and estimates of parameter uncertainty so that we can re-formulate a standard cell proliferation

assay to provide estimates of both the low-density intrinsic growth rate, λ, and the carrying

capacity density, K, which is a measure of contact inhibition.

Statement of contribution:

• David J. Warne (Candidate) designed the research, performed the research, contributed

analytic tools, analysed the data, wrote the manuscript, edited and approved the final

manuscript.

• Ruth E. Baker designed the research, contributed analytic tools, analysed the data, wrote

the manuscript, edited and approved the final manuscript.

https://doi.org/10.1016/j.bpj.2017.09.016


16 CHAPTER 1. INTRODUCTION

• Matthew J. Simpson designed the research, contributed analytic tools, analysed the data,

wrote the manuscript, edited and approved the final manuscript, acted as corresponding

author.

Chapter 3: Using experimental data and information criteria to guide model selection for

reaction–diffusion problems in mathematical biology

The associated manuscript for this chapter is:

David J. Warne, Ruth E. Baker and Matthew J. Simpson (2019). Using experimental data and

information criteria to guide model selection for reaction–diffusion problems in mathematical

biology. Bulletin of Mathematical Biology, 81:1760–1804.

DOI:10.1007/s11538-019-00589-x

Abstract Reaction–diffusion models describing the movement, reproduction and death of

individuals within a population are key mathematical modelling tools with widespread applica-

tions in mathematical biology. A diverse range of such continuum models have been applied

in various biological contexts by choosing different flux and source terms in the reaction–

diffusion framework. For example, to describe the collective spreading of cell populations,

the flux term may be chosen to reflect various movement mechanisms, such as random motion

(diffusion), adhesion, haptotaxis, chemokinesis and chemotaxis. The choice of flux terms

in specific applications, such as wound healing, is usually made heuristically, and rarely is

it tested quantitatively against detailed cell density data. More generally, in mathematical

biology, the questions of model validation and model selection have not received the same

attention as the questions of model development and model analysis. Many studies do not

consider model validation or model selection, and those that do often base the selection of the

model on residual error criteria after model calibration is performed using nonlinear regression

techniques. In this work, we present a model selection case study, in the context of cell invasion,

with a very detailed experimental data set. Using Bayesian analysis and information criteria,

we demonstrate that model selection and model validation should account for both residual

errors and model complexity. These considerations are often overlooked in the mathematical

https://doi.org/10.1007/s11538-019-00589-x
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biology literature. The results we present here provide a straightforward methodology that can

be used to guide model selection across a range of applications. Furthermore, the case study we

present provides a clear example where neglecting the role of model complexity can give rise

to misleading outcomes.

Statement of contribution:

• David J. Warne (Candidate) designed the research, performed the research, imple-

mented numerical schemes, analysed the data, wrote the manuscript, edited and approved

the final manuscript.

• Ruth E. Baker designed the research, contributed analytic tools, wrote the manuscript,

edited and approved the final manuscript.

• Matthew J. Simpson designed the research, contributed analytic tools, analysed the data,

wrote the manuscript, edited and approved the final manuscript, acted as corresponding

author.

Chapter 4: Simulation and inference algorithms for stochastic biochemical reaction net-

works: from basic concepts to state-of-the-art

The associated manuscript for this chapter is:

David J. Warne, Ruth E. Baker and Matthew J. Simpson (2019). Simulation and inference

algorithms for stochastic biochemical reaction networks: from basic concepts to state-of-the-

art. Journal of the Royal Society Interface, 16:20180943.

DOI:10.1098/rsif.2018.0943

Abstract Stochasticity is a key characteristic of intracellular processes such as gene regulation

and chemical signalling. Therefore, characterising stochastic effects in biochemical systems is

essential to understand the complex dynamics of living things. Mathematical idealisations of

biochemically reacting systems must be able to capture stochastic phenomena. While robust

https://doi.org/10.1098/rsif.2018.0943
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theory exists to describe such stochastic models, the computational challenges in exploring

these models can be a significant burden in practice since realistic models are analytically

intractable. Determining the expected behaviour and variability of a stochastic biochemical

reaction network requires many probabilistic simulations of its evolution. Using a biochemical

reaction network model to assist in the interpretation of time course data from a biological

experiment is an even greater challenge due to the intractability of the likelihood function for

determining observation probabilities. These computational challenges have been subjects of

active research for over four decades. In this review, we present an accessible discussion of the

major historical developments and state-of-the-art computational techniques relevant to simu-

lation and inference problems for stochastic biochemical reaction network models. Detailed al-

gorithms for particularly important methods are described and complemented with MATLAB®

implementations. As a result, this review provides a practical and accessible introduction to

computational methods for stochastic models within the life sciences community.

Statement of contribution:

• David J. Warne (Candidate) designed the review, performed the review, contributed

analytical tools, developed algorithm implementations, wrote the manuscript, edited and

approved the final manuscript.

• Ruth E. Baker designed the review, contributed analytical tools, wrote the manuscript,

edited and approved the final manuscript.

• Matthew J. Simpson designed the review, contributed analytical tools, wrote the manuscript,

edited and approved the final manuscript, acted as corresponding author.

Chapter 5: A practical guide to pseudo-marginal methods for computational inference in

systems biology

The associated manuscript for this chapter is:
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Abstract For many stochastic models of interest in mathematical biology, such as stochastic

biochemical reaction networks, exact quantification of parameter uncertainty through statistical

inference is intractable. Likelihood-free computational inference techniques enable parameter

inferences when the likelihood function for the model is intractable, but the generation of many

sample paths is feasible through stochastic simulation of the forward problem. A ubiquitous

likelihood-free method in mathematical biology is approximate Bayesian computation that

accepts parameters that result in low discrepancy between stochastic simulations and data.

However, it can be difficult to assess how the resulting inferences are affected by the acceptance

threshold and discrepancy function. The pseudo-marginal approach is an alternative likelihood-

free inference method that applies a Monte Carlo estimate to the likelihood function. This

approach has several advantages, particularly in the context of noisy, partially observed, time-

course data typical in biochemical studies. Specifically, the pseudo-marginal approach enables

exact inferences and uncertainty quantification, and may be efficiently combined with particle

filters for low variance likelihood estimation. In this work, we provide a practical introduc-

tion to the pseudo-marginal approach using inference for biochemical reaction networks as

a case study. Implementations of key algorithms and examples are provided using the Julia

programming language; a high performance, open source programming language for scientific

computing.
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tools for practical inference problems with intractable likelihood functions. Markov chain

Monte Carlo and sequential Monte Carlo variants of approximate Bayesian computation can

be effective techniques for sampling posterior distributions in an approximate Bayesian compu-

tation setting. However, without careful consideration of convergence criteria and selection of

proposal kernels, such methods can lead to very biased inference or computationally inefficient

sampling. In contrast, rejection sampling for approximate Bayesian computation, despite being

computationally intensive, results in independent, identically distributed samples from the ap-

proximated posterior. An alternative method is proposed for the acceleration of likelihood-free

Bayesian inference that applies multilevel Monte Carlo variance reduction techniques directly to

rejection sampling. The resulting method retains the accuracy advantages of rejection sampling

while significantly improving the computational efficiency.
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Abstract Almost all fields of science rely upon statistical inference to estimate unknown pa-

rameters in theoretical and computational models. While the performance of modern computer

hardware continues to grow, the computational requirements for the simulation of models are

growing even faster. This is largely due to the increase in model complexity, often including

stochastic dynamics, that is necessary to describe and characterise phenomena observed using

modern, high resolution, experimental techniques. Such models are rarely analytically tractable,

meaning that extremely large numbers of expensive stochastic simulations are required for

parameter inference. In such cases, parameter inference can be practically impossible. In

this work, we present new computational Bayesian techniques that accelerate inference for

expensive stochastic models by using computationally cheap approximations to inform feasible

regions in parameter space, and through learning transforms that adjust the biased approximate

inferences to closer represent the correct inferences under the expensive stochastic model.

Using topical examples from ecology and cell biology, we demonstrate a speed improvement

of an order of magnitude without any loss in accuracy.
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Inhibition in Cell Populations
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David J. Warne, Ruth E. Baker and Matthew J. Simpson (2017). Optimal quantification of

contact inhibition in cell populations. Biophysical Journal, 113:1920–1924.

DOI:10.1016/j.bpj.2017.09.016

Abstract Contact inhibition refers to a reduction in the rate of cell migration and/or cell

proliferation in regions of high cell density. Under normal conditions contact inhibition is as-

sociated with the proper functioning tissues, whereas abnormal regulation of contact inhibition

is associated with pathological conditions, such as tumor spreading. Unfortunately, standard

mathematical modeling practices mask the importance of parameters that control contact inhi-

bition through scaling arguments. Furthermore, standard experimental protocols are insufficient

to quantify the effects of contact inhibition because they focus on data describing early time,

low-density dynamics only. Here we use the logistic growth equation as a caricature model of

contact inhibition to make recommendations as to how to best mitigate these issues. Taking a

Bayesian approach we quantify the trade-off between different features of experimental design

and estimates of parameter uncertainty so that we can re-formulate a standard cell proliferation
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assay to provide estimates of both the low-density intrinsic growth rate, λ, and the carrying

capacity density, K, which is a measure of contact inhibition.

2.1 Introduction

Contact inhibition is the tendency of cells to become non-migratory and/or non-proliferative in

regions of high cell density (Abercrombie, 1970). The phenomena of contact inhibition of mi-

gration, involving processes such as adhesion, paralysis and contraction (Abercrombie, 1970), is

distinct to contact inhibition of proliferation, driven by cell-cell signaling and adhesion (Levine

et al., 1965; Liu et al., 2011); both phenomena are essential for the regulation of structure and

function of multicellular organisms.

Down-regulation of contact inhibition of proliferation enhances tumor spreading (Abercrombie,

1979), while wound healing and tissue regeneration also depend crucially on contact inhibition

of proliferation (Puliafito et al., 2012). While contact inhibition of proliferation is ubiquitous in

both normal and pathological processes, it is difficult to quantify the impact of such contact in-

hibition in complex biological systems despite the availability of experimental data. Therefore,

mathematical models have an important role in informing our understanding of how contact

inhibition of proliferation affects collective cell behavior.

The most fundamental mathematical model describing contact inhibition of cell proliferation is

the logistic growth model (Maini et al., 2004a,b; Treloar et al., 2014; Tsoularis and Wallace,

2002),
dC(t)

dt
= λC(t)︸ ︷︷ ︸

proliferation

×
[
1− C(t)

K

]
︸ ︷︷ ︸
contact inhibition

, (2.1)

where C(t) > 0 is the cell density at time t, λ > 0 is the proliferation rate, and K > 0 is

the carrying capacity density. The carrying capacity density is the density at which contact

inhibition decreases the net growth rate to zero. The logistic growth model is used ubiquitously

in the study of development, repair and tissue regeneration, including for the modeling of tumor

growth (Enderling and Chaplain, 2014; Gerlee, 2013; Scott et al., 2013; Treloar et al., 2013)

and wound healing (Maini et al., 2004b; Sherratt and Murray, 1990; Simpson et al., 2013). The



2.1. INTRODUCTION 27

solution of Equation (2.1),

C(t) =
C(0)K

[(K − C(0)) exp(−λt) + C(0)]
, (2.2)

is a sigmoid curve that increases from C(t) = C(0) to C(t) = K as t → ∞, provided that

C(0)/K � 1.

In vitro cell proliferation assays are used routinely to examine mechanisms that control cell

proliferation, such as the application of various drugs and other treatments on the rate of cell

proliferation (Chen et al., 2017; Delarue et al., 2014). In vitro assays are routinely used to inform

the development and interpretation of in vivo assays describing pathological situations, such as

tumor growth (Beaumont et al., 2014). Therefore, improving the design and interpretation of

in vitro assays will have an indirect influence on the way that we design and interpret in vivo

assays.

A cell proliferation assay typically involves placing cells, at low density, C(0)/K � 1, onto

a two-dimensional surface and re-examining the increased monolayer density at a later time,

t = T . Typical data from a cell proliferation assay are given in Figure 2.1(A)-(B).

To use Equation (2.1) to quantitatively inform our understanding of a particular biological

system, we must be able to estimate the initial density, C(0), and the model parameters, λ and

K. Obtaining an accurate estimate of K is crucial to understand how contact inhibition controls

the net proliferation rate at modest to high densities. However, despite the importance of K,

most theoretical studies work with a non-dimensionalised model by setting c(t) = C(t)/K.

This leads to (Maini et al., 2004a,b; Sherratt and Murray, 1990)

dc(t)
dt

= λc(t) [1− c(t)] ,

which completely masks the importance of being able to accurately estimate the carrying ca-

pacity, K.

Not only do standard mathematical approaches prevent quantitative assessment of the impact of

contact inhibition, in addition, standard experimental protocols for in vitro proliferation assays

are also insufficient to estimateK. Very recently, Jin et al. (2017) used Equation (2.1) to analyse

a set of cell proliferation assays performed with a prostate cancer cell line, and concluded that
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best fit

data

Figure 2.1: Proliferation assay using a prostate cancer cell line. Images of area 450 µm2 are
captured at (A) t = 0 h and (B) t = 24 h. Images are reproduced from Jin et al. (2017) with
permission. (C) Logistic growth curve with C(0) = 3.1 × 10−4 (cells/µm2), λ = 0.052 (1/h)
and K = 2 × 10−3 (cells/µm2) (solid black). Additional solutions with K ± 20% (dashed
black) also fit the short time experimental data (red crosses).

standard experimental data do not lead to robust, biologically relevant estimates of K. This

is consistent with the work of Sarapata and de Pillis (2014) who also find that standard in

vitro experimental data are insufficient to estimate K using best-fit, non-linear least-squares

methods (Sarapata and de Pillis, 2014). The fundamental issue, as illustrated in Figure 2.1(C),

is that cell proliferation assays are initiated with a small density and performed for a relatively

short duration. This strategy is sufficient for estimating the low-density intrinsic proliferation

rate, λ, but completely inadequate for estimating K which is associated with longer time,

higher density data. Given the importance of K, we are motivated to re-consider the design

of proliferation assays so that we can quantitatively estimate both λ and K from a single

experiment.

The typical duration of a proliferation assay is less than 24 h (Chen et al., 2017), with some

assays as short as 4 h (Huang et al., 2017), and the cell density is recorded once, at the end point

of the experiment. This timescale is sufficient to estimate the low-density intrinsic proliferation

rate, λ, since the doubling time of the majority of cell lines is approximately 24 hours (Maini
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et al., 2004a,b; Treloar et al., 2013; Simpson et al., 2013). However, this standard timescale is

far too short to robustly quantify contact inhibition effects given the low initial densities that are

routinely used. For example, the PC-3 prostate cancer cell line examined by Jin et al. (2017)

proliferates with λ ≈ 0.05 /h, but on the timescale of the experiment the observed growth of the

population is approximately exponential. This is consistent with Equation (2.1) since we have

C(t) ∼ C(0) exp(λt) provided that C(0)/K � 1 and t is sufficiently small. Figure 2.1(C)

shows that the early time growth dynamics are effectively independent of K, confirming that it

is impossible to obtain robust estimates of K using standard data (Jin et al., 2017; Sarapata and

de Pillis, 2014).

The aim of this work is to provide guidance about how to overcome these standard experimental

and theoretical limitations by taking a Bayesian approach to experimental design (Gelman et al.,

2014; Liepe et al., 2013; Silk et al., 2014; Vanlier et al., 2012, 2014; Browning et al., 2017). The

advantage of taking a Bayesian approach is that we have a platform to quantitatively examine

how the uncertainty in our estimate ofK depends on the experimental design: we aim to provide

guidance for experimental design that minimises the uncertainty in our estimate of K. To

achieve this we consider a proliferation assay of duration T , with n observations of cell density,

C1:n
obs = [Cobs(t1), . . . , Cobs(tn)], at times t1, . . . , tn with 0 < ti ≤ T for all i = [1, . . . , n]. These

data could represent a single experiment observed at multiple time points,

t1 < t2 < · · · < tn ≤ T , or n identically prepared experiments, each of which is observed

once, t1 = t2 = · · · = tn = T . We assume that cells proliferate according to Equation (2.1)

with known λ and C(0). Furthermore, we assume C(0)/K � 1. Our assumption that λ

can be determined is reasonable since C(t) ∼ C(0) exp(λt) = C(0)[1 + λt + O(t2)] for

C(0)/K � 1. This means that fitting a simple straight line or exponential curve to typical

experimental data will provide a reasonable estimate of λ. The assumption that C(0) is known

precisely is less realistic. For example, estimates ofC(0) are affected profoundly by fluctuations

in the initialization of the experiment as proliferation assays are performed by placing a known

number of cells onto a tissue culture plate. However, images of the experiments are obtained

over a much smaller spatial scale. This means that the role of stochastic fluctuations can be

significant (Jin et al., 2017).
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2.2 Uncertainty quantification in estimation of carrying capacity

To make progress we assume that observations are made, and are subject to Gaussian-distributed

experimental measurement error with zero mean and variance Σ2. Under these conditions our

knowledge of the carrying capacity,K, given such observations is represented by the probability

density function

p
(
K
∣∣C1:n

obs

)
= A

n∏
i=1

φ
(
Cobs(ti);C(ti),Σ

2
)
, (2.3)

where A is a normalization constant and φ (·;C(ti),Σ
2) denotes a Gaussian probability density

with meanC(ti) and variance Σ2 (Section 2.5.1). This probability density represents knowledge

obtained from the data when no prior assumptions are made on K. The point of maximum

density in Equation (2.3) corresponds to the maximum likelihood estimator or best-fit estimate,

K̂. Importantly, Equation (2.3) also enables the quantification of uncertainty in this estimate

through calculation of the variance,

σ2
n =

∫ ∞
0

(
K − K̂

)2

p
(
K
∣∣C1:n

obs

)
dK.

Figure 2.2(A) shows the probability density of K (Equation (2.3)) for several values of T for

the typical assay protocol where only a single observation is made (n = 1). Here, our estimates

of λ, C(0) and Σ are based on reported values (Jin et al., 2017). The spread of these curves

indicates the degree of uncertainty in any estimate of K. In particular, note the red line, which

indicates the probability density for K for a measurement taken at the standard duration of

T = 24 h. The relatively flat, disperse nature of the profile confirms that standard proliferation

assay designs are completely inappropriate to estimate K since the profile lacks a well-defined

maximum. This result provides a formal explanation for the observations of both Sarapata and

de Pillis (2014) and Jin et al. (2017). In response to this issue, here we provide quantitative

guidelines about how the experimental design can be chosen to facilitate accurate quantification

of the effects of contact inhibition.

One optimistic assumption in Equation (2.3) is the supposition that C(0) is known precisely.

In reality, C(0) is subject to both measurement errors and systematic errors owing to stochastic

fluctuations (Jin et al., 2017). We extend our analysis to incorporate uncertainty in the estimate



2.2. UNCERTAINTY QUANTIFICATION IN ESTIMATION OF CARRYING CAPACITY 31

K  (cells/µm2)

K  (cells/µm2)

Figure 2.2: The probability density, p (K |C1:n
obs ), with n = 1 plotted for T = 12 h (blue), 24

h (red), 36 h (yellow) and 48 h (purple), where λ = 5.2 × 10−2 (1/h), σ = 10−4 (cells/µm2)
and the the true carrying capacity is K = 2× 10−3 (cells/µm2). (A) The initial density, C(0),
is assumed to be known precisely, C(0) = 3.1 × 10−4 (cells/µm2). (B) Including uncertainty
in the initial condition with µ0 = 3.1 × 10−4 (cells/µm2) and Σ0 = 1.02 × 10−4 (cells/µm2).
The inset panels in both (A) and (B) show the main plot in the context of the limiting density as
T →∞ (black dashed line)

.

of C(0) by also assuming C(0) to be Gaussian-distributed with mean µ0 and variance Σ2
0, that

is p(C(0)) = φ (C(0);µ0,Σ
2
0). In this case Equation (2.3) generalises to (Section 2.5.1)

p
(
K
∣∣C1:n

obs , µ0,Σ
2
0

)
=

∫ ∞
0

p
(
K
∣∣C1:n

obs

)
p(C(0)) dC(0). (2.4)

The integral in Equation (2.4) is intractable, so numerical integration is required to evaluate

p (K |C1:n
obs , µ0,Σ

2
0).
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Since C(ti) → K as ti → ∞ for all i = 1, 2, . . . , n, then, for both Equation (2.3) and

Equation (2.4), we obtain (Section 2.5.2)

lim
(t1,...,tn)→(∞,...,∞)

p
(
K
∣∣C1:n

obs

)
= φ

(
K;

1

n

n∑
i=1

Ci
obs,

Σ2

n

)
. (2.5)

Figure 2.2(A) demonstrates that the probability density function for K, Equation (2.3), tightens

toward the limiting density, Equation (2.5), as T increases. Note that for the typical assay dura-

tion, T < 24 h, the density is approximately uniform. Again, this reiterates the fact that standard

experimental designs are inadequate to characterise the effects of contact inhibition, and that

different approaches are required. The effect of uncertainty in C(0) is clear in Figure 2.2(B).

Even with T = 48 h there is a very large region of non-zero, near-constant probability density,

indicating very wide confidence intervals for the estimate of K. Equation (2.5) also provides a

lower bound on the uncertainty in the estimate of K,

σ2
n ≥

Σ2

n
, (2.6)

for any choice of C(0) and λ. This result is independent of the treatment of the uncertainty in

C(0), but requires observations to be made after an infinite duration of time.

2.3 Experimental design challenges and resolutions

Equation (2.5) and Equation (2.6) tell us two important things about assay design in the study of

contact inhibition. First, there is a fundamental lower bound on the uncertainty in our estimate

of K for a fixed number, n, of observations of the density. However, increasing the assay

duration, T , always provides more information. Second, increasing the number of observations,

n, always provides more information and, further, it decreases the long time lower bound on

the uncertainty in the estimate of K. Hence, Equation (2.6) informs the minimum number of

observations required to estimate K accurately.

Clearly, practical experimental designs require finite T , and so we require methods to determine

T such that the uncertainty inK is sufficiently close to the lower bound. We can quantify, for the

standard choice of n = 1, the approximate uncertainty in our estimate ofK (Section 2.5.3) (Ang
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and Tang, 2007), given by

σ2
1 =

C(0)4(1− exp(−λT ))2

[C(0)− Cobs(T ) exp(−λT )]4
Σ2. (2.7)

This estimate of the uncertainty in K is accurate provided Cobs(T )/Σ2 � 1. This expression

provides a practical tool to assess the information content of data, but also enables one to

estimate whether T is large enough that the uncertainty in K is sufficiently close to the lower

bound (Section 2.5.3).

Equation (2.6) gives us a method of quantifying the information gained by introducing more

observations in the idealised case that T is sufficiently large. For example, doubling n will half

the uncertainty. However, since practical limitations mean that T is finite, this result does not

always hold. Figure 2.3(A) shows that the effect of doubling n varies significantly depending

on the choice of T . Here, the n observations are taken at regular intervals. For example, if

T < 1/λ, increasing n has almost no effect on the uncertainty, σ2
n. There is a similar negligible

effect for T > −(1/λ) log [C(0)/(K − C(0))], which is the time corresponding to the point of

inflection of Equation (2.2).

These results highlight several subtle, but immensely important considerations. For example, at

sufficiently short times increasing n has very little benefit. Similarly, at sufficiently large times

increasing T has little benefit. The most useful result is that for intermediate times there is more

value in increasing T than increasing n. Furthermore, if we wish to go beyond the standard

experimental design where a single measurement is made at the end of the experiment, t = T ,

we might want to quantify the benefit of making a second observation at an earlier time, t < T ,

during the same experiment. In this scenario, results in Figure 2.3(B) show that the choice of

time at which the second measurement is made can be important. Comparing Figure 2.3(A)

with Figure 2.3(B) shows that a poor choice of the time for the second observation might not

lead to any change than taking a single observation at T . However, selecting two well-placed

observation times can be as informative as making four equally spaced observations.
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Figure 2.3: (A) Uncertainty in K as a function of T for n = 1 (blue), n = 2 (red), n = 4
(yellow), n = 8 (purple) and n = 16 (green); here observations are taken at regular intervals,
that is ti = Ti/n for i = 1, . . . , n. (B) Effect of observation placement for n = 2 with t2 = T ;
t1 = T/5 (blue), t1 = T/2 (red) and t1 = 4T/5 (yellow). The lower bound on uncertainty, σn,
for n = 2 (dashed). The uncertainty, σn, is calculated using the trapezoid rule with 105 equally
spaced panels over the interval 0 < K < 5× 10−3 (cells/µm2).

We conclude by providing several guidelines for the design of cell proliferation assays:

1. Reducing the uncertainty in C(0) is crucial, especially if T < 48 h;

2. Equation (2.7) should be used with short timescale data to estimate the smallest value of

T that will result in acceptable uncertainty in K;

3. On a short timescale, increasing T is more informative than increasing n. However, if

increasing T is infeasible, the optimal strategy is to repeat the experiment n times and

make n observations at time T . In many situations, n will need to be large to account
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for the short timescale. Figure 2.3(A) shows that even a 16-fold increase in n is still

unacceptable for T < 12 as it is effectively still the same as a single observation.

2.4 Conclusion

In this work we highlight certain aspects of assay design that are often neglected and unreported.

However, these features are critical if we are to quantify the role of crowding and contact

inhibition of proliferation in populations of cells. The guidelines we propose allow us to

provide the best estimates of λ andK using a single experiment, whereas standard experimental

designs allow us to confidently estimate λ only. Our results confirm that standard in vitro

experimental designs are well suited for estimating λ, but poorly suited for estimating K. A

different approach is required to overcome this limitation, and here we provide quantitative

guidance about designing in vitro proliferation assays that can be used to estimate both λ and

K. The situation is even more complex for in vivo assays in which there are more experimental

constraints and unknowns. However, improving the way that we design and interpret in vitro

assays is relevant because these simpler experiments are routinely used in tandem with in vivo

assays due to the fact that they are cheaper and faster to perform than working in live tissues.
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2.5 Supplementary material

2.5.1 Posterior probability density functions

In Bayesian statistics, knowledge of unobserved model parameters, θ, given the results of

some experiment that results in data, D, is represented through a probability density function

(PDF) (Gelman et al., 2014). This PDF, p(θ | D), is called the posterior and can be interpreted

as “the probability density of θ given observation D”. The posterior is derived through Bayes’

Theorem,

p(θ | D) =
L(θ;D)p(θ)

p(D)
, (2.8)

where the prior PDF, p(θ), represents knowledge before the experiment, the likelihood function,

L(θ;D), determines the probability density of the experimental results, D, for a given set of

parameter values and the evidence, p(D), is the likelihood taken across all parameter values.

In effect, L(θ;D) encodes assumptions of the model, p(θ) encodes the assumptions on the

parameters and p(D) acts as a normalization constant. Our task is to derive the posterior PDF

for the carrying capacity density, K, given noisy observations of an assumed logistic growth

curve.

First we derive the likelihood. We represent the process of taking a cell density measurement,

Cobs(t), at time, t, as a Gaussian random variable with mean around the true cell density, C(t)

(Equation (2.2)), and variance σ2. Therefore, the probability density of a single observation is

a Gaussian PDF,

φ(Cobs(t);C(t), σ2) =
1

σ
√

2π
e−(Cobs(t)−C(t))2/(2σ2)

=
1

σ
√

2π
e
−
(
Cobs(t)− C(0)K

(K−C(0))e−λt+C(0)

)2
/(2σ2)

. (2.9)

Assuming C(0) and λ are known, the exact logistic growth curve is fully determined for any

proposed value of K. As a result, the observations made at time t1 and t2, Cobs(t1) and Cobs(t2),

are independent given this value of K. Therefore the likelihood function for n observations,
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C1:n
obs = [Cobs(t1), . . . , Cobs(tn)], is given by

L(K;C1:n
obs ) =

n∏
i=1

φ(Cobs(ti);C(ti), σ
2), (2.10)

where φ(Cobs(ti);C(ti), σ
2) is given by Equation (2.9).

For the prior, we assume 0 ≤ K ≤ Kmax with equal probability for some Kmax <∞, that is K

is uniformly distributed on the interval (0, Kmax). The PDF is

p(K) =


1

Kmax
, if K ∈ [0, Kmax],

0, otherwise.
(2.11)

This uniform prior distribution imposes minimal assumptions, as we impose no prior knowledge

about the value of K outside of some upper bound that could be arbitrarily large. For unin-

formative priors, the modes of the posterior correspond to the maximum likelihood estimator

(MLE).

The evidence acts as a normalizing constant to ensure the product of Equation (2.10) and

Equation (2.11) is a true PDF. Therefore, we have

p(C1:n
obs ) =

∫ ∞
−∞
L(K;C1:n

obs )p(K) dK

=
1

Kmax

∫ Kmax

0

n∏
i=1

φ(Cobs(ti);C(ti), σ
2) dK, (2.12)

which converges since Equation (2.9) is bounded and continuous on the closed interval

K ∈ [0, Kmax].

Finally, we arrive at the posterior through substitution of Equation (2.10), Equation (2.11), and

Equation (2.12) into Bayes’ Theorem, Equation (2.8),

p(K | C1:n
obs ) =

A
∏n

i=1 φ(Cobs(ti);C(ti), σ
2), if K ∈ [0, Kmax],

0, otherwise.
(2.13)
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where
1

A
=

∫ Kmax

0

n∏
i=1

φ(Cobs(ti);C(ti), σ
2) dK, (2.14)

which is Equation (2.3).

Equation (2.13) assumes C(0) is fixed. To extend the model to capture uncertainty in C(0)

we define C(0) to be a Gaussian random variable with mean µ0 and variance σ2
0 . The PDF is

p(C(0)) = φ(C(0);µ0, σ
2
0). In this case, the logistic growth curve, forming the means of the

observations, depends on this random variable. Therefore, consider the joint distribution

p(K,C(0) | C1:n
obs , µ0, σ

2
0) = p(K | C(0), C1:n

obs )p(C(0) | C1:n
obs , µ0, σ

2
0)

= p(K | C(0), C1:n
obs )φ(C(0);µ0, σ

2
0), (2.15)

where p(K | C(0), C1:n
obs ) is simply Equation (2.13) with the dependence on C(0) made explicit.

The desired posterior is a marginal density of Equation (2.15), that is,

p(K | C1:n
obs , µ0, σ

2
0) =

∫ ∞
−∞

p(K,C(0) | C1:n
obs , µ0, σ

2
0) dC(0). (2.16)

Substitution of Equation (2.15) into Equation (2.16) results in Equation (2.4). If expanded, the

posterior is

p(K | C1:n
obs , µ0, σ

2
0) = A

∫ Kmax

0

φ(C(0);µ0, σ
2
0)

n∏
i=1

φ(Cobs(ti);C(ti), σ
2) dC(0),

for K ∈ [0, Kmax] and p(K | C1:n
obs , µ0, σ

2
0) = 0 otherwise.

2.5.2 Limiting uncertainty

We now consider the posteriors Equation (2.13) and Equation (2.16) in the limit as the obser-

vation times become infinitely large, that is ti → ∞ for i ∈ [1, . . . , n]. First, note that since

lim
ti→∞

C(ti) = K, it is also true that,

lim
ti→∞

φ(Cobs(ti);C(ti), σ
2) = φ(Ci

obs;K, σ
2). (2.17)
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That is, all observations are independent, identically distributed Gaussian random variables with

mean K and variance σ2 in the limit. Since φ(Ci
obs;K, σ

2) = φ(K;Ci
obs, σ

2), then we extend

the domain of K to K ∈ (−∞,∞) and obtain

lim
(t1,...,tn)→(∞,...,∞)

p(K | C1:n
obs ) =

∏n
i=1 φ(K;Ci

obs, σ
2)∫∞

−∞
∏n

i=1 φ(K;Ci
obs, σ

2) dK
. (2.18)

Note that for any two Gaussian PDFs φ(X;µ1, σ1) and φ(X;µ2, σ2) it can be shown that

φ(X;µ1, σ1)φ(X;µ2, σ2) ∝ φ

(
X;

µ1σ
2
2 + µ2σ

2
1

σ2
1 + σ2

2

,
σ2

1σ
2
2

σ2
1 + σ2

2

)
. (2.19)

Through some tedious algebraic manipulations, we apply Equation (2.19) to Equation (2.18) to

obtain

lim
(t1,...,tn)→(∞,...,∞)

p(K | C1:n
obs ) = φ

(
K;

1

n

n∑
i=1

Ci
obs,

σ2

n

)
. (2.20)

Note that equality holds in Equation (2.20) because the constants of proportionality in Equa-

tion (2.19) cancel out through Equation (2.18).

Similar steps are applied to Equation (2.16) to obtain

lim
(t1,...,tn)→(∞,...,∞)

p(K | C1:n
obs , µ0, σ

2
0) =

∫ ∞
−∞

φ

(
K;

1

n

n∑
i=1

Ci
obs,

σ2

n

)
p(C(0)) dC(0)

= φ

(
K;

1

n

n∑
i=1

Ci
obs,

σ2

n

)∫ ∞
−∞

p(C(0)) dC(0)

= φ

(
K;

1

n

n∑
i=1

Ci
obs,

σ2

n

)
× 1

= lim
(t1,...,tn)→(∞,...,∞)

p(K | C1:n
obs ). (2.21)

This results in Equation (2.5).

It is important to note that in the derivation of Equation (2.20) and Equation (2.21) we have

extended the domain of K to be the entire real number line. The prior in this case is actually

improper, thus, for K ∈ (−∞,∞), the posteriors Equation (2.13) and Equation (2.16) are not

guaranteed to be PDFs. However, in the limiting case when ti → ∞ for i ∈ [1, . . . , n], the

result is a PDF. Therefore, this extension is justified so long as K/σ � 1. If this is not satisfied,

then this analysis could be completed using a truncated Gaussian prior.
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2.5.3 Short time uncertainty quantification

Here we derive Equation (2.7). The approximation uses the delta method to give an approximate

variance for Equation (2.13), that is the uncertainty in K for T <∞ and n = 1.

The posterior for n = 1 is

p(K | Cobs(T )) =
1

σ
√

2π
e−(Cobs(T )−C(T ))2/(2σ2). (2.22)

Thus, we can treat C(T ) as a Gaussian random variable with mean Cobs(T ) and variance σ2.

Given a realization of C(T ) we can obtain from the logistic growth solution (Equation (2.2))

K = f(C(T )) =
C(T )C(0)(1− e−λT )

C(0)− C(T )e−λT
. (2.23)

The delta method is an approximation technique for obtaining approximate moments of a

distribution of a random variable that is a function of another (Ang and Tang, 2007). The

idea is to consider the Taylor expansion about the mean of C(T ),

f(C(T )) = f(Cobs(T ) + δ) =
∞∑
k=0

δk

k!

dkf
dCk

[Cobs(T )].

From this expansion we obtain

V [K] = V [f(C(T ))] = V

[
∞∑
k=0

δk

k!

dkf
dCk

[Cobs(T )]

]
.

For small δ we have

V [K] = V
[
f(Cobs(T )) + δ

df
dC

[Cobs(T )] +O(δ2)

]
.

Recall that V [a] = 0, V [X + a] = V [X] and V [aX] = a2V [X] for any random variable, X ,
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and constant a. Therefore,

V
[
f(Cobs(T )) + δ

df
dC

[Cobs(T )] +O(δ2)

]
= V

[
δ

df
dC

[Cobs(T )] +O(δ2)

]
=

(
df
dC

[Cobs(T )]

)2

V [C(T )] +O(µ4), (2.24)

where µ4 is the fourth central moment of the distribution of C(T ). The approximation is

appropriate provided |δ| is sufficiently small, that is |C(T ) − Cobs(T )| is sufficiently small.

This is achieved if Cobs(T )/σ � 1. The derivative of f with respect to C is

df
dC

=
C(0)2(1− e−λT )

[C(0)− C(T )e−λT ]2
. (2.25)

Therefore, by substitution of Equation (2.25) into Equation (2.24), we arrive at the approxima-

tion

V [K] ≈ C(0)4(1− e−λT )2

[C(0)− Cobs(T )e−λT ]4
σ2. (2.26)

There are two practical uses for Equation (2.26). First, given an population density observation,

Cobs(T ), taken at time T , one can calculate

ε =
C(0)4(1− e−λT )2

[C(0)− Cobs(T )e−λT ]4
.

Here, ε provides a relative uncertainty compared to the limiting best case σ. Therefore, the test

provides a measure of how close to optimal the assay is. Furthermore, if the observation error is

known then this sample approach provides the uncertainty in K after the observation. Second,

given the upper limit of the prior Kmax, as in Equation (2.11), one may consider the function

h(T ) =
C(0)4(1− e−λT )2

[C(0)−Kmaxe−λT ]4
,

to identify how large T must be to be close enough to the limiting posterior, i.e., ε ≈ 1. If

this value of T is too large for practical purposes, then it indicates more observations should be

taken. It is important to note that the approximation does require Cobs(T )/σ � 1. In practice,

this may not hold for early time, T � 1/λ. In such a case, Equation (2.26) tends to be an

underestimate. Because of this, the result is still useful to decide if increasing n is valuable or
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not.

2.5.4 Proliferation data

Table 2.1 presents the data used to inform Figure 2.1, Figure 2.2 and Figure 2.3. The data are

derived from Jin et al. (2017).

Table 2.1: Cell density data
time (h) 0 6 12 18 24
cell density (cells/µm2) 3.1× 10−4 3.8× 10−4 5.2× 10−4 5.9× 10−4 7.8× 10−4
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Abstract Reaction–diffusion models describing the movement, reproduction and death of

individuals within a population are key mathematical modelling tools with widespread applica-

tions in mathematical biology. A diverse range of such continuum models have been applied

in various biological contexts by choosing different flux and source terms in the reaction–

diffusion framework. For example, to describe the collective spreading of cell populations,

the flux term may be chosen to reflect various movement mechanisms, such as random motion

(diffusion), adhesion, haptotaxis, chemokinesis and chemotaxis. The choice of flux terms
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in specific applications, such as wound healing, is usually made heuristically, and rarely is

it tested quantitatively against detailed cell density data. More generally, in mathematical

biology, the questions of model validation and model selection have not received the same

attention as the questions of model development and model analysis. Many studies do not

consider model validation or model selection, and those that do often base the selection of the

model on residual error criteria after model calibration is performed using nonlinear regression

techniques. In this work, we present a model selection case study, in the context of cell invasion,

with a very detailed experimental data set. Using Bayesian analysis and information criteria,

we demonstrate that model selection and model validation should account for both residual

errors and model complexity. These considerations are often overlooked in the mathematical

biology literature. The results we present here provide a straightforward methodology that can

be used to guide model selection across a range of applications. Furthermore, the case study we

present provides a clear example where neglecting the role of model complexity can give rise

to misleading outcomes.

3.1 Introduction

The development and testing of new theories to explain observations are keystones of the

scientific method. In the biological sciences, mathematical models have become increasingly

important to develop and test various hypotheses about putative mechanisms that drive bio-

logical processes (Silk et al., 2014). Furthermore, the interpretation of new biological data

and the development of new experimental protocols is increasingly being enhanced through the

use of mathematical models to explore questions of optimal experimental design (Browning

et al., 2017; Drovandi and Pettitt, 2013; Liepe et al., 2013; Ryan et al., 2016) (see Chapter 2).

However, for many applications in mathematical biology, there is a diverse range of valid

modelling approaches, and it is not always obvious which model is most appropriate for a

particular application. Since all models are, by definition, a simplification of reality (Box,

1976), the choice of modelling approach strongly depends on the purpose of the model and the

set of modelling tools available (Gelman et al., 2014).

An unresolved question in the field of mathematical biology is how to best determine when a

model is sufficient. In many biological applications, there can be multiple competing theories
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about the particular phenomenon that we might wish to study. In these situations, mathematical

models can be used to objectively evaluate the validity of these theories by comparing model

predictions with a set of experimental observations. Such an evaluation requires a robust, repro-

ducible and objective framework for choosing the model, out of the set of competing candidates,

that best explains the data. It is standard practice throughout the field of mathematical biology

to judge the suitability of a model on its ability to match the experimental data after calibration

using the maximum likelihood estimator (MLE) (Bianchi et al., 2016; Jin et al., 2016b; Johnston

et al., 2016; Maini et al., 2004a,b; Sherratt and Murray, 1990). However, this approach is known

to favour model complexity (Akaike, 1974). We suggest that it is preferable instead to favour

simple models unless additional complexity is warranted. In our work, we investigate and

demonstrate techniques to select models, such as Bayesian analysis and information criteria,

and give a practical illustration of the trade-off between consistency, fitness and complexity.

We focus on the question of model selection between different reaction–diffusion continuum

models that describe collective cell motility and proliferation. However, reaction–diffusion

models are also of broad interest to the mathematical biology community since they frequently

arise in many contexts that involve population dynamics, such as ecology (King and McCabe,

2003; Sherratt, 2015, 2016; Skellam, 1951) and evolutionary biology (Cohen and Galiano,

2013; Fortelius et al., 2015).

3.1.1 Continuum models in cell biology applications

Continuum models of collective cell spreading and proliferation are used to study cancer, wound

healing, embryonic development and tissue engineering (Edelstein-Keshet, 2005; Murray, 2002).

However, the details of the models are diverse (Jin et al., 2016b; Simpson et al., 2011). The

motility of cells can be modelled by: linear diffusion (Jackson et al., 2015; Maini et al., 2004a,b;

Sengers et al., 2007; Simpson et al., 2007b; Swanson et al., 2003); nonlinear diffusion where

the diffusivity increases with density (Bianchi et al., 2016; Flegg et al., 2009; Sengers et al.,

2007), and nonlinear diffusion where the diffusivity decreases with density (Cai et al., 2007;

King and McCabe, 2003); nonlinear advection to describe directed motility, such as chemo-

taxis (Bianchi et al., 2016; Flegg et al., 2010), haptotaxis (Marchant et al., 2001), and cell–cell

adhesion (Armstrong et al., 2009). Similarly, the proliferation of cells is often modelled using

a logistic source term (Maini et al., 2004a,b; Sengers et al., 2007; Simpson et al., 2007b), but
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there are also many other options for modelling carrying capacity-limited proliferation (Brown-

ing et al., 2017; Gerlee, 2013; Tsoularis and Wallace, 2002). Furthermore, the motility and

proliferation of cells may also be coupled to diffusing chemical factors (Bianchi et al., 2016;

Nardini et al., 2016; Savla et al., 2004; Sherratt and Murray, 1990). Despite this diverse range

of modelling possibilities, few studies in the mathematical biology literature evaluate model

uncertainty (Liepe et al., 2013; Silk et al., 2014) (see Chapter 2) or model selection (Bianchi

et al., 2016; Jin et al., 2016b; Sengers et al., 2007; Sherratt and Murray, 1990). Therefore,

a relevant question for us to address is: given complex biological data with many sources of

uncertainty, how can we select models that provide a balance between model simplicity and

agreement with data?

3.1.2 Challenges for model calibration

The study of the temporal growth, and the spatiotemporal spreading of cell populations is

a canonical area within the mathematical biology literature where there are many different

types of continuum models available to interpret experimental data. For example, Sarapata and

de Pillis (2014) catalog the most commonly used temporal growth models of tumors (Gerlee,

2013) and calibrate against data from both in vitro and in vivo assays. Interestingly, Sarapata

and de Pillis (2014) note that some of the MLE solutions lead to nonphysical predictions of the

carrying capacity density. Through application of a Bayesian approach, Chapter 2 demonstrates

that parameter uncertainty in such temporal models may be used to inform experimental design

of proliferation assays. Sarapata and de Pillis (2014) and Chapter 2 focus on temporal growth

dynamics only, and they note that data obtained through standard experimental protocols may

not contain sufficient information to resolve accurate and realistic estimates for all unknown

parameters. Thus we expect that experimental design and model calibration requires detailed

spatial data to compensate for increased model complexity when considering spatial models

that describe the spatiotemporal spreading of cell populations. However, very few studies

that calibrate spatial models of collective cell spreading use detailed cell density data, instead,

secondary quantities, such as the location of the moving cell front, are often used (Maini et al.,

2004a,b; Sherratt and Murray, 1990). In a more recent study, Jin et al. (2016b) use detailed cell

density profiles to identify parameter estimates based on the MLE solution for two commonly
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used models of collective cell spreading. The main point of Jin et al. (2016b) is to show that pa-

rameter estimates appear to depend strongly upon the initial density of cells in the experiments,

and this result is at odds with our intuitive expectation because typical models implicitly assume

that the parameters are constants. This indicates that a cautionary approach must be taken to

reliably estimate parameters and compare models, and provide a partial explanation about why

cell biology experiments are notoriously difficult to reproduce (Jin et al., 2016b).

The examples of Jin et al. (2016b) and Sarapata and de Pillis (2014) highlight a problem in

model calibration and parameter estimation. That is, the MLE-based approach: 1) can lead

to biologically unrealistic parameter estimates or model behaviour (Jin et al., 2016b; Sarapata

and de Pillis, 2014; Slezak et al., 2010); 2) is biased towards complex models that essentially

overfit through an overabundance of free parameters (Box, 1976; Gelman et al., 2014; Johnson

and Omland, 2004; Stoica and Selen, 2004); and 3) fails to capture uncertainty (Gelman et al.,

2014) (see Chapter 2). There are five key sources of uncertainty when applying a mathematical

model to interpret experimental data: 1) unknown model parameters that require statistical

estimation; 2) uncertainty in the choice of model; 3) uncertainty that arises from stochastic

fluctuations in the system dynamics; 4) uncertainty introduced through numerical error arising

from computational methods that are often required to simulate models or sample probability

distributions; and 5) uncertainty resulting from systematic or measurement error in experi-

mental work. Careful treatment of all of these sources of uncertainty is important to reliably

validate theory and analyse data. Bayesian inference techniques are promising alternatives to

MLE-based methods, since they can account for all relevant sources of uncertainty. Bayesian

frameworks have been demonstrated to be highly effective at determining optimal experimental

designs to minimise parameter uncertainty under the presence of systematic and measurement

error (Browning et al., 2017; Johnston et al., 2016; Liepe et al., 2013; Parker et al., 2018; Vanlier

et al., 2012) (see Chapter 2).

The Bayesian view, however, has its challenges, such as, potential subjectivity of inference

and lack of a clear decision process (Berger, 2006; Consonni et al., 2018; Efron, 1986; Gel-

man, 2008a,b; Kass and Wasserman, 1996; Lambert, 2018). As a result, extensive statistical

research to address these problems is an ongoing endeavour (Akaike, 1974; Gelman et al.,

2014; Schwarz, 1978; Spiegelhalter et al., 2002), and there are now many alternative statistical

techniques to traditional MLE-based methods or null hypothesis testing. Johnson and Omland
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(2004) review a number of common approaches in the context of ecological and evolutionary

research, and Gelman et al. (2014) provide an accessible discussion on model selection tech-

niques from a statistical theory perspective.

3.1.3 Contribution

We demonstrate how to apply a Bayesian framework to quantitatively compare and select a

reaction–diffusion model of collective cell behaviour using detailed in vitro assay data. We show

that the Bayesian view of data-driven model selection provides significantly more insight than

traditional MLE approaches. A family of continuum reaction–diffusion models that describe

cell motility and cell proliferation are evaluated from a Bayesian perspective through parameter

uncertainty quantification. This exercise reveals important aspects of reliable model selection

that are often not easily identified otherwise. We also evaluate a number of widely used

decision-making processes for model selection and compare the results with the intuition gained

from the full Bayesian approach. In particular, we demonstrate, using detailed experimental

data, that a trade-off between model fit, complexity and consistency can be obtained using a

Bayesian framework. Furthermore, the model comparison techniques presented here are valid

for a wide class of models and are relevant for model comparison in stochastic settings such

as those considered by Johnston et al. (2016) and Matsiaka et al. (2019), although technical

details of model simulation would change considerably. Since reaction–diffusion models are

ubiquitous in mathematical biology (Edelstein-Keshet, 2005; Murray, 2002), we expect this

work to be an exemplar of the Bayesian approach that is also broadly relevant to the wider

mathematical biology community 1.

3.2 Cell culture protocols

In cell biology, in vitro cell culture assays are commonly used to measure and observe the

behaviour of cell populations in different environments. Typical examples are proliferation

assays (Browning et al., 2017), scratch assays (Jin et al., 2016b) and invasion assays (Haridas,

2017). In this work, we will focus on the scratch assay (Liang et al., 2007), however, it is

1Code available from GitHub https://github.com/ProfMJSimpson/Warne2019 BulletinofMathematicalBiology

https://github.com/ProfMJSimpson/Warne2019_BulletinofMathematicalBiology
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important to note that our methods are widely applicable to other assay types. Jin et al. (2016b)

provide a particularly detailed scratch assay data set using the PC-3 prostate cancer cell line.

Each well in a 96-well tissue culture plate is identically populated with a particular initial

number of PC-3 cells. Cells are left to attach to the substrate for a small amount of time so that

uniform monolayers have formed. Then, identical scratches, approximately 0.5 mm in width,

are made in the monolayers. Images of the scratched region are then captured at regular time

intervals for a total duration of 48 hours. A particularly insightful feature of the protocol used by

Jin et al. (2016b) is that they performed multiple experiments to demonstrate how variation in

the initial density of cells in the monolayer affects cell invasion. Experiments were performed

by initially placing either 10, 000, 12, 000, 14, 000, 16, 000, 18, 000 or 20, 000 cells into the

wells of the 96-well plate. For brevity, in our study, we focus on data from the experiments

initialised with 12, 000, 16, 000 and 20, 000 cells per well as representatives of, respectively,

low, medium and high initial cell densities(see supplementary material of Jin et al. (2016b) to

access data). Some example images from these data sets are summarised in Figure 3.1.

Figure 3.1: Example scratch assay data using the PC-3 prostate cancer cell line. Each column
presents one experiment using an initial population of: (a),(d) and (g) 12, 000 cells; (b),(e) and
(h) 16, 000 cells; (c),(f) and (i) and 20, 000 cells. The dimensions of each image are 1.43 ×
1.97 [mm]. Images are shown at 24 [h] time intervals, however, the data is captured at 12 [h]
intervals. Images are reproduced from Jin et al. (2016b), with permission.
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The images in Figure 3.1 demonstrate that the scratch closure rate depends on the initial density

of cells. For the low density initial condition of 12,000 cells per well, the scratch remains more

than half its original size after 48 hours (Figure 3.1(a),(d) and (g)). In contrast, for the medium

initial density of 16,000 cells per well, the scratch area is noticeably smaller at 48 hours, but

it is still not closed (Figure 3.1(b),(e) and (g)). Only the high initial density initial condition

of 20,000 cells per well leads to complete scratch closure after 48 hours (Figure 3.1(c),(f) and

(i)). Most scratch assay protocols do not consider varying the initial density of cells, and those

studies that use mathematical models to interpret experimental results from a scratch assay focus

only on temporal data describing the position of the leading cell front (Sherratt and Murray,

1990; Maini et al., 2004a,b), indicated by the dashed green line in Figure 3.1(a)–(h). The

study of Jin et al. (2016b) is unique since they provide detailed cell density profiles from three

experimental replicates for each initial condition considered. These high resolution data enable

us to pose and explore new questions about the applicability of some commonly used continuum

reaction–diffusion models to describe this data set. We utilise a subset of the original PC-3

scratch assay data (see supplementary material of Jin et al. (2016b) to access data) to continue

this line of reasoning using Bayesian analysis.

3.3 Continuum models of cell motility and proliferation

Fundamental mechanisms associated with cell invasion processes are the motility and pro-

liferation of cells. Many different intracellular and intercellular mechanisms are relevant to

both motility and proliferation, depending on the specific biological process. In the biological

literature, it is not always clear which mechanisms are most important or relevant in a particular

situation. Furthermore, it may be difficult to identify the most appropriate mathematical model,

especially when a variety of models fit the experimental data both qualitatively and quantita-

tively. This is particularly true in the area of modelling of epidermal wound healing (Edelstein-

Keshet, 2005; Maini et al., 2004a,b; Murray, 2002; Sherratt and Murray, 1990; Simpson et al.,

2011).
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3.3.1 Modelling cell populations with reaction–diffusion equations

Continuum models are routinely used to describe the evolution of a population of cells that

undergo collective cell spreading and proliferation. Such models are often based on partial

differential equations (PDEs) that are reaction–diffusion equations of the form

∂C(x, t)

∂t
= −∇ · J(x, t) + S(x, t). (3.1)

Here, C(x, t) is the cell density at position x and time t, J(x, t) is the cell population density

flux vector and S(x, t) is a source term representing cell proliferation and loss. Both J(x, t) and

S(x, t) are often functions of the cell density, C(x, t), the cell density gradient vector,∇C(x, t),

or both; there is also usually a dependence on model parameters that must be calibrated using

experimental data. The functional forms of J(x, t) and S(x, t) used for modelling vary across

diverse applications in tumor growth/invasion, wound healing, and embryology. However, there

are some common choices. For the growth function, S(x, t), Gerlee (2013) and Sarapata and

de Pillis (2014) describe many of the key growth models in the context of tumor growth. A

variety of options for the flux, J(x, t), are discussed by Murray (2002), and Simpson et al.

(2006) perform simulations of these options and compare qualitatively with experimental data.

Of the available growth models, the most fundamental is the logistic growth model,

S(x, t) = λC(x, t) (1− C(x, t)/K), where λ > 0 is the rate of cell proliferation, K > 0 is

the carrying capacity density, that is, the cell population density at which contact inhibition

reduces the net population growth to zero. The logistic growth model is frequently used to

describe cell growth as it is the most fundamental model that describes the effect of contact

inhibition of proliferation (Chapter 2), however, generalisations of the logistic growth model

have also be considered in cell biology applications (Browning et al., 2017; Sarapata and

de Pillis, 2014; Tsoularis and Wallace, 2002). For the flux, J(x, t), the most common choice is

Fickian diffusion (Maini et al., 2004a,b; Sherratt and Murray, 1990), J(x, t) = −D0∇C(x, t),

where D0 > 0 is a constant cell diffusivity. This formulation of the flux models cells for which

motility is not affected by cell density, that is, cells are behaving like Brownian particles.
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When logistic growth and Fickian diffusion are substituted into Equation (3.1) we obtain

∂C(x, t)

∂t
= D0∇2C(x, t) + λC(x, t)

(
1− C(x, t)

K

)
, (3.2)

which, in one dimension, is known as the Fisher–Kolmogorov–Petrovsky–Piscounov model

(Fisher–KPP) (Edelstein-Keshet, 2005; Murray, 2002). The Fisher–KPP model has been ap-

plied in many biological contexts (Edelstein-Keshet, 2005; Murray, 2002). In cell biology,

applications include the modelling of wound healing (Maini et al., 2004a,b; Nardini et al.,

2016; Savla et al., 2004), tissue engineering (Sengers et al., 2007), tumor growth (Swanson

et al., 2002), cancer treatment (Jackson et al., 2015), and embryonic development (Simpson

et al., 2007b).

A very common modification to the standard Fisher–KPP model is to incorporate density depen-

dent diffusion of the form J(x, t) = −D(C(x, t))∇C(x, t), where D(C(x, t)) is the nonlinear

diffusivity function. Often,D(C(x, t)) is chosen to be a monotonically increasing function with

D(0) = 0 (Flegg et al., 2010; Simpson et al., 2011; Sengers et al., 2007). It is also intriguing that

other studies choose to focus on monotonically decreasing nonlinear diffusivity functions (Cai

et al., 2007). If D(C(x, t)) = D0C(x, t)/K, where D0 is the cell diffusivity, we obtain the

Porous Fisher model (Edelstein-Keshet, 2005; Gurney and Nisbet, 1975; Murray, 2002):

∂C(x, t)

∂t
= D0∇ ·

(
C(x, t)

K
∇C(x, t)

)
+ λC(x, t)

(
1− C(x, t)

K

)
. (3.3)

Unlike the Fisher–KPP model (Equation (3.2)), diffusion is not solely the result of the random

movement of cells. Instead, cells exhibit movements that are directed away from crowded

areas (Gurney and Nisbet, 1975), with a direct linear relationship between motility and density.

Some studies have also considered D(C(x, t)) = D0(C(x, t)/K)r, which can be thought of as

a Generalised Porous Fisher equation (Sherratt and Murray, 1990; Witelski, 1995),

∂C(x, t)

∂t
= D0∇ ·

[(
C(x, t)

K

)r
∇C(x, t)

]
+ λC(x, t)

(
1− C(x, t)

K

)
, (3.4)

where r is a constant that controls the density avoidance/attraction behaviour of cells. Here, the

Fisher–KPP and Porous Fisher models are recovered with r = 0 and r = 1, respectively. In

applications, r is often selected quite arbitrarily (Jin et al., 2016b; Sherratt and Murray, 1990)

and there is little theory enabling its biological interpretation (Simpson et al., 2011).
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The interpretation of the exponent, r, deserves further discussion. In effect, it models a nonlin-

ear relationship between the motility of cells and the cell density (Simpson et al., 2011). For

r > 1, the relationship is superlinear; the cell motility slowly increases with cell density at

lower densities (Sherratt and Murray, 1990), but then rapidly increases at higher densities. For

0 < r < 1, we have a sublinear relationship, that is, cells increase in motility faster at low

densities (Jin et al., 2016b). Some have also considered the case of “fast diffusion” (r < 0)

where cells become increasingly motile as the density decreases (King and McCabe, 2003).

For certain special choices of boundary conditions and initial conditions, the Fisher–KPP, Porous

Fisher and Generalised Porous Fisher models are known to have travelling wave solutions.

These solutions are of general mathematical interest and have been extensively studied (Harris,

2004; Witelski, 1995). However, since travelling waves only occur in the long-time limit and

require rather special initial conditions, travelling waves are rarely observed experimentally (Jin

et al., 2016b; Vittadello et al., 2018). Therefore, we do not consider connecting any kind of

travelling wave solutions with experimental data in this work.

Different values of r also result in qualitatively different wave fronts (Edelstein-Keshet, 2005;

Murray, 2002). Figure 3.2(c), (g), (k) and (o) compares the evolution of the Generalised Porous

Fisher model in one spatial dimension for initial and boundary conditions known to lead to

travelling waves; parameters are selected to correspond to similar wave speeds. The travelling

wave of the Fisher–KPP model (Figure 3.2(c)) has no distinct leading edge, since

C(x, t) > 0 for all x. However, the Porous Fisher model (Figure 3.2(k)) exhibits a distinct

interface, sometimes called the contact point, separating regions of zero and nonzero density.

This is the case for any r > 0. The shape of the wave front also changes with r. In particular, the

wave front is concave upward in Figure 3.2(a)–(h) and concave downward in Figure 3.2(i)–(p)

(see Section 3.7.1). Figure 3.2(a), (e), (i) and (m) are computed exactly (see Section 3.7.1) and

all other solutions in Figure 3.2 are computed numerically (see Section 3.7.2).

As stated previously, formal travelling wave solutions are almost never observed experimentally.

Typical scratch assays initial configurations lead to two opposingly-directed fronts, such as the

profiles in Figure 3.2(d), (h), (l) and (p) showing the evolution of the Generalised Porous Fisher

model for several values of r. Note that, for typical scratch widths, wound closure takes place

before travelling waves have an opportunity to form (Jin et al., 2016b; Vittadello et al., 2018).

However, the value of r still impacts the wound closure rate and the shape of the moving front.
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Figure 3.2: Evolution of the solution of the Generalised Porous Fisher equation (solid blue) for various parameter values and initial conditions. The
various initial conditions are shown (solid black). Arrows indicate the direction of increasing t and profiles are shown at regular time intervals. Each
row highlights the role of the exponent r: (a)–(d) r = 0; (e)–(h) r = 1/2; (i)–(l) r = 1; and (m)–(p) r = 2. Each column corresponds to a different
initial conditions: (a), (e), (i) and (m) show the exact solution to the diffusion only problem with a delta function initial condition and λ = 0 shown
at 24-hour time intervals; (b), (f), (j) and (n) show the solution of the diffusion-only problem for a spatially-extended initial condition, λ = 0 shown
at 24-hour time intervals; (c), (g), (k) and (o) show the same initial condition and time intervals, but with logistic proliferation with proliferation
rate λ > 0 and carrying capacity density K (dashed black); (d), (h), (l) and (p) show a simplified, but typical, wound healing configuration shown
at 12-hour time intervals.
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3.3.2 Model comparison

Traditional approaches to model calibration are usually based on regression (Johnson and Om-

land, 2004). Suppose we have data, D, that consists of n experimental observations,

D =
{
Y

(1)
obs , Y

(2)
obs , . . . , Y

(n)
obs

}
and a mathematical model, y = M(x;θ), parameterised by

θ ∈ Θ, where Θ is a k-dimensional space of valid parameter combinations. The model

makes predictions, P(θ) =
{
y(θ)(1), y(θ)(2), . . . , y(θ)(n)

}
, with y(θ)(i) = M(x(i);θ) for

i = 1, 2, . . . , n where x(1), x(2), . . . , x(n) are model inputs; for example, a model input may

include initial conditions, or boundary conditions. The regression parameters, θ̂, are obtained

through minimisation of the residual error, that is,

θ̂ = argmin
θ∈Θ

E(θ), (3.5)

where E(θ) is the residual error,

E(θ) =
n∑
i=1

(
y(θ)(i) − Y (i)

obs

)2

.

In Equation (3.5), θ̂ corresponds to the MLE under the assumption of Gaussian observational

error. Nonlinear optimisation techniques are applied to obtain numerical solutions to Equa-

tion (3.5). One of the limitations of the MLE is that only a point estimate of the parameters is

obtained, although bootstrapping may be applied to obtain confidence intervals (Gelman et al.,

2004). While this can be sufficient, without more effective handling of uncertainty in modelling

assumptions or experimental setup, the estimate can be biologically unrealistic (Slezak et al.,

2010).

Based on detailed density data from a scratch assay (Figure 3.3(a)), it is unclear whether

linear or nonlinear diffusion is most relevant. Sherratt and Murray (1990), using mammalian

epidermal wound closure data, find that linear Fickian diffusion (r = 0) with chemically

regulated proliferation provides a lower residual error than nonlinear diffusion (r = 4) without

chemical regulation. Due to the scarcity of biological data at the time, Sherratt and Murray

(1990) were unable compare results across different initial cell densities, and they were unable

to construct spatial density profiles. More recently, through multiple model calibrations using

scratch assay data with a range of initial densities, Jin et al. (2016b) demonstrate that estimates
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ofD0 are not constant under changes in initial cell density, suggesting that the diffusion of PC-3

prostate cancer cells is density dependent.

Figure 3.3: Calibration of the (b) Fisher–KPP, (c) Porous Fisher, and (d) Generalised Porous
Fisher models against (a) PC-3 scratch assay data seeded with 20, 000 cells (as obtained by Jin
et al. (2016b)). (a)–(d) The experimental data are shown at times t = 0 [h] (black circles),
t = 12 [h] (green circles), t = 24 [h] (orange circles), t = 36 [h] (light purple circles), and
t = 48 [h] (magenta circles); (a) linear interpolation of data are also shown. The obtained MLE
parameter estimates are: (b) D0 = 1030 [µm2/h], λ = 6.4 × 10−2 [1/h] for the Fisher–KPP
model; (c) D0 = 2900 [µm2/h], λ = 6.4 × 10−2 [1/h] for the Porous Fisher model; and (d)
D0 = 2160 [µm2/h], λ = 5.8 × 10−2 [1/h], r = 5.2 × 10−1 for the Generalised Porous Fisher
model. The carrying capacity density is K = 1.7 × 10−3 [cells/µm2], determined using cell
densities at t = 48 [h] within 200 [µm] from the left and right boundaries. The initial density
profile (solid black) is determined through linear interpolation of the data at time t = 0 [h].
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The work of Jin et al. (2016b) highlights the need to calibrate models over multiple data sets to

effectively compare them. Figure 3.3(b) and (c) show scratch assay density profiles measured

at 12-hour intervals superimposed on plots of the solutions of the Fisher–KPP model and the

Porous Fisher model using the parameter estimates reported by Jin et al. (2016b). They used

mathematical optimisation (Jin et al., 2016b) to find the MLE for the parameters, θ = {D0, λ},
assuming K is fixed at a value that they estimate independently by counting cell densities in

regions far from the scratch area at late time, t = 48 [h], so that the packing density they

observed was close to the maximum possible packing density. Results in Figure 3.3 show that

both models fit the data well. The minimised residual error, E(θ̂), respectively, is

E(θ̂) = 2.48× 10−6 for the Fisher–KPP model, and E(θ̂) = 2.58× 10−6 for the Porous Fisher

model. If model selection were to be based on the minimum residual error, the conclusion

would be that the Fisher–KPP model explains the data the best, even if by a small margin.

However, we will show that this is an overly simplistic conclusion in this case. Since the Fisher–

KPP model (Equation (3.2)) and the Porous Fisher model (Equation (3.3)) are both special

cases of the Generalised Porous Fisher model (Equation (3.4)), the Generalised Porous Fisher

model cannot have a higher residual error than either of the two special cases. For example,

the calibrated Generalised Porous Fisher model, shown in Figure 3.3(d), has a residual error of

E(θ̂) = 2.47 × 10−6. However, we demonstrate that decreased residual error comes at a cost

that is totally obscured by taking this standard approach to model selection. As we show, the

trade off between model fitness and model complexity can be made very clear using Bayesian

techniques.

It should be noted that there are other mechanisms that could be added to enhance the data

fit. For example, diffusion of growth factors and/or chemotaxis mechanisms could be included

in the suite of potential models that we apply to the experimental data (Bianchi et al., 2016;

Nardini et al., 2016; Sherratt and Murray, 1990). Just as with the Generalised Porous Fisher

model, this always leads to extra parameters that will enable the model to fit the data better. We

suggest this improvement is meaningless without carefully considering the uncertainty in the

parameter estimates and the increased model complexity, and we provide further discussion on

this point in the Conclusions section.
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3.4 A Bayesian framework for model comparison

In this section, we analyse the PC-3 scratch assay density profiles from a Bayesian perspective.

We demonstrate that, despite the MLE approach giving preference to the standard Fisher–KPP

model, there are other reasons to consider the Porous Fisher model as preferable in this case.

This demonstration indicates that it is of benefit to include Bayesian uncertainty quantification

as a standard technique for model calibration and validation in biological applications.

3.4.1 Fundamentals of Bayesian analysis

The Bayesian approach is to consider unknown model parameters as random variables with their

respective probability distributions representing what is known about the parameters (Efron,

1986; Gelman et al., 2014; Lambert et al., 2018). The conditional probabilities of the parameters

given experimental observations represent the new knowledge obtained from an experiment

under the assumption of a given model.

Mathematically, this is expressed though Bayes’ Theorem (Gelman et al., 2014),

p(θ | D) =
L(θ;D)p(θ)

p(D)
, (3.6)

where θ is the vector of unknown parameters that exist in some parameter space, Θ, and D
is the set of observations within some space of possible outcomes, D. The prior probabil-

ity density, p(θ), represents any a priori knowledge preceding observations, the likelihood,

L(θ;D), is the probability density of the observations, D, and p(θ | D) is the resulting

posterior probability density representing new knowledge of the parameters after including

observations. The evidence, p(D), is a probability density function (PDF) for the observations

over all parameters, that is, p(D) =

∫
Θ

L(θ;D)p(θ)dθ; from a practical perspective, the

evidence is a normalisation constant.

Conceptually, the prior and the likelihood encode assumptions; the former is related to assumed

knowledge of parameters and the latter to the underlying mathematical model. One criticism of

the Bayesian approach is that the requirement of a prior leads to subjectivity and the definition

of appropriate objective rules for “zero-information” priors remains an open problem (Berger,



3.4. A BAYESIAN FRAMEWORK FOR MODEL COMPARISON 59

2006; Consonni et al., 2018; Efron, 1986; Kass and Wasserman, 1996). On the other hand,

the Bayesian approach is capable of dealing with arbitrarily complex models and priors, thus

providing a very general and consistent analysis framework (Berger, 2006; Efron, 1986).

The Bayesian posterior PDF provides a natural way to describe uncertainty in parameter es-

timates. In this context, the uncertainty in the ith parameter estimate, θi, is defined as the

variance of θi with respect to the posterior distribution. Bayesian methods have been shown to

be highly effective at informing experimental design and parameter inference (Browning et al.,

2017; Johnston et al., 2016; Lambert et al., 2018; Silk et al., 2014; Vanlier et al., 2012) (see

Chapter 2). Through the Bayesian formulation, experiments can be designed to minimise the

level of uncertainty in estimates of a given parameter set (Browning et al., 2019; Drovandi and

Pettitt, 2013; Ryan et al., 2016). Furthermore, routine experimental protocols can be analysed

to identify areas for potential improvement (Browning et al., 2017) (see Chapter 2).

3.4.2 Scratch assay data informs continuum model comparison

To interpret scratch assay data we let Cobs(x, t) be the observed cell density at position x (along

the one-dimensional profile as in Figure 3.3) and time t. We assume that observations are

subject to additive noise,

Cobs(x, t) = C(x, t;θ) + η, (3.7)

where C(x, t;θ) is the true density as determined through the assumed continuum model with

parameters, θ, as discussed in Section 3.3, and η represents the combination of measurement

error, systematic error and stochastic fluctuations. For simplicity, we treat the error, η, as

Gaussian with mean zero, and known variance σ2, that is, η ∼ N (0, σ2). Furthermore, such an

assumption ensures that our likelihood formulation corresponds to the likelihood implied by the

MLE interpretation of the nonlinear regression approach to model calibration (Equation (3.5)).

However, it should be noted that the Bayesian techniques we apply here do not require this

assumption, nor is it a requirement that σ be known. In Section 3.6, we discuss potential

advantages of considering σ as an unknown parameter.

We also specify, for ease of description, that Cobs(x, 0) = C(x, 0;θ), as this is a typical

requirement in the calibration of PDE-based models for simulation purposes (Jin et al., 2016b;
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Maini et al., 2004a,b; Sherratt and Murray, 1990). However, it should be noted that our frame-

work can be extended to deal with more realistic cases with observation error in the initial

conditions. The treatment of the initial condition observation error is an interesting point for

discussion, so we provide further results and details in Section 3.7.4. Importantly, parameter

uncertainty is amplified in this case. See also Jin et al. (2016b) and Chapter 2 for further details.

Processed scratch assay data are of the form D = C1:N,1:M
obs where C1:N,1:M

obs is an N ×M matrix

with elements that are observations, as given by Equation (3.7), at NM position-time pairs

taken from the Cartesian product of N spatial points x1, x2, . . . , xN with M temporal points

t1, t2, . . . , tM . The PC-3 cell line scratch assay data sets, described in Section 3.2, are derived

from microscopy images that are taken at times t1 = 0 [h], t2 = 12 [h], t3 = 24 [h], t4 = 36 [h],

and t5 = 48 [h]. Densities are computed, for each point in time, using rectangular areas with

centerlines at x1 = 25, x2 = 75, x3 = 125, . . . , x38 = 1925 [µm]. That is, N = 38 and M = 5.

These derived data are provided by Jin et al. (2016b), and are more detailed than the data used

by Maini et al. (2004a,b) and Sherratt and Murray (1990). However, the data used by Maini

et al. (2004a,b) and Sherratt and Murray (1990) are still more detailed than many studies in

which microscopy images alone, without any quantitative measurements of density or spatial

position, are used to illustrate the outcomes of a scratch assay.

First, we consider the Fisher–KPP (Equation (3.2)) and Porous Fisher models (Equation (3.3)).

The task is to construct a Bayesian posterior PDF for the parameters θ = [D0, λ,K] given each

of the initial conditions and under the assumption of each model. The resulting posterior PDFs

may be compared visually to get intuition on the appropriateness of each model given the PC-3

data. Most analyses of cell motility and proliferation assume the carrying capacity density K is

a known parameter (Chapter 2), however, this is usually an approximation that is required due

to short assay timescales (Chapter 2). In the case of the data of Jin et al. (2016b), K is more

appropriately considered as unknown since the data captures more of the long-time effects of

contact inhibition (Sarapata and de Pillis, 2014) (Chapter 2).

To keep subjective bias to a minimum, the aim is to assume as little as possible within the

prior distributions, that is we wish them to be uninformative. To this end, we select uniform

prior distributions for each of the three parameters such that the support extends well beyond

biologically viable ranges. In the literature, typical ranges for each parameter are:
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D0 = 155–6500[µm2/h]; λ = 0.01–0.07[1/h]; andK = 1.5×10−3–2.0×10−3[cells/µm2] (Brown-

ing et al., 2017; Maini et al., 2004a,b; Jin et al., 2016b). Therefore, we assume as priors

D0 ∼ U(0, Dmax), λ ∼ U(0, λmax), and K ∼ U(0, Kmax) where Dmax = 105 [µm2/h],

λmax = 1 [1/h] and Kmax = 7× 10−3 [cells/µm2]. As a joint PDF, we have

p(D0, λ,K) = p(D0)p(λ)p(K)

where

p(D0) = 1[0,Dmax] (D0) /Dmax,

p(λ) = 1[0,λmax] (λ) /λmax,

p(K) = 1[0,Kmax] (K) /Kmax.

Here, 1A (x) = 1 if x ∈ A, otherwise 1A (x) = 0. It is important to note, however, that uniform

priors are not always uninformative and care must be taken (Efron, 1986).

Under the aforementioned assumption of independent Gaussian observation error on the data

(Equation (3.7)), the likelihood function is

L(C1:N,1:M
obs ;D0, λ,K) =

1

(σ
√

2π)NM

N∏
i=1

M∏
j=1

exp

(
−(Cobs(xi, tj)− C(xi, tj;D0, λ,K))2

2σ2

)
,

(3.8)

where C(xi, tj;D0, λ,K) is the solution of the continuum model of interest, computed numeri-

cally (see Section 3.7.2) at position xi and time tj , given values forD0, λ andK. The model will

be either the Fisher–KPP model (Equation (3.2)) or the Porous Fisher model (Equation (3.3)).

The observation error is such that σ ≈ 10−5 (cells/µm2), as obtained from previous studies (Jin

et al., 2016b) (see Chapter 2). Comparing the nonlinear regression problem in Equation (3.5)

with this likelihood (Equation (3.8)) reveals that the MLE parameter set in Equation (3.5)

corresponds to the mode of the likelihood as a function of the parameter vector, θ = [D0, λ,K].

Substitution of the prior PDF, p(D0, λ,K), and the likelihood (Equation (3.8)) into the right-

hand side of Bayes’ Theorem (Equation (3.6)) yields the posterior PDF, p(D0, λ,K | C1:N,1:M
obs ).
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From this PDF, we can construct the posterior marginal PDFs,

p(D0 | C1:N,1:M
obs ) =

∫∫
R2

p(D0, λ,K | C1:N,1:M
obs ) dK dλ,

p(λ | C1:N,1:M
obs ) =

∫∫
R2

p(D0, λ,K | C1:N,1:M
obs ) dK dD0,

p(K | C1:N,1:M
obs ) =

∫∫
R2

p(D0, λ,K | C1:N,1:M
obs ) dλ dD0.

The posterior marginal PDFs represent the uncertainty in a single parameter taken over all

possibilities of the remaining parameters. The integrals are best computed using Monte Carlo

integration. Specifically, we apply approximate Bayesian computation (ABC) rejection sam-

pling (Sisson et al., 2018; Sunnåker et al., 2013) (see Chapter 4) to obtain samples from the

joint posterior density, then apply Monte Carlo integration with kernel smoothing to estimate

the posterior marginal densities (Silverman, 1986). We leave the computational details to

Section 3.7.3, however, it is important to note that, for deterministic models with additive noise,

the ABC rejection sampler can be shown to be exact (Wilkinson, 2013).

We compare the posterior marginal PDFs obtained under the assumption of the Fisher–KPP

model (Equation (3.2)), conditioned on data as given in Equation (3.7), against those obtained

under the assumption of the Porous Fisher model (Equation (3.3)). Posterior marginal PDFs

are computed using ABC rejection sampling to generate n = 50, 000 samples from the joint

posterior distribution as described in Section 3.7.3. The results are presented in Figure 3.4.

Leaving more quantitative analysis for Section 3.5, we discuss here the qualitative aspects that

are essential for, not only model selection and comparison, but also experimental design.

The first point of interest is the trade-off between uncertainty in the proliferation rate, λ, and the

carrying capacity density, K. The uncertainty in λ increases as the initial cell density increases

(Figure 3.4(b) and (e)), however, the reverse is true for the uncertainty in K (Figure 3.4(c) and

(f)). This behaviour is observed regardless of whether the Fisher–KPP model (Figure 3.4(a)–

(c)) or the Porous Fisher model (Figure 3.4(d)–(f)) is assumed. Further insight is obtained

through the posterior correlation coefficient matrix (see Section 3.7.4, Table 3.6), as λ and

K are negatively correlated for all initial densities. This result is consistent with the results

of Chapter 2 and demonstrates that different experimental designs may be required to target

different parameters. Lower initial densities result in data that only captures transient dynamics

which maximises information related to λ. On the other hand, higher initial densities enable
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Figure 3.4: Marginal posterior probability densities obtained through Bayesian inference on the
PC-3 scratch assay data under the (a)–(c) Fisher–KPP model and (d)–(f) Porous Fisher model.
The spread in marginal densities demonstrate the degree of uncertainty in the diffusivity, D0,
the proliferation rate, λ, and the carrying capacity, K, for each model under the three different
initial conditions; 12, 000 cells (solid green), 16, 000 cells (solid orange), 20, 000 cells (solid
purple).

more precise estimation of limiting dynamics, that is, the effect of K can be observed. This

feature would be difficult to elicit using traditional MLE-based methods.

The modes of the posterior marginal PDFs for λ and K are in agreement across both models

(Figure 3.4(b)–(c) and (e)–(f)). However, the Porous Fisher model leads to lower uncertainty

than the Fisher–KPP model in both of these parameters, regardless of initial density (see covari-

ance matrices in Table 3.5). This indicates that the uncertainty in the diffusion parameter, D0,

has more of an impact on the other parameters under the Fisher–KPP model.

Comparing the posterior marginal PDFs forD0 requires some care. An initial inspection reveals

the uncertainty in D0 looks significantly larger in the Porous Fisher model (Figure 3.4(b))

compared with the Fisher–KPP model (Figure 3.4(a)). However, the role of D0 in the density

dependent diffusion of the Porous Fisher model (Equation (3.3)) is not the same as that in the

Fickian diffusion of the Fisher–KPP model (Equation (3.2)). In the Fisher–KPP model, D0 is

a constant cell diffusivity whereas in the Porous Fisher model, D0 is the maximum diffusivity.

Perhaps it would be more appropriate to give these two quantities different variables to make

this point of distinction clear. Here, however, we have chosen to use the same variable to denote

both quantities to be consistent with previous literature Jin et al. (2016b).
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The most important aspect for the purposes of model comparison is the qualitative change in

the diffusion parameter, D0, for different initial densities. For the Fisher–KPP model, not only

does the uncertainty in D0 increase as the initial density increases, the mode also increases:

D0 = 305.3 [µm2/h] for low initial density;D0 = 850.9 [µm2/h] for medium initial density; and

D0 = 1371.4 [µm2/h] for high initial density (Figure 3.4(a)). This suggests that D0 depends on

cell density, and this observation directly contradicts the implicit assumption made in invoking

the Fisher–KPP model which treats D0 as a constant. This analysis would indicate that PC-

3 cells exhibit density dependent motility where the diffusivity increases with the density. In

contrast, the posterior marginal PDFs of D0 under the Porous Fisher model are very similar

across initial densities (Figure 3.4(d)). Furthermore, the variance is consistent across all three

initial densities considered. There is an increase in the posterior mode to D0 = 4, 933 [µm2/h]

for high initial density. This is consistent with the Porous Fisher model since:

1) D(C) = D0 only if C = K; 2) there is a significant decrease in the uncertainty in K for

high initial density (see Table 3.5); and 3) the high initial density profiles achieve values closer

to K at later times (Jin et al., 2016b). These results are in agreement with the observations of

Jin et al. (2016b) who use the MLE to show that the Fisher–KPP model is inconsistent with the

data. However, our Bayesian approach provides more detail through the reconstruction of the

posterior PDF. Despite the fact that MLE model comparison, as presented in Figure 3.3, selects

the Fisher–KPP model as the preferred model, direct visualisation of the parameter uncertainty

indicates otherwise.

3.4.3 Inference on the Generalised Porous Fisher model

The model comparison analysis performed in Section 3.4.2 is naturally extended by encoding

model comparison as a single Bayesian inference problem applied to the Generalised Porous

Fisher model (Equation (3.4)) with the exponent in the nonlinear diffusion term, r, also treated

as an unknown parameter. This is essentially model comparison of a continuous population of

models. This is another advantage of the Bayesian approach: model uncertainty can be treated

identically to parameter uncertainty, even when competing models cannot be obtained through

special cases of a single general model (Clyde and George, 2004).

The inference problem must now be slightly modified based on Section 3.4.2. The prior PDF

becomes p(D0, λ,K, r) = p(D0)p(λ)p(K)p(r) where p(r) = 1[rmin,rmax] (r) /(rmax− rmin). That
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is, r ∼ U(rmin, rmax). The limits that should be placed on r are unclear since r is has no physical

interpretation and various values of r are used with little justification (Edelstein-Keshet, 2005;

Murray, 2002; Sherratt and Murray, 1990; Simpson et al., 2011). Since the most common

values used in applications are r = 0 and r = 1, with the maximum known value used being

r = 4, we take rmax = 8 so that we conservatively consider twice the largest value used in the

mathematical biology literature. We also set rmin = −1 to allow for the possibility of r < 0,

resulting in, so-called, “fast nonlinear diffusion” which is also thought to have some relevance

to biological and ecological applications (King and McCabe, 2003).

Using the same assumptions for observation error as given in Section 3.4.2, the resulting likeli-

hood is

L(C1:N,1:M
obs ;D0, λ,K, r) =

1

(σ
√

2π)NM

N∏
i=1

M∏
j=1

exp

(
−(Cobs(xi, tj)− C(xi, tj;D0, λ,K, r))

2

2σ2

)
,

whereC(xi, tj;D0, λ,K, r) is the numerical solution to the Generalised Porous Fisher equation,

computed as per Section 3.7.2. Just as in Section 3.4.2, we apply Bayes’ Theorem (Equa-

tion (3.6)) to obtain the posterior PDF, p(D0, λ,K, r | C1:N,1:M
obs ). The posterior marginal PDFs

are

p(D0 | C1:N,1:M
obs ) =

∫∫∫
R3

p(D0, λ,K, r | C1:N,1:M
obs ) dr dK dλ,

p(λ | C1:N,1:M
obs ) =

∫∫∫
R3

p(D0, λ,K, r | C1:N,1:M
obs ) dr dK dD0,

p(K | C1:N,1:M
obs ) =

∫∫∫
R3

p(D0, λ,K, r | C1:N,1:M
obs ) dr dλ dD0,

p(r | C1:N,1:M
obs ) =

∫∫∫
R3

p(D0, λ,K, r | C1:N,1:M
obs ) dK dλ dD0.

Computationally, low acceptance rates in the ABC rejection sampler render the technique inef-

fective for sampling the posterior distribution in this case. As a result, we apply an ABC variant

of a Markov chain Monte Carlo (MCMC) sampler (Marjoram et al., 2003) (see Section 3.7.3).

While we find that the ABC MCMC sampler works well for this problem, other advanced

ABC-based Monte Carlo schemes are also possible, such as sequential Monte Carlo (Sisson

et al., 2007) and multilevel Monte Carlo (see Chapter 6). Using the ABC MCMC sampler, the

four parameter posterior marginal PDFs are estimated using the same data and observation error

as in Section 3.4.2. Results are presented in Figure 3.5.
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Figure 3.5: Marginal posterior probability densities obtained through Bayesian inference on
the PC-3 scratch assay data under the Generalised Porous Fisher model. The spread in marginal
densities demonstrate the degree of uncertainty in the diffusivity, D0, the proliferation rate,
λ, the carrying capacity, K, and the exponent of the nonlinear diffusion, r, under the three
different initial conditions; 12, 000 cells (solid green), 16, 000 cells (solid orange), 20, 000 cells
(solid purple).

The marginal posterior PDF for r, p(r | C1:N,1:M
obs ), displays (Figure 3.5(d)) an overall higher

probability density around r = 1 (corresponding to the Porous Fisher model) and very low

probability density around r = 0 (corresponding to the Fisher–KPP model). However, this

analysis also shows that other values of r may be justifiable. The uncertainty in r initially

increases with increased initial density, but then decreases again with further increases in initial

density. The same pattern occurs for the mode, as it transitions from r ≈ 1 to r ≈ 2 then back

to r ≈ 1.

The previously identified trade-off still exists between uncertainty inK and λ (Figure 3.5(b) and

(c)) as the initial density increases. However, there is a qualitative difference in the marginal

posterior PDFs compared to those in Figure 3.4(b),(c),(e) and (f). There is less consistency in

the estimates across initial conditions, especially with the mode of λ apparently increasing as

the initial density increases. For D0, almost no information is provided through the posterior

marginal PDF except for data with high initial cell densities. Further analysis of the multivariate
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posterior marginal PDFs or the full joint posterior PDF would be required to obtain more

information for this purpose. Such analysis is significantly more complex, and it may still yield

a large degree of uncertainty in D0. In Section 3.7.4 an analysis is performed using bivariate

marginal PDFs. It is clear the interactions between r and the other parameters are quite complex

(see Figure 3.8). Furthermore, as seen in Table 3.6, r and λ are positively correlated for low

initial density, but negatively correlated for high initial density; similarly, r andK are negatively

correlated for low initial density, but positively correlated for high initial density. This kind of

behaviour is difficult to interpret biologically, and we conclude that it is an artifact of using an

overly complex model.

We demonstrate that a full Bayesian approach can easily incorporate comparison of a pop-

ulation of models. However, significantly more detailed analysis is required to interpret the

results. Conversely, comparison of two distinct models though individual Bayesian inferences

resulted in reasonable conclusions with minimal detailed analysis. A generalised model will

never provide a lower fit in MLE (Stoica and Selen, 2004), however, there must be a point

where the improved MLE is negligible (or nonexistent) compared with the overall increase

in uncertainty that must come with the generalisation. This raises the question whether the

increased information obtained through a generalised model is worth the additional complexity.

3.5 Information criteria to balance model fit and complexity

In Sections 3.4.2 and 3.4.3, we observed that information gains from model generalisations

may come at the cost of increased complexity and parameter uncertainty. We demonstrated in

Sections 3.3 and 3.4.2 that the definition of a good model must be based on more than the MLE

alone. The theoretical underpinnings, explanatory power, biological feasibility, verifiability

and complexity of a model are all important factors to consider when performing model selec-

tion (Box, 1976; Jin et al., 2016b; Sarapata and de Pillis, 2014; Slezak et al., 2010; Spiegelhalter

et al., 2002). Overparameterised, complex models may fit the data well, however, the principle

of Occam’s razor dictates that a simple model should be preferred wherever possible. In this

section, we demonstrate the use of statistical measures, known as information criteria, that are

designed to deal with trade-off between complexity and model fit (Gelman et al., 2014; Johnson

and Omland, 2004).
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3.5.1 Information criteria

Information criteria can be considered as methods for the ranking of models. Of the wide variety

of information criteria available, many are based on rewarding models for lower residual error

and penalising models for parameterisation (Gelman et al., 2014). Most information criteria are

derived from decision theory and are based on the minimisation of some measure of information

loss (Gelman et al., 2014; Johnson and Omland, 2004; Stoica and Selen, 2004). The resulting

criteria, under suitable assumptions, are asymptotically proportional to information loss relative

to an unknown true model (Gelman et al., 2014). That is, the model with the lowest information

criterion value has the lowest information loss asymptotically. This is often taken to be a

superior model from a decision theoretic perspective (Yang, 2005). However, caution must

be taken when applying such measures because they are only guaranteed to inform correct

decisions in the large sample limit (Gelman et al., 2014).

The three most fundamental information criteria are considered here, each of which have dis-

tinct properties, advantages and disadvantages. These information criteria have seen use in

a limited set of biological applications (Johnson and Omland, 2004), and we are unaware of

any application of these measures in the study of collective cell migration. It is important to

note that there are many variants of the aforementioned criteria, however, we restrict ourselves

the standard formulations in this work; for further information, see Gelman et al. (2014). We

compare and contrast the information criteria results for the scratch assay data against the full

Bayesian analysis performed in Section 3.4.

3.5.2 The Akaike information criterion

Akaike (1974) was the first to propose a solution to the key problem with MLE-based ap-

proaches, that is, overparameterised models will always be preferred (Akaike, 1974). Akaike

considered the Kullback–Leibler (KL) information measure (Gelman et al., 2014; Kullback and

Leibler, 1951),

Hp(θ) = E
[
ln

(
ptrue(D)

p(D | θ)

)]
=

∫
D

ln

(
ptrue(D)

p(D | θ)

)
ptrue(D) dD, (3.9)

where ln(·) denotes the natural logarithm. The KL information measures the information loss,
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in the Shannon entropy sense (Shannon, 1948), incurred by assuming a model, p(D | θ), of the

data, D ∈ D, instead of the hypothetical true model2 ptrue(D). Therefore, given two candidate

models, p(D | θ) and q(D | θ), comparing Hp(θ) and Hq(θ) would reveal the model that

minimises information loss. However, ptrue(D) is unknown, so it is not possible to evaluate

Equation (3.9) in practice. By analysing an asymptotic expansion of the KL information about

the true parameter set, Akaike (1974) derives a penalty on the MLE based on the number of

parameters that must be estimated. The result is the Akaike information criterion (AIC),

AIC = −2 ln
(
L̂(θ;D)

)
+ 2k, (3.10)

where k is the dimensionality of θ and L̂(θ;D) is the maximum likelihood estimate, that is,

L̂(θ;D) = max
θ∈Θ
L(θ;D). (3.11)

Due to the penalty incurred by the number of model parameters, a more complex model must

improve the agreement with the data sufficiently to outperform a simpler model with an inferior

maximum likelihood estimate. However, for models with the same number of parameters, the

AIC is equivalent to the maximum likelihood estimate. When models have different numbers of

parameters, the AIC favours simpler models. Unfortunately, the AIC is not an asymptotically

consistent estimator, that is, as n → ∞, the AIC is not guaranteed to converge to a unique

model (Yang, 2005). However, the AIC will select the model with optimal residual error, since

it may be viewed as the MLE with a bias correction to compensate for overfitting (Yang, 2005).

3.5.3 The Bayesian information criterion

An alternative approach, the Bayesian information criterion (BIC), has different theoretical

foundations (Schwarz, 1978). Schwarz (1978) considered Bayes estimators instead of the KL

information, thereby defining the model with the maximum a posteriori probability to be the

optimal choice. The resulting BIC is

BIC = −2 ln
(
L̂(θ;D)

)
+ k ln (n) , (3.12)

2Many reject the notion that a true model exists (Box, 1976; Spiegelhalter et al., 2014). However, the concept
is a useful one for the purposes of deriving information criteria (Akaike, 1974; Spiegelhalter et al., 2002).
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where k is the dimensionality of θ, n is the dimensionality of D and L̂(θ;D) is the maximum

likelihood estimate as given in Equation (3.11). The BIC is a consistent approximation to

the maximum a posteriori estimate (i.e., the mode of the posterior PDF) and is independent

of model priors provided k/n � 1. Compared with the AIC, the BIC attributes a larger

penalty for model complexity when n ≥ 8, thus the BIC favours simplicity more than the

AIC. The BIC also has the advantage of being consistent as n → ∞. In addition, the BIC

is asymptotically equivalent to the comparison of Bayes factors, which are considered more

correct by some (Pooley and Marion, 2018), however, others note that the usage of Bayes factors

assumes that the model prior covers the correct model (Gelman et al., 2004). The BIC, however,

will not always select the model with the optimal residual error compared with the AIC (Yang,

2005).

3.5.4 The deviance information criterion

The prevalence of Monte Carlo sampling in practical Bayesian applications was the motivation

for Spiegelhalter et al. (2002) to develop the deviance information criterion (DIC). The DIC has

particular computational advantages when posterior samples, as obtained through MCMC, are

available (Gelman et al., 2014; Spiegelhalter et al., 2002). However, since the AIC and BIC

do not require posterior sampling, they can be more computationally efficient when samples

are not readily available. Like the AIC, the DIC has its theoretical foundation in minimisation

of the KL information loss (Gelman et al., 2004). However, unlike the AIC and BIC, the DIC

does not utilise the maximum likelihood estimate, but is based on expectation calculations. As

a result, the DIC is ideal for Monte Carlo integration schemes (Gelman et al., 2014). The DIC

is given by

DIC = E [f(θ)] + peff, (3.13)

where f(·) is the deviance function,

f(θ) = −2 ln (L(θ;D)) , (3.14)

and peff is the effective number of parameters,

peff = E [f(θ)]− f(E [θ]). (3.15)
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Importantly, the expectations are evaluated with respect to the posterior probability measure.

The DIC is conceptually quite different to the AIC and BIC. Firstly, the DIC uses an aver-

aged likelihood rather than point estimates like the AIC and BIC. Secondly, the DIC effective

parameter term, peff, attempts to distinguish between information obtained through the prior

distribution rather than the data (Gelman et al., 2004).

Because the averaged likelihood is utilised, it can be considered more closely aligned with a

Bayesian viewpoint that aims to use information from the entire posterior distribution (Gelman

et al., 2014). However, the use of the DIC as a reliable information criterion has been debated in

the literature, in particular there is concern that the DIC is inconsistent with Bayes factors, that

is, the DIC may fail to select the true model even if it is among the set of candidates (Pooley

and Marion, 2018; Spiegelhalter et al., 2014). However, due to its simplicity of calculation

via Monte Carlo integration and applicability to hierarchical models, the DIC has been widely

adopted for practical applications (Gelman et al., 2014; Spiegelhalter et al., 2014).

3.5.5 Evaluation of continuum models using information criteria

We compute the AIC, BIC and DIC for the Fisher–KPP, Porous Fisher and Generalised Porous

Fisher models given the data derived from Jin et al. (2016b). The results are presented for each

initial condition in Table 3.1.

Table 3.1: Information criteria for initial conditions of 12, 000 cells, 16, 000 cells and 20, 000
cells.

12, 000 cells 16, 000 cells 20, 000 cells
Model DIC BIC AIC DIC BIC AIC DIC BIC AIC
Fisher–KPP -2386.08 -2377.06 -2386.13 -2367.03 -2358.00 -2367.07 -2268.60 -2259.54 -2268.61
Porous Fisher -2398.30 -2389.87 -2398.94 -2392.87 -2383.59 -2392.66 -2278.58 -2269.41 -2278.49
Generalised Porous Fisher -2399.07 -2387.92 -2400.01 -2390.88 -2378.84 -2390.93 -2279.36 -2267.59 -2279.69

Across all initial conditions, the BIC consistently selects the Porous Fisher model. The consis-

tency of the BIC is expected due to its theoretical basis of Bayes estimators (Schwarz, 1978;

Spiegelhalter et al., 2014; Yang, 2005), that is, if the true model was in the set of candidates,

then BIC would asymptotically select that model. The BIC results are also consistent with the

full Bayesian analysis performed in Section 3.4.

The AIC and DIC are in agreement, preferring the Generalised Porous Fisher model for both
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low and high density initial conditions (Table 3.1), but favouring the Porous Fisher Model for

the intermediate initial density. The agreement between the AIC and DIC is also expected

theoretically since they are both derived from the KL information loss. In fact, if peff ≈ k

and E [f(θ)] ≈ −2 ln
(
L̂(θ;D)

)
then Equation (3.10) and Equation (3.13) are approximately

equivalent. The results in Table 3.1 indicate these relationships likely hold in our case.

Overall, the information criteria provide clear indications that the Fisher–KPP model does

not sufficiently describe the collective behaviour of the PC-3 cells for any initial density. In

Table 3.1 we see there is good agreement between the rankings suggested by the AIC and DIC,

and some disagreement in the ranking suggested by the BIC. However, the improvement in

the AIC and DIC for the Generalised Porous Fisher model over the Porous Fisher model is

negligible compared with the improvement in the AIC and DIC for the Porous Fisher model

over Fisher–KPP model. Furthermore, the BIC consistently selects the Porous Fisher model for

each initial density. Therefore, we conclude that the Porous Fisher model represents the best

trade-off between model fit and complexity.

3.6 Discussion and outlook

We have demonstrated in Section 3.3 that traditional MLE methods of model calibration and

model selection do not provide a satisfactory method to compare continuum models of col-

lective cell spreading and proliferation since MLE methods favour overparameterised models.

The Bayesian approach presented in Section 3.4 and the analysis using information criteria

that is presented in Section 3.5 provide a significantly more robust methodology to evaluate the

ability of continuum models to explain collective cell behaviour. This methodology has enabled

us to present a clear example of when model generalisation leads to less consistent and more

uncertain parameter estimation using the PC-3 prostate cancer cell line. The Bayesian analysis

presented in Section 3.4 indicates that the Porous Fisher model provides the most consistent

parameter estimates, and information criteria demonstrated in Section 3.5 suggest that the

Porous Fisher model represents the optimal trade-off between model fit and complexity. It is

important to note our methodology can be more generally applied to other cell lines, however,

the model selection results presented here are specific to PC-3 cells only.

Information criteria provide an objective approach to model selection that take into account
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model fitness and complexity. However, reducing model comparison down to a single scalar

comparison is bound to disregard some important aspects of the model comparison problem (Gel-

man et al., 2014; Spiegelhalter et al., 2014). On the other hand, Bayesian posterior distributions

provide a rich source of information. For example, the shifts in modes and support in the

diffusion parameter,D0, for both the Fisher–KPP model (Figure 3.4(a)) and Generalised Porous

Fisher model (Figure 3.5(a)) are not directly identifiable using information criteria. If an

objective decision rule is required, then a clear understanding of the assumptions and asymptotic

properties of the criterion used is essential. We conclude, along with Yang (2005), that the BIC

is most appropriate to select the best overall model, whereas the AIC and DIC are better suited

if the goal is prediction over a short time-scale. Bayes factors are another alternative, however,

their results can be highly sensitive to the choice of model prior distributions, especially when

model parameters are continuous (Gelman et al., 2014; Pooley and Marion, 2018).

The Bayesian approach we take in Section 3.4 is the most direct and intuitive approach to

model selection. Model inconsistency across data sets is apparent, through comparing marginal

posterior PDFs for different data sets. Parameters that the data provides little information about

are also highlighted this way. Of course, there are many extensions to the analysis that could

be performed. For example, we have assumed the standard deviation of the observation error,

σ, is a known quantity. However, this is not a necessary assumption and more information may

be revealed through considering an extended parameter space that includes σ. In particular, the

posterior marginal in σ could provide another measure of model fitness. We have also assumed

observation errors are independent both temporally and spatially. While this assumption is

reasonable to ensure consistency with previous work, more general models of observation error

that may include spatial or temporal correlation can also be treated in a Bayesian setting. Future

work should consider both these cases of observation error modelling. It is also useful to con-

sider correlation structures of the full joint posterior PDF to elicit connections between model

parameters that cannot be identified from the marginal posterior PDFs alone. Visualisation of

bivariate marginal posterior PDFs are also useful to see more details on these interactions. We

have provided extended results in Section 3.7.4 that were excluded from the main chapter for

clarity in our key points: 1) increasing model complexity increases uncertainty in parameter

estimates; and 2) model consistency must be evaluated using multiple data sets with different

initial conditions.
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Jin et al. (2016b) and Chapter 2 highlight the importance of modelling the uncertainty in

the initial density of cell culture assays. In particular, Jin et al. (2016b, 2017) demonstrate

that variability in the initial density is not negligible across identically prepared replicates.

Chapter 2 shows that this variation, if properly modelled as a random variable, greatly impacts

the uncertainty in the estimates of carrying capacity, K. We extend this analysis in the context

of the continuum models considered in this work and include results in Section 3.7.4. The key

result is that parameter uncertainty is amplified in this more realistic, but rarely considered,

case.

While we have primarily focused on model selection across different cell motility mecha-

nisms, others have proposed models including generalisations of the source term in Equa-

tion (3.1) (Browning et al., 2017; Jin et al., 2016a; Tsoularis and Wallace, 2002), the inclusion

of growth factors (Jin et al., 2016b; Sherratt and Murray, 1990), or chemotaxis (Bianchi et al.,

2016). Such extensions are of interest and should be the subject of future research. We do

not specifically investigate these here, though our analysis can be repeated in such cases at an

increased computational expense. However, given the significant increase in parameter uncer-

tainty incurred by the Generalised Porous Fisher model, that included only a fourth parameter,

it is highly likely that scratch assay data is insufficient to provide any model certainty for

these more complex extensions involving many more parameters. For example, as discussed

by Johnston et al. (2015), chemotaxis amounts to setting J(x, t) = −D(C(x, t))∇C(x, t) +

χC(x, t)∇G(x, t) in Equation (3.1), leading to

∂C(x, t)

∂t
= −∇ · [−D(C(x, t))∇C(x, t) + χC(x, t)∇G(x, t)] + λC(x, t)

(
1− C(x, t)

K

)
,

∂G(x, t)

∂t
= Dg∇2G(x, t) + k1C(x, t)− k2G(x, t),

where χ is the chemotatic sensitivity coefficient, G(x, t) > 0 is the concentration of a diffusive

chemical signal, Dg > 0 is the diffusivity of the chemical, k1 > 0 and k2 > 0 are kinetic rate

parameters for chemical production (by cells) and degradation, respectively. If χ < 0, then

cells are repelled by the diffusive signal, and if χ > 0, then cells are attracted to it. Therefore,

we have a minimum of seven parameters, with θ = [D0, λ,K, χ,Dg, k1, k2]. Furthermore, the

model includes a single chemical species only and a realistic model would need to account for

many more interacting chemical factors. Standard experimental protocols of cell culture assays

do not measure this information. Cell density data alone will not be sufficient to calibrate
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this model without significant levels of uncertainty. The increased number of parameters also

impacts the convergence time of MCMC sampling (Gelman et al., 2014).

We do not advocate against the validity or utility of more complex models of collective cell

motility and proliferation. There are many biologically based rationales for including extra

biophysical and biochemical factors in a given model (Bianchi et al., 2016; Nardini et al., 2016).

However, our results indicate that current in vitro cell culture assay data are not informative

enough to distinguish between these models in practice, a point that is rarely discussed in the

literature. This work is intended to motivate more detailed, Bayesian model selection within

the mathematical biology community, and provide evidence that higher quality experimental

methods and image analysis tools are required to validate and compare the biological hypotheses

of the future.

Our results have broad implications for the mathematical biology community. Specifically, if

a complex model is to be applied, then sufficient data must be collected in order to produce

meaningful calibrations. Studies that compare hypotheses should also take model complexity

and parameter uncertainty into account when making conclusions. The Bayesian framework,

as presented here, provides tools that are designed to assist in these aspects. We suggest such

techniques should be widely adopted.
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3.7 Supplementary Material

3.7.1 Analysis of wave front concavity

The Generalised Porous Fisher model (Equation (3.4) in the main text) with λ = 0, in one

dimension is
∂C

∂t
=

∂

∂x

[
D0

(
C

K

)r
∂C

∂x

]
, −∞ < x <∞, (3.16)

whereD0 is the free diffusivity andK the cell carrying capacity density. For the initial condition

C(x, 0) = C0δ(x), Equation (3.16) has an exact solution,

C(x, t) =


K

h(t)

[
1−

(
x

d0h(t)

)2
]1/r

, |x| ≤ d0h(t),

0, |x| > d0h(t),

where d0 = C0Γ(1/r + 3/2)/(K
√
πΓ(1/r + 1)), t0 = d2

0r/(2D0(r + 2)), h(t) = (t/t0)1/(r+2)

and Γ(x) is the Gamma function. This solution, often called the source solution for the porous

media equation, has compact support, x ∈ [−d0h(t), d0h(t)]. Here, |x| = d0h(t) are the contact

points. This solution is very different to the source solution for the linear diffusion equation,

r = 0, which is a Gaussian function without compact support (Barenblatt, 2003; Crank, 1975).

Without loss of generality, we now only consider the positive real line x ≥ 0. The cell density

is always decreasing as we approach the contact point, that is, ∂C/∂x < 0 for 0 < x < d0h(t).

Specifically, we have

∂C

∂x
=
−2Kx

d2
0h(t)3r

[
1−

(
x

d0h(t)

)2
]1/r−1

. (3.17)

From Equation (3.17) three different front properties are possible. As x → d0h(t) we observe:

(i) a sharp decreasing function with non-negative gradient, for 0 < r < 1, as in Figure 3.2(e)–

(h); (ii) a sharp front with finite negative slope, for r = 1, as in Figure 3.2(i)–(l), with

∂C/∂x→ −2K/(d2
0h(t)3); and (iii) a sharp front with unbounded negative slope, for r > 1, as

in Figure 3.2(m)–(p), with ∂C/∂x→ −∞.

To explore the concavity of the density profile, C(x, t), at the contact point, it is sufficient to

show how the sign of ∂2C/∂x2 at the contact point depends on r. The second derivative with
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respect to x, for r > 0, is

∂2C

∂x2
=− 2K

d2
0h(t)3r

[
1−

(
x

d0h(t)

)2
]1/r

×
[

1−
(

x

d0h(t)

)2
]−1

− 2x2(1− r)
d2

0h(t)2r

[
1−

(
x

d0h(t)

)2
]−2
 .

We have, for 0 < r < 1, that ∂2C/∂x2 > 0 as x → d0h(t). For r ≥ 1, ∂2C/∂x2 < 0 as

x → d0h(t). Hence, at the contact point, x = d0h(t), the solution is concave down for r ≥ 1,

and concave up otherwise.

3.7.2 Numerical scheme

Here we describe our numerical scheme for the computational solution to the following reaction–

diffusion equation:

∂C

∂t
=

∂

∂x

[
D(C)

∂C

∂x

]
+ S(C), 0 < t < T, 0 < x < L, (3.18)

with initial condition,

C(x, t) = C0(x), t = 0,

and boundary conditions,
∂C

∂x
= 0, x = 0 and x = L.

Consider N points in space, {xi}Ni=1, with x1 = 0, xN = L and ∆x = xi+1 − xi for all

i = [1, 2, . . . , N ]. Similarly, define M temporal points, {tj}Mj=1, with t1 = 0, tM = T and

∆t = tj+1 − tj for all j = [1, 2, . . . , T ]. Next, define the notation, Ci+k = C(xi + k∆x, t), and

Cj+s
i+k = C(xi + k∆x, tj + s∆t).

Let J(C) = −D(C)∂C/∂x and substitute into Equation (3.18) to yield

∂C

∂t
= −∂J

∂x
+ S(C).

At the ith point, apply a first order central difference to ∂J/∂x with step ∆x/2. The result is
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the system of ODEs

dCi
dt

= − 1

∆x

[
J(Ci+1/2)− J(Ci−1/2)

]
+ S(Ci), i = 1, 2, . . . N. (3.19)

Similarly, a first order central difference is applied to J(Ci+1/2) and J(Ci−1/2) using the step

∆x/2 yields

J(Ci+1/2) = − 1

∆x
D(Ci+1/2) (Ci+1 − Ci) , (3.20)

J(Ci−1/2) = − 1

∆x
D(Ci−1/2) (Ci − Ci−1) . (3.21)

It is important to note that we will only obtain a solution forCi+k at integer values of k, therefore

the evaluation of the diffusion terms in Equation (3.20) and Equation (3.21) cannot be directly

computed since k = ±1/2. We thus approximate with an averaging scheme,

D(Ci+1/2) =
1

2
(D(Ci+1) +D(Ci)) , (3.22)

D(Ci−1/2) =
1

2
(D(Ci) +D(Ci−1)) . (3.23)

After substitution of Equation (3.20), Equation (3.21), Equation (3.22) and Equation (3.23) into

Equation (3.19), we have the coupled system of nonlinear ODEs defined in terms of our spatial

discretisation,

dCi
dt

=
1

2∆x2
[(D(Ci+1) +D(Ci)) (Ci+1 − Ci)

− (D(Ci) +D(Ci−1)) (Ci − Ci−1)] + S(Ci), i = 1, 2, . . . , N.

The no-flux boundaries are enforced using first order forward differences

C1 − C0

∆x
= 0 and

CN+1 − CN
∆x

= 0,

where C0 and CN+1 represent the solution at “ghost nodes” that are not a part of the domain.

The ODEs are discretised in time using a first order backward difference method leading to the
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backward-time, centered-space (BTCS) scheme,

Cj+1
1 − Cj+1

0

∆x
= 0,

Cj+1
i − Cj

i

∆t
=

1

2∆x2

[(
D(Cj+1

i+1 ) +D(Cj+1
i )

) (
Cj+1
i+1 − Cj+1

i

)
(3.24)

−
(
D(Cj+1

i ) +D(Cj+1
i−1 )

) (
Cj+1
i − Cj+1

i−1

)]
+ S(Cj+1

i ), i = 1, . . . , N,

Cj+1
N+1 − Cj+1

N

∆x
= 0.

While this scheme is first order in time and space, it has the advantage of unconditional stability.

Since the scheme is implicit, a nonlinear root finding solver is required to compute solution

at tj+1 given a previously computed solution at time tj . To achieve this we apply fixed-point

iteration. We re-arrange the system to be of the form Cj+1 = G(Cj+1) where

Cj+1 =
[
Cj+1

0 , Cj+1
1 , . . . , Cj+1

N+1

]T
. That is,

G(Cj+1) =
[
g0(Cj+1), g1(Cj+1), . . . , gN+1(Cj+1)

]
,

where

g0(Cj+1) = Cj+1
1 ,

gi(C
j+1) = Cj

i +
∆t

2∆x2

[(
D(Cj+1

i+1 ) +D(Cj+1
i )

) (
Cj+1
i+1 − Cj+1

i

)
(3.25)

−
(
D(Cj+1

i ) +D(Cj+1
i−1 )

) (
Cj+1
i − Cj+1

i−1

)]
+ S(Cj+1

i ), i = 1, . . . , N,

gN+1(Cj+1) = Cj+1
N .

We then define the sequence {Xk}k≥0, generated through the nonlinear recurrence relation

Xk+1 = G(Xk) with X0 = Cj . This sequence is iterated until ‖Xk+1 −Xk‖2 < τ , where τ is

the error tolerance and ‖ · ‖2 is the Euclidean vector norm. Once the sequence has converged,

we set Cj+1 = Xk+1 and continue to solve for the next time step.

For a given set of model parameters, the spatial and temporal step sizes, ∆x and ∆t, need to be

selected. In particular, the following condition must hold to ensure accuracy,

maxC∈[0,K] D(C) < ∆x2/∆t. We then refine ∆x and ∆t together to ensure solutions are

independent of the discretisation. Note that as r increases, higher values of D(C) become
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valid, therefore particular attention is required to generate Figure 3.5. The values of ∆x, ∆t

and τ used for the simulations in this work are shown in Table 3.2. Note, that in all cases the

discretisation is more refined than required to solve the given problem accurately.

Table 3.2: Discretisation and tolerance for numerical simulations.
Application ∆x [µm] ∆t [h] τ

Example evolutions (Figure 3.2) 12.80 6.0× 10−3 1.0× 10−4

Inference on Fisher–KPP (Figure 3.4) 9.95 3.0× 10−3 1.0× 10−6

Inference on Porous Fisher (Figure 3.4) 9.95 1.5× 10−3 1.0× 10−6

Inference on Generalised Porous Fisher (Figure 3.5) 8.22 7.5× 10−4 1.0× 10−6

3.7.3 Computational inference

The Bayesian inference problems described in the main text all require the computation of the

posterior PDF. Up to a normalisation constant, the posterior PDF is given by

p(θ | D) ∝ L(θ;D)p(θ). (3.26)

If the posterior distribution can be sampled, the posterior PDF may be determined by using

Monte Carlo integration. Thus, the main requirement is a method of generating N independent,

identically distributed (i.i.d.) samples from the posterior distribution.

For many applications of practical interest, Equation (3.26) cannot be used directly to generate

the samples required since the likelihood is often intractable. Approximate Bayesian compu-

tation (ABC) techniques resolve this complexity through the approximation (Sunnåker et al.,

2013)

p(θ | ρ(D,Ds) < ε) ∝ P(ρ(D,Ds) < ε | θ)p(θ), (3.27)

where ρ(D,Ds) is a discrepancy metric between the true data, D, and simulated data,

Ds ∼ L(θ;Ds) and ε is the discrepancy threshold. ABC methods have the property that

p(θ | ρ(D,Ds) < ε) → p(θ | D) as ε → 0. This leads directly to the ABC rejection sam-

pling algorithm (Algorithm 3.1). For deterministic models, under the assumption of Gaussian

observation errors, ε/σ � 1, and ρ(D,Ds) taken as the sum of the squared errors, it can be

shown that ABC methods are equivalent to exact posterior sampling (Wilkinson, 2013).
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Algorithm 3.1 ABC rejection sampling
1: for i = 1, . . . , N do
2: repeat
3: Sample prior, θ∗ ∼ p(θ).
4: Generate data, Ds ∼ L(θ∗;Ds).
5: until ρ(D,Ds) ≤ ε
6: Set θi ← θ∗.
7: end for

In some cases, the acceptance probability in Algorithm 3.1 is computationally prohibitive for

small ε. In such situations, an ABC extension to Markov Chain Monte Carlo sampling may be

applied (Marjoram et al., 2003). The resulting ABC MCMC sampling method (Algorithm 3.2),

under reasonable conditions on the proposal kernel q(θi | θi−1), simulates a Markov Chain with

p(θ | ρ(D,Ds) < ε) (Equation (3.27)) as its stationary distribution. It is essential to simulate the

Markov Chain for a sufficiently long time such that the NT dependent samples are effectively

equivalent to the required N i.i.d. samples.

Algorithm 3.2 ABC Markov chain Monte Carlo sampling

1: Given initial sample θ1 ∼ p(θ | ρ(D,Ds) < ε).
2: for i = 2, . . . , NT do
3: Sample transition kernel, θ∗ ∼ q(θ | θi−1).
4: Generate data, Ds ∼ L(θ∗;Ds).
5: if ρ(D,Ds) ≤ ε then
6: Set h← min (p(θ∗)q(θi−1 | θ∗)/p(θi−1)q(θ∗ | θi−1), 1).
7: Sample uniform distribution, u ∼ U(0, 1).

8: Set θi ←
{
θ∗, u ≤ h,

θi−1, u > h.
9: else

10: Set θi ← θi−1.
11: end if
12: end for

Using either ABC rejection sampling (Algorithm 3.1) or ABC MCMC sampling (Algorithm 3.2),

we can apply Monte Carlo integration to compute the posterior PDF as given in Equation (3.27).

For simplicity, we focus on the approximation of the jth marginal posterior PDF (Silverman,

1986),

p(θj | D) ≈ 1

Nb

N∑
i=1

K

(
θj − θ(i)

j

b

)
, (3.28)

where θj is the jth element of θ, θ(i)
j are the jth elements of θ(i) i.i.d∼ p(θ | D), b is the smoothing

parameter and K(x) is the smoothing kernel with property
∫ ∞
−∞

K(x) dx = 1.
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3.7.4 Additional results

In this section, we present extended results that are excluded from the main text for brevity.

We provide more detailed information on the Bayesian analysis presented in Sections 3.4.2 and

3.4.3. Furthermore, we extend the Bayesian inference problem, as provided in Section 3.4.2, to

account for the treatment of uncertainty in the initial condition.

3.7.4.1 Joint posterior features

Here we report various descriptive statistics for the joint posterior PDFs computed in Sec-

tion 3.4. For each posterior distribution we report the posterior mode, the posterior mean, the

variance/covariance matrix and the correlation coefficient matrix.

Given cell density data,D, a set of continuum model parameters, θ, in parameter space Θ ⊆ Rk

with k > 0, and a model implied through a likelihood function,L(θ;D), then summary statistics

can be computed from the joint posterior, p(θ | D), to obtain estimates and uncertainties on the

true parameters. The maximum a posteriori (MAP) parameter estimate is the parameter set

with the greatest posterior probability density as given by the posterior mode,

θ̂mode = argmax
θ∈Θ

p(θ | D).

The posterior mean is the central tendency of the parameters,

θ̄ = E [θ] =

∫
Θ

θp(θ | D) dθ.

The variance/covariance, matrix Σ ∈ Rk×k, provides information on the multivariate uncer-

tainties, that is the spread of parameters. The (i, j)th element of Σ, denoted by σi,j , is given

by

σi,j = C [θi, θj] = E [(θi − E [θj])(θj − E [θi])] =

∫
Θ

(θi − E [θj])(θj − E [θi])p(θ | D) dθ,

where θi and θj are the ith and jth elements of θ. Note that C [θi, θi] = V [θi] and σi,j = σj,i.

Lastly, the correlation coefficient matrix R ∈ Rk×k measures the linear dependence between
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parameter pairs. The (i, j)th element of R, denoted by ρi,j , is given by

ρi,j =
σi,j

(σi,i, σj,j)
1/2
.

Note ρi,i = 1 for all i ∈ [1, k], and ρi,j = ρj,i. The results of all these statistics, for the inference

problems considered in the main text, are presented in Tables 3.3, 3.4, 3.5, and 3.6.

Table 3.3: MAP parameter estimates (posterior modes) from posterior PDFs using initial
conditions of 12, 000 cells, 16, 000 cells and 20, 000 cells.

Inference problem MAP parameter estimate (posterior mode)
Model Initial condition D0 [µm2/h] λ [1/h] K [cells/µm2] r [−]

Fisher–KPP 12, 000 325 3.05× 10−2 1.85× 10−3 -
Fisher–KPP 16, 000 1,010 3.14× 10−2 1.49× 10−3 -
Fisher–KPP 20, 000 1,354 3.56× 10−2 1.65× 10−3 -
Porous Fisher 12, 000 3,425 3.17× 10−2 2.58× 10−3 -
Porous Fisher 16, 000 3,134 3.77× 10−2 1.56× 10−3 -
Porous Fisher 20, 000 4,933 5.32× 10−2 1.69× 10−3 -
Generalised Porous Fisher 12, 000 7,857 2.66× 10−2 1.01× 10−2 1.37
Generalised Porous Fisher 16, 000 90,234 2.43× 10−2 7.18× 10−3 1.58
Generalised Porous Fisher 20, 000 11,990 3.46× 10−2 2.10× 10−3 1.65

Table 3.4: Joint posterior means for posterior PDFs using initial conditions of 12, 000 cells,
16, 000 cells and 20, 000 cells.

Inference problem Joint posterior mean
Model Initial condition D0 [µm2/h] λ [1/h] K [cells/µm2] r [−]

Fisher–KPP 12, 000 457 3.58× 10−2 3.21× 10−3 -
Fisher–KPP 16, 000 847 4.29× 10−2 2.20× 10−3 -
Fisher–KPP 20, 000 1,444 5.78× 10−2 1.88× 10−3 -
Porous Fisher 12, 000 3,249 3.44× 10−2 2.86× 10−3 -
Porous Fisher 16, 000 3,279 4.23× 10−2 1.95× 10−3 -
Porous Fisher 20, 000 3,347 6.13× 10−2 1.75× 10−3 -
Generalised Porous Fisher 12, 000 103,682 2.76× 10−2 2.40× 10−2 1.80
Generalised Porous Fisher 16, 000 23,556 3.52× 10−2 2.55× 10−3 2.02
Generalised Porous Fisher 20, 000 4,845 4.77× 10−2 1.89× 10−3 0.94
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Table 3.5: Variance/covariance matricies for posterior PDFs using initial conditions of 12, 000
cells, 16, 000 cells and 20, 000 cells.

Inference problem Variance/Covariance Matrix
Model Initial condition D0 λ K r

Fisher–KPP 12, 000 D0 5.32× 104 −5.60× 10−1 8.68× 10−2 -
λ −5.60× 10−1 5.93× 10−5 −8.22× 10−6 -
K 8.68× 10−2 −8.22× 10−6 1.84× 10−6 -
r - - - -

Fisher–KPP 16, 000 D0 1.48× 105 −3.26 1.57× 10−1 -
λ −3.26 1.51× 10−4 −6.93× 10−6 -
K 1.57× 10−1 −6.93× 10−6 4.93× 10−7 -
r - - - -

Fisher–KPP 20, 000 D0 4.41× 105 −1.23× 101 1.47× 10−1 -
λ −1.23× 101 4.72× 10−4 −5.44× 10−6 -
K 1.47× 10−1 −5.44× 10−6 9.29× 10−8 -
r - - - -

Porous Fisher 12, 000 D0 1.14× 106 −3.03 5.95× 10−1 -
λ −3.03 1.48× 10−5 −2.55× 10−6 -
K 5.95× 10−1 −2.55× 10−6 5.90× 10−7 -
r - - - -

Porous Fisher 16, 000 D0 1.05× 106 −5.71 2.29× 10−1 -
λ −5.71 5.25× 10−5 −1.96× 10−6 -
K 2.29× 10−1 −1.96× 10−6 1.04× 10−7 -
r - - - -

Porous Fisher 20, 000 D0 1.14× 106 −1.51× 101 1.23× 10−1 -
λ −1.51× 101 2.61× 10−4 −2.16× 10−6 -
K 1.23× 10−1 −2.16× 10−6 2.89× 10−8 -
r - - - -

Generalised Porous Fisher 12, 000 D0 6.22× 109 −1.15× 102 6.24× 102 6.46× 103

λ −1.15× 102 3.05× 10−5 −6.53× 10−5 4.87× 10−3

K 6.24× 102 −6.53× 10−5 6.80× 10−4 −1.45× 10−2

r 6.46× 103 4.87× 10−3 −1.45× 10−2 1.32

Generalised Porous Fisher 16, 000 D0 3.20× 108 −8.04× 101 6.54 7.23× 103

λ −8.04× 101 8.55× 10−5 −7.50× 10−6 2.40× 10−3

K 6.54 −7.50× 10−6 1.12× 10−6 −3.82× 10−4

r 7.23× 103 2.40× 10−3 −3.82× 10−4 7.72× 10−1

Generalised Porous Fisher 20, 000 D0 5.96× 106 −1.54× 101 1.87× 10−1 8.97× 102

λ −1.54× 101 6.69× 10−5 −8.99× 10−7 −1.96× 10−3

K 1.87× 10−1 −8.99× 10−7 1.46× 10−8 2.04× 10−5

r 8.97× 102 −1.96× 10−3 2.04× 10−5 1.66× 10−1
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Table 3.6: Correlation coefficient matricies for posterior PDFs using initial conditions of
12, 000 cells, 16, 000 cells and 20, 000 cells.

Inference problem Correlation coefficient Matrix
Model Initial condition D0 λ K r

Fisher–KPP 12, 000 D0 1.00 −3.15× 10−1 2.77× 10−1 -
λ −3.15× 10−1 1.00 −7.86× 10−1 -
K 2.77× 10−1 −7.86× 10−1 1.00 -
r - - - -

Fisher–KPP 16, 000 D0 1.00 −6.90× 10−1 5.83× 10−1 -
λ −6.90× 10−1 1.00 −8.04× 10−1 -
K 5.83× 10−1 −8.04× 10−1 1.00 -
r - - - -

Fisher–KPP 20, 000 D0 1.00 −8.50× 10−1 7.27× 10−1 -
λ −8.50× 10−1 1.00 −8.21× 10−1 -
K 7.27× 10−1 −8.21× 10−1 1.00 -
r - - - -

Porous Fisher 12, 000 D0 1.00 −7.36× 10−1 7.25× 10−1 -
λ −7.36× 10−1 1.00 −8.61× 10−1 -
K 7.25× 10−1 −8.61× 10−1 1.00 -
r - - - -

Porous Fisher 16, 000 D0 1.00 −7.68× 10−1 6.90× 10−1 -
λ −7.68× 10−1 1.00 −8.36× 10−1 -
K 6.90× 10−1 −8.36× 10−1 1.00 -
r - - - -

Porous Fisher 20, 000 D0 1.00 −8.76× 10−1 6.80× 10−1 -
λ −8.76× 10−1 1.00 −7.87× 10−1 -
K 6.80× 10−1 −7.87× 10−1 1.00 -
r - - - -

Generalised Porous Fisher 12, 000 D0 1.00 −2.64× 10−1 3.03× 10−1 7.12× 10−2

λ −2.64× 10−1 1.00 −4.53× 10−1 7.67× 10−1

K 3.03× 10−1 −4.53× 10−1 1.00 −4.83× 10−1

r 7.12× 10−2 7.67× 10−1 −4.83× 10−1 1.00

Generalised Porous Fisher 16, 000 D0 1.00 −4.86× 10−1 3.45× 10−1 4.60× 10−1

λ −4.86× 10−1 1.00 −7.65× 10−1 2.96× 10−1

K 3.45× 10−1 −7.65× 10−1 1.00 −4.10× 10−1

r 4.60× 10−1 2.96× 10−1 −4.10× 10−1 1.00

Generalised Porous Fisher 20, 000 D0 1.00 −7.72× 10−1 6.35× 10−1 9.03× 10−1

λ −7.72× 10−1 1.00 −9.10× 10−1 −5.88× 10−1

K 6.35× 10−1 −9.10× 10−1 1.00 4.15× 10−1

r 9.03× 10−1 −5.88× 10−1 4.15× 10−1 1.00
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3.7.4.2 Bivariate marginal posterior PDFs

In the main text we computed only univariate marginal posterior PDFs, we extend this analysis

by providing bivariate marginal PDFs here. For the Fisher–KPP and Porous Fisher models we

have three bivariate marginal posterior PDFs,

p(D0, λ | C1:N,1:M
obs ) =

∫
R
p(D0, λ,K | C1:N,1:M

obs ) dK,

p(λ,K | C1:N,1:M
obs ) =

∫
R
p(D0, λ,K | C1:N,1:M

obs ) dD0,

p(D0, K | C1:N,1:M
obs ) =

∫
R
p(D0, λ,K | C1:N,1:M

obs ) dλ.

Similarly, for the Generalised Porous Fisher Model, we have six bivariate marginal posterior

PDFs,

p(D0, λ | C1:N,1:M
obs ) =

∫∫
R2

p(D0, λ,K, r | C1:N,1:M
obs ) dr dK,

p(D0, K | C1:N,1:M
obs ) =

∫∫
R2

p(D0, λ,K, r | C1:N,1:M
obs ) dr dλ,

p(D0, r | C1:N,1:M
obs ) =

∫∫
R2

p(D0, λ,K, r | C1:N,1:M
obs ) dK dλ,

p(λ,K | C1:N,1:M
obs ) =

∫∫
R2

p(D0, λ,K, r | C1:N,1:M
obs ) dr dD0,

p(λ, r | C1:N,1:M
obs ) =

∫∫
R2

p(D0, λ,K, r | C1:N,1:M
obs ) dK dD0,

p(K, r | C1:N,1:M
obs ) =

∫∫
R2

p(D0, λ,K, r | C1:N,1:M
obs ) dλ dD0.

The resulting PDFs using the three initial density conditions are shown for: the Fisher–KPP

model (Figure 3.6); the Porous Fisher model (Figure 3.7); and the Generalised Porous model

(Figure 3.8).
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Figure 3.6: Plot matrix of univariate and bivariate marginal posterior probability densities
obtained through Bayesian inference on the PC-3 scratch assay data under the Fisher–KPP
model for the three different initial conditions; 12, 000 cells (solid green), 16, 000 cells (solid
orange), 20, 000 cells (solid purple). Univariate marginal densities, on the main plot matrix
diagonal, demonstrate the degree of uncertainty in the diffusivity, D0, the proliferation rate, λ,
and the carrying capacity, K. Off diagonals are contour plots of the pairwise bivariate posterior
PDFs, these demonstrate the relationships between parameters.
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Figure 3.7: Plot matrix of univariate and bivariate marginal posterior probability densities
obtained through Bayesian inference on the PC-3 scratch assay data under the Porous Fisher
model for the three different initial conditions; 12, 000 cells (solid green), 16, 000 cells (solid
orange), 20, 000 cells (solid purple). Univariate marginal densities, on the main plot matrix
diagonal, demonstrate the degree of uncertainty in the diffusivity, D0, the proliferation rate, λ,
and the carrying capacity, K. Off diagonals are contour plots of the pairwise bivariate posterior
PDFs, these demonstrate the relationships between parameters.
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Figure 3.8: Plot matrix of univariate and bivariate marginal posterior probability densities
obtained through Bayesian inference on the PC-3 scratch assay data under the Generalised
Porous Fisher model for the three different initial conditions; 12, 000 cells (solid green), 16, 000
cells (solid orange), 20, 000 cells (solid purple). Univariate marginal densities, on the main plot
matrix diagonal, demonstrate the degree of uncertainty in the diffusivity, D0, the proliferation
rate, λ, the carrying capacity, K, and the power, r. Off diagonals are contour plots of the
pairwise bivariate posterior PDFs, these demonstrate the relationships between parameters.
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3.7.4.3 Uncertainty in initial condition

In the main text, the assumption was made that Cobs(x, 0) = C(x, 0;θ). That is, we use initial

observations as the initial density profile to simulate the model given parameters θ. Since the

model is deterministic, the final form of the likelihood is a multivariate Gaussian distribution,

which simplifies calculations considerably. Both Jin et al. (2016b) and Chapter 2 indicate that

such an assumption could result in underestimation of the uncertainties in parameter estimates.

Following from Chapter 2, we take Cobs(x, 0) = C(x, 0;θ)+η0, where η0 is a Gaussian random

variable with mean C(x, 0;θ) and variance σ2
0 . Note that we do not require σ0 = σ, in fact,

there are reasons to consider σ0 > σ, for example, experimental protocols for seeding cell

culture plates can be an additional source of variation in initial cell densities (Jin et al., 2016b)

(see Chapter 2). Since Cobs(x, 0) ∼ N (C(x, 0;θ), σ2
0), it is also true that

C(x, 0;θ) ∼ N (Cobs(x, 0), σ2
0). Therefore, our models are to be treated as random PDEs with

deterministic dynamics, but random initial conditions.

Since the initial conditions are random, the initial condition is a latent variable that must be

integrated out. Thus, the likelihood becomes

L(C1:N,1:M
obs ;θ) =

∫
RN

N∏
i=1

M∏
j=1

e−(Cobs(xi,tj)−C(xi,tj ;θ))2/(2σ2)

σ
√

2π
p(C(xi, 0;θ) | σ0) dC(xi, 0;θ),

where σ0 is assumed to be known and p(C(xi, 0;θ) | σ0) is a Gaussian PDF with mean

Cobs(xi, 0) and variance σ0. This likelihood integral must be computed using Monte Carlo meth-

ods. Computationally, we apply directly the ABC MCMC method as given in Algorithm 3.2.

The only algorithmic difference being that simulated data, Ds, is generated though solving the

model PDE after a realisation of the initial density profile has been generated. Overall, this

leads to slower convergence in the Markov chain and hence longer computation times.

The inference problem using random initial density profiles was solved using ABC MCMC

under the Fisher–KPP model and the Porous Fisher model for initial densities based on 16, 000

initial cells only. We take σ0 = 2σ. Univariate and bivariate marginal posterior PDFs are shown

in Figures 3.9 and 3.10. In the Fisher–KPP model, the additional uncertainty seems to have a

significant effect on the uncertainty in the carrying capacity, K, in agreement with Chapter 2.

However, the diffusion coefficient,D0, and proliferation rate, λ, are not affected as significantly.
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Figure 3.9: Plot matrix of univariate and bivariate marginal posterior probability densities
obtained through Bayesian inference on the PC-3 scratch assay data under the Fisher–KPP
model for the fixed initial conditions (solid green) and random initial conditions (solid orange).
Univariate marginal densities, on the main plot matrix diagonal, demonstrate the degree of
uncertainty in the diffusivity, D0, the proliferation rate, λ, and the carrying capacity, K. Off
diagonals are contour plots of the pairwise bivariate posterior PDFs, these demonstrate the
relationships between parameters.

For the Porous Fisher model, both D0 and K are greatly affected. This is not surprising, since

motility is density dependent for the Porous Fisher model. By contrast the Fisher–KPP model

is almost unaffected in the marginal posterior PDF of D0, since it is independent of initial cell

density. We did not apply this analysis to the Generalised Porous Fisher model.
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Figure 3.10: Plot matrix of univariate and bivariate marginal posterior probability densities
obtained through Bayesian inference on the PC-3 scratch assay data under the Porous Fisher
model for the fixed initial conditions (solid green) and random initial conditions (solid orange).
Univariate marginal densities, on the main plot matrix diagonal, demonstrate the degree of
uncertainty in the diffusivity, D0, the proliferation rate, λ, and the carrying capacity, K. Off
diagonals are contour plots of the pairwise bivariate posterior PDFs, these demonstrate the
relationships between parameters.
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Chapter 4

Simulation and Inference Algorithms for

Stochastic Biochemical Reaction

Networks: From Basic Concepts to

State-of-the-Art

A paper published in Journal of the Royal Society Interface.

David J. Warne, Ruth E. Baker and Matthew J. Simpson (2019). Simulation and inference

algorithms for stochastic biochemical reaction networks: from basic concepts to state-of-the-

art. Journal of the Royal Society Interface, 16:20180943. DOI:10.1098/rsif.2018.0943

Abstract Stochasticity is a key characteristic of intracellular processes such as gene regulation

and chemical signalling. Therefore, characterising stochastic effects in biochemical systems is

essential to understand the complex dynamics of living things. Mathematical idealisations of

biochemically reacting systems must be able to capture stochastic phenomena. While robust

theory exists to describe such stochastic models, the computational challenges in exploring

these models can be a significant burden in practice since realistic models are analytically

intractable. Determining the expected behaviour and variability of a stochastic biochemical
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reaction network requires many probabilistic simulations of its evolution. Using a biochemical

reaction network model to assist in the interpretation of time course data from a biological

experiment is an even greater challenge due to the intractability of the likelihood function for

determining observation probabilities. These computational challenges have been subjects of

active research for over four decades. In this review, we present an accessible discussion of the

major historical developments and state-of-the-art computational techniques relevant to simu-

lation and inference problems for stochastic biochemical reaction network models. Detailed al-

gorithms for particularly important methods are described and complemented with MATLAB®

implementations. As a result, this review provides a practical and accessible introduction to

computational methods for stochastic models within the life sciences community.

4.1 Introduction

Many biochemical processes within living cells, such as regulation of gene expression, are

stochastic (Abkowitz et al., 1996; Arkin et al., 1998; Kærn et al., 2005; McAdams and Arkin,

1997; Raj and van Oudenaarden, 2008); that is, randomness or noise is an essential component

of living things. Internal and external factors are responsible for this randomness (Elowitz

et al., 2002; Keren et al., 2015; Soltani et al., 2016; Taniguchi et al., 2010), particularly within

systems where low copy numbers of certain chemical species greatly affect the system dynam-

ics (Fedoroff and Fontana, 2002). Intracellular stochastic effects are key components of normal

cellular function (Eldar and Elowitz, 2010) and have a direct influence on the heterogeneity

of multicellular organisms (Smith and Grima, 2018). Furthermore, stochasticity of biochemical

processes can play a role in the onset of disease (Feinberg, 2014; Gupta et al., 2011) and immune

responses (Satija and Shalek, 2014). Stochastic phenomena, such as resonance (Moss and Pei,

1995), focussing (Paulsson et al., 2000), and bistability (Bressloff, 2017; Thattai and van Oude-

naarden, 2001; Tian and Burrage, 2006), are not captured by traditional deterministic chemical

rate equation models. These stochastic effects must be captured by appropriate theoretical

models. A standard approach is to consider a biochemical reaction network as a well-mixed

population of molecules that diffuse, collide and react probabilistically. The stochastic law of

mass action is invoked to determine the probabilities of reaction events over time (Gillespie,

1977; Wilkinson, 2012). The resulting time-series of biochemical populations may be analysed

to determine both the average behaviour and variability (Schnoerr et al., 2017). This powerful
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approach to modelling biochemical kinetics can be extended to deal with more biologically

realistic settings that include spatial heterogeneity with molecular populations being well-mixed

only locally (Erban and Chapman, 2009; Fange et al., 2010; Isaacson, 2008; Turner et al., 2004).

In practice, stochastic biochemical reaction network models are analytically intractable meaning

that most approaches are entirely computational. Two distinct, yet related, computational

problems are of particular importance: (i) the forwards problem that deals with the simulation of

the evolution of a biochemical reaction network forwards in time; and (ii) the inverse problem

that deals with the inference of unknown model parameters given time-course observations.

Over the last four decades, significant attention has been given to these problems. Gillespie

et al. (2013) describe the key algorithmic advances in the history of the forwards problem

and Higham (2008) provides an accessible introduction connecting stochastic approaches with

deterministic counterparts. Recently, Schnoerr et al. (2017) provide a detailed review of the

forwards problem with a focus on analytical methods. Golightly and Wilkinson (2011), Toni

et al. (2009) and Sunnåker et al. (2013) review techniques relevant to the inverse problem.

Given the relevance of stochastic computational methods to the life sciences, the aim of this

review is to present an accessible summary of computational aspects relating to efficient simu-

lation for both the forwards and inverse problems. Practical examples and algorithmic descrip-

tions are presented and aimed at applied mathematicians and applied statisticians with interests

in the life sciences. However, we expect the techniques presented here will also be of interest

to the wider life sciences community. Supplementary material provides clearly documented

code examples (available from GitHub https://github.com/ProfMJSimpson/Warne2018) using

the MATLAB® programming language.

4.2 Biochemical reaction networks

We provide an algorithmic introduction to stochastic biochemical reaction network models. In

the literature, rigorous theory exists for these stochastic modelling approaches (Gillespie, 1992).

However, we focus on an informal definition useful for understanding computational methods

in practice. Relevant theory on the chemical master equation, Markov processes and stochastic

differential equations is not discussed in any detail (See Erban et al. (2007), Higham (2001) and

Wilkinson (2012) for accessible introductions to these topics).

https://github.com/ProfMJSimpson/Warne2018
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Consider a domain, for example, a cell nucleus, that contains a number of chemical species.

The population count for a chemical species is a non-negative integer called its copy number. A

biochemical reaction network model is specified by a set of chemical formulae that determine

how the chemical species interact. For example,X+2Y → Z+W , states “oneX molecule and

two Y molecules react to produce one Z molecule and one W molecule”. If a chemical species

is involved in a reaction, then the number of molecules required as reactants or produced as

products are called stoichiometric coefficients. In the example, Y has a reactant stoichiometric

coefficient of two, and Z has a product stoichiometric coefficient of one.

4.2.1 A computational definition

Consider a set ofM reactions involvingN chemical species with copy numbersX1(t), . . . , XN(t)

at time t. The state vector is an N × 1 vector of copy numbers, X(t) = [X1(t), . . . , XN(t)]T .

This represents the state of the population of chemical species at time t. When a reaction occurs,

the copy numbers of the reactants and products are altered according to their respective stoichio-

metric coefficients. The net state change caused by a reaction event is called its stoichiometric

vector. If reaction j occurs, then a new state is obtained by adding its stoichiometric vector, νj ,

that is,

X(t) = X(t−) + νj, (4.1)

where t− denotes the time immediately preceding the reaction event. The vectors ν1, . . . ,νM

are obtained through νj = ν+
j − ν−j , where ν−j and ν+

j are, respectively, vectors of the reactant

and product stoichiometric coefficients of the chemical formula of reaction j. Equation (4.1)

describes how reaction j affects the system.

Gillespie (1977, 1992) presents the fundamental theoretical framework that provides a proba-

bilistic rule for the occurrence of reaction events. We shall not focus on the details here, but the

essential concept is based on the stochastic law of mass action. Informally,

P(Reaction j occurs in [t, t+ dt)) ∝ dt× # of possible reactant combinations. (4.2)

The tacit assumption is that the system is well-mixed with molecules equally likely to be

found anywhere in the domain. The right hand side of Equation (4.2) is typically expressed
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as aj(X(t))dt, where aj(X(t)) is the propensity function of reaction j. That is,

aj(X(t)) = constant × total combinations in X(t) for reaction j, (4.3)

where the positive constant is known as the kinetic rate parameter1. Equations (4.1)–(4.3)

are the main concepts needed to consider computational methods for the forwards problem.

Importantly, Equations (4.1) and (4.2) indicate that the possible model states are discrete, but

state changes occur in continuous time.

4.2.2 Two examples

We now provide some representative examples of biochemical reaction networks that will be

used throughout this chapter.

4.2.2.1 Mono-molecular chain

Consider two chemical species,A andB, and three reactions that form a mono-molecular chain,

∅ k1→ A︸ ︷︷ ︸
external production

of A molecules

, A
k2→ B︸ ︷︷ ︸

decay of A molecules
into B molecules

, B
k3→ ∅︸ ︷︷ ︸

external consumption
of B molecules

, (4.4)

with kinetic rate parameters k1, k2, and k3. We adopt the convention that ∅ indicates the

reactions are part of an open system involving external chemical processes that are not explicitly

represented in Equation (4.4). Given the state vector, X(t) = [A(t), B(t)]T , the respective

propensity functions are

a1(X(t)) = k1, a2(X(t)) = k2A(t), a3(X(t)) = k3B(t), (4.5)

1These are not “rates” but scale factors on reaction event probabilities. A “slow” reaction with low kinetic rate
may still occur rapidly, but the probability of this event is low.
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and the stoichiometric vectors are

ν1 =

1

0

 , ν2 =

−1

1

 , ν3 =

 0

−1

 . (4.6)

This mono-molecular chain is interesting since it is a part of general class of biochemical

reaction networks that are analytically tractable, though they are only applicable to relatively

simple biochemical processes (Jahnke and Huisinga, 2007).

4.2.2.2 Enzyme kinetics

A biologically applicable biochemical reaction network describes the catalytic conversion of

a substrate, S, into a product, P , via an enzymatic reaction involving enzyme, E. This is

described by Michaelis–Menten enzyme kinetics (Michaelis and Menten, 1913; Rao and Arkin,

2003),

E + S
k1→ C︸ ︷︷ ︸

enzyme and substrate molecules
combine to form a complex

, C
k2→ E + S︸ ︷︷ ︸

decay of a complex

, C
k3→ E + P︸ ︷︷ ︸

catalytic conversion
of substrate to product

, (4.7)

with kinetic rate parameters, k1, k2, and k3. This particular enzyme kinetic model is a closed

system. Here we have the state vector X(t) = [E(t), S(t), C(t), P (t)]T , propensity functions

a1(X(t)) = k1E(t)S(t), a2(X(t)) = k2C(t), a3(X(t)) = k3C(t), (4.8)

and stoichiometric vectors

ν1 =



−1

−1

1

0


, ν2 =



1

1

−1

0


, ν3 =



1

0

−1

1


. (4.9)

Since the first chemical formula involves two reactant molecules, there is significantly less

progress that can be made without computational methods.
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See MonoMolecularChain.m and MichaelisMenten.m for example code to generate

useful data structures for these biochemical reaction networks. These two biochemical reaction

networks have been selected to demonstrate two stereotypical problems. In the first instance, the

mono-molecular chain model, the network structure enables progress to be made analytically.

The enzyme kinetic model, however, represents a more realistic case in which computational

methods are required. The focus on these two representative models is done so that the exposi-

tion is clear.

4.3 The forwards problem

Given a biochemical reaction network with known kinetic rate parameters and some initial

state vector, X(0) = x0, we consider the forwards problem. That is, we wish to predict

the future evolution. Since we are dealing with stochastic models, all our methods for dealing

with future predictions will involve probabilities, random numbers and uncertainty. We rely on

standard code libraries2 for generating samples from uniform (i.e., all outcomes equally likely),

Gaussian (i.e., the bell curve), exponential (i.e., time between events), and Poisson distributions

(i.e., number of events over a time interval) and do not discuss algorithms for generating samples

from these distributions. This enables the focus of this chapter to be on algorithms specific to

biochemical reaction networks.

There are two key aspects to the forwards problem: (i) the simulation of a biochemical reaction

network that replicates the random reaction events over time; and (ii) the calculation of average

behaviour and variability among all possible sequences of reaction events. Relevant algorithms

for dealing with both these aspects are reviewed and demonstrated.

4.3.1 Generation of sample paths

Here, we consider algorithms that deal with the simulation of biochemical reaction network

evolution. These algorithms are probabilistic, that is, the output of no two simulations, called

2We utilise the Statistics and Machine Learning Toolbox within the MATLAB® environment for generating
random samples from any of the standard probability distributions.
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sample paths, of the same biochemical reaction network will be identical. The most fundamen-

tal stochastic simulation algorithms (SSAs) for sample path generation are based on the work

of Gillespie (1977, 2000, 2001), Gibson and Bruck (2000), and Anderson (2007).

4.3.1.1 Exact stochastic simulation algorithms

Exact SSAs generate sample paths, over some interval t ∈ [0, T ], that identically follow the

probability laws of the fundamental theory of stochastic chemical kinetics (Gillespie, 1992).

Take a sufficiently small time interval, [t, t+ dt), such that the probability of multiple reactions

occurring in this interval is zero. In such a case, the reactions are mutually exclusive events.

Hence, based on Equations (4.2) and (4.3), the probability of any reaction event occurring in

[t, t+ dt) is the sum of the individual event probabilities,

P(Any reaction occurs in [t, t+ dt)) = P(Reaction 1 occurs in [t, t+ dt)) + · · ·

+ P(Reaction M occurs in [t, t+ dt))

= a0(X(t))dt,

where a0(X(t)) = a1(X(t)) + · · ·+ aM(X(t)) is the total reaction propensity function. There-

fore, if we know that the next reaction occurs at time s ∈ [t, t+ dt), then we can: (i) randomly

select a reaction with probabilities, a1(X(s))/a0(X(s)), . . . , aM(X(s))/a0(X(s)); and (ii) up-

date the state vector according to the respective stoichiometric vector, ν1, . . . ,νM .

All that remains for an exact simulation method is to determine the time of the next reaction

event. Gillespie (1977) demonstrates that the time interval between reactions, ∆t, may be

treated as a random variable that is exponentially distributed with rate a0(X(t)), that is,

∆t ∼ Exp(a0(X(t))). Therefore, we arrive at the most fundamental exact SSA, the Gillespie

direct method:

1. initialise, time t = 0 and state vector X = x0;

2. calculate propensities, a1(X), . . . , aM(X), and a0(X) = a1(X) + · · ·+ aM(X);

3. generate random sample of the time to next reaction, ∆t ∼ Exp(a0(X));

4. if t+ ∆t > T , then terminate the simulation, otherwise, go to step 5;
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5. randomly select integer j from the set {1, . . . ,M} with

P(j = 1) = a1(X)/a0(X), . . . ,P(j = M) = aM(X)/a0(X);

6. update state, X = X + νj , and time t = t+ ∆t, then go to step 2.

An example implementation, GillespieDirectMethod.m, and example usage,

DemoGillespie.m are provided. Figure 4.1 demonstrates sample paths generated by Gille-

spie direct method for the mono-molecular chain model (Figure 4.1(A)) and the enzyme kinetic

model (Figure 4.1(B)).

A mathematically equivalent, but more computationally efficient, exact SSA formulation is

derived by Gibson and Bruck (2000). Their method independently tracks the next reaction

time of each reaction separately. The next reaction to occur is the one with the smallest next

reaction time, therefore no random selection of reaction events is required. It should, however,

be noted that the Gillespie direct method may also be improved to yield the optimised direct

method (Cao et al., 2004) with similar performance benefits. Anderson (2007) further refines

the method of Gibson and Bruck by scaling the times of each reaction so that the scaled

times between reactions follow unit-rate exponential random variables. This scaling allows

the method to be applied to more complex biochemical reaction networks with time-dependent

propensity functions, however, the recently proposed Extrande method (Voliotis et al., 2016) is

computationally superior. In Anderson’s approach, scaled times are tracked for each reaction

independently with tj being the current time at the natural scale of reaction j. This results in

the modified next reaction method:

1. initialise, global time t = 0, state vector X = x0 and scaled times

t1 = t2 = · · · = tM = 0;

2. generate M first reaction times, s1, . . . , sM ∼ Exp(1);

3. calculate propensities, a1(X), . . . , aM(X);

4. rescale time to next reaction, ∆tj = (sj − tj)/aj(X) for j = 1, 2, . . . ,M ;

5. choose reaction k, such that ∆tk = min {∆t1, . . . ,∆tM};

6. if t+ ∆tk > T terminate simulation, otherwise go to step 7;
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7. update rescaled times, tj = tj + aj(X)∆tk for j = 1, . . . ,M , state X = X + νk and

global time t = t+ ∆tk;

8. generate scaled next reaction time for reaction k, ∆sk ∼ Exp(1);

9. update next scaled reaction time sk = sk + ∆sk, and go to step 3.

An example implementation, ModifiedNextReactionMethod.m, and example usage,

DemoMNRM.m are provided. Figure 4.1 demonstrates sample paths generated by the modified

next reaction method for the mono-molecular chain model (Figure 4.1(C)) and the enzyme

kinetic model (Figure 4.1(D)). Note that the sample paths are different to those generated using

the Gillespie direct method, despite the random number generators being initialised the same

way. However, both represent exact sample paths, that is, sample paths that exactly follow the

dynamics of the biochemical reaction network.

While the Gillespie direct method and the more efficient modified next reaction method and

optimised direct method represent the most fundamental examples of exact SSAs, other ad-

vanced methods are also available to further improve the computational performance for large

and complex biochemical reaction networks. Particular techniques include partial-propensity

factorisation (Indurkhya and Beal, 2010), rejection-based methods (Thanh et al., 2014; Thanh,

2017) and composition-rejection (Slepoy et al., 2008) methods. We do not discuss these ap-

proaches, but we highlight them to indicate that efficient exact SSA method development is still

an active area of research.
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Figure 4.1: Examples of exact sample paths of the mono-molecular chain model using the (A) Gillespie direct method and (C) modified next
reaction method; similarly exact sample paths of the enzyme kinetics model using the (B) Gillespie direct method and (D) modified next reaction
method. Approximate sample paths may be computed with less computational burden using the tau leaping method with τ = 2, at the expense of
accuracy: (E) the mono-molecular chain model and (F) the enzyme kinetics model. Every sample path will be different; as demonstrated by four
distinct simulations of (G) the mono-molecular chain model and (H) the enzyme kinetics model. However, trends are revealed when 100 simulations
are overlaid to reveal states of higher probability density using (I) the mono-molecular chain model and (J) the enzyme kinetics model. The mono-
molecular chain model simulations are configured with parameters k1 = 1.0, k2 = 0.1, k3 = 0.05, and initial state A(0) = 100, B(0) = 0. The
enzyme kinetics model simulations are configured with parameters k1 = 0.001, k2 = 0.005, k3 = 0.01, and initial state E(0) = 100, S(0) = 100,
C(0) = 0, P (0) = 0.
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4.3.1.2 Approximate stochastic simulation algorithms

Despite some computational improvements provided by the modified next reaction method (An-

derson, 2007; Gibson and Bruck, 2000), all exact SSAs are computationally intractable for

large biochemical populations and with many reactions, since every reaction event is simulated.

Several approximate SSAs have been introduced in an attempt to reduce the computational

burden while sacrificing accuracy.

The main approximate SSA we consider is also developed by Gillespie (2001) almost 25 years

after the development of the Gillespie direct method. The key idea is to evolve the system in

discrete time steps of length τ , hold the propensity functions constant over the time interval

[t, t + τ) and count the number of reaction events that occur. The state vector is then updated

based on the net effect of all the reaction events. The number of reaction events within the

interval can be shown to be a random variable distributed according to a Poisson distribution

with mean aj(X(t))τ . If Yj denotes the number of reaction j events in [t, t+ τ) then

Yj ∼ Po(aj(X(t))τ). The result is the tau leaping method:

1. initialise, time t = 0 and state Z = x0;

2. if t+ τ > T then terminate simulation, otherwise continue;

3. calculate propensities, a1(Z), . . . , aM(Z);

4. generate reaction event counts, Yj ∼ Po(aj(Z)τ) for j = 1, . . . ,M ;

5. update state, Z = Z + Y1ν1 + · · ·YMνM , and time t = t+ τ ;

6. go to step 2.

Note that we use the notation Z(t) to denote an approximation of the true state X(t). An

example implementation, TauLeapingMethod.m, and example usage, DemoTauLeap.m

are provided. Figure 4.1 demonstrates sample paths generated by the tau leaping method for

the mono-molecular chain model (Figure 4.1(E)) and the enzyme kinetic model (Figure 4.1(F)).

Note that there is a visually obvious difference in the noise patterns of the tau leaping method

sample paths and the exact SSA sample paths (Figure 4.1(A)–(D)).
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The tau leaping method is the only approximate SSA that we will explicitly discuss as it captures

the essence of what approximations try to achieve; trading accuracy for improved performance.

Several variations of the tau leaping method have been proposed to improve accuracy, such as

adaptive τ selection (Cao et al., 2005a, 2006), implicit schemes (Rathinam et al., 2003) and

the replacement of Poisson random variables with binomial random variables (Tian and Bur-

rage, 2004). Hybrid methods that combine exact SSAs and approximations that split reactions

into different time-scales are also particularly effective for large scale networks with reactions

occurring on very different time-scales (Cao et al., 2005b; E et al., 2005). Other approximate

simulation approaches are, for example, based on a continuous state chemical Langevin equa-

tion approximation (Cotter and Erban, 2016; Gillespie, 2000; Wilkinson, 2009) and employ

numerical schemes for stochastic differential equations (Burrage et al., 2004; Higham, 2001).

4.3.2 Computation of summary statistics

Due to the stochastic nature of biochemical reaction networks, one cannot predict with certainty

the future state of the system. Averaging over n sample paths can, however, provide insights

into likely future states. Figure 4.1(G),(H) show that there is considerable variation in four

independent sample paths, n = 4, of the mono-molecular chain and enzyme kinetic models.

However, there is still a qualitative similarity between them. This becomes more evident for

n = 100 sample paths, as in Figure 4.1(I),(J). The natural extension is to consider average

behaviour as n→∞.

4.3.2.1 Using the chemical master equation

From a probability theory perspective, a biochemical reaction network model is a discrete-state,

continuous-time Markov process. One key result for discrete-state, continuous-time Markov

processes is, given an initial state, X(t) = x0, one can describe how the probability distribution
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of states evolves. This is given by the chemical master equation (Gillespie, 1992)3,

dP (x, t | x0)

dt
=

M∑
j=1

aj(x− νj)P (x− νj, t | x0)︸ ︷︷ ︸
probability increase from events

that cause state change to x

−P (x, t | x0)
M∑
j=1

aj(x)︸ ︷︷ ︸
probability decrease from events
that cause state change from x

, (4.10)

where P (x, t | x0) is the probability that X(t) = x given X(0) = x0. Solving the chemical

master equation provides an explicit means of computing the probability of being in any state at

any time. Unfortunately, solutions to the chemical master equation are only known for special

cases (Gadgil et al., 2005; Jahnke and Huisinga, 2007).

However, the mean and variance of the biochemical reaction network molecule copy numbers

can sometimes be derived without solving the chemical master equation. For example, for

the mono-molecular chain model (Equation (4.4)), one may use Equation (4.10) to derive the

following system of ordinary differential equations (see Section 4.6.1),

dMa(t)

dt
= k1 − k2Ma(t), (4.11)

dMb(t)

dt
= k2Ma(t)− k3Mb(t), (4.12)

dVa(t)
dt

= k1 + k2Ma(t)− 2k2Va(t), (4.13)

dVb(t)
dt

= k2Ma(t) + k3Mb(t) + 2k2Ca,b(t)− k3Vb(t), (4.14)

dCa,b(t)
dt

= k2Va(t)− k2Ma(t)− (k2 + k3)Ca,b(t), (4.15)

where Ma(t) and Va(t) (Mb(t) and Vb(t)) are the mean and variance of the copy number A(t)

(B(t)) over all possible sample paths. Ca,b(t) is the covariance of between A(t) and B(t).

Equations (4.11)–(4.15) are linear ordinary differential equations than can be solved analytically

and the solution is plotted in Figure 4.2(A) superimposed with a population of sample paths.

3In the theory of Markov processes, this equation is known as the Kolmogorov forward equation.
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Figure 4.2: (A) The chemical master equation mean (black dashed) ± two standard deviations (black dots) of copy numbers of A (blue) and B
(red) chemical species are displayed over simulated sample paths to demonstrate agreement. (B) The stationary distributions of A and B computed
using: long running, T = 1000, simulated sample paths (blue/red histograms); Gaussian approximation (blue/red dashed) using long time limits
of chemical master equation mean and variances; and the long time limit of the full chemical master equation solution (blue/red dots). Transient
chemical master equation solution at times (C) t = 5, (D) t = 20, and (E) t = 60. (F) chemical master equation solution stationary distribution.
The parameters are k1 = 1.0, k2 = 0.1, k3 = 0.05, and initial state is A(0) = 100, B(0) = 0.
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The long time limit behaviour of a biochemical reaction network can also be determined.

For the mono-molecular chain, as t → ∞ we have: Ma(t) → k1/k2; Va(t) → k1/k2;

Mb(t) → k1/k3; Vb(t) → k1/k3; and Ca,b(t) → 0. We can approximate the long time

steady state behaviour, called the stationary distribution, of the mono-molecular chain model

as two independent Gaussian random variables. That is, as t → ∞, A(t) → A∞ with

A∞ ∼ N (k1/k2, k1/k2). Similarly, B(t) → B∞ with B∞ ∼ N (k1/k3, k1/k3). This

approximation is shown in Figure 4.2(B) against histograms of sample paths generated using

large values of T (see example code, DemoStatDist.m).

In the case of the mono-molecular chain model, the chemical master equation is analytically

tractable (Gadgil et al., 2005; Jahnke and Huisinga, 2007). However, the solution is alge-

braically complicated and non-trivial to evaluate (see Section 4.6.2). The full chemical master

equation solution in Figure 4.2(C)–(E) and the true stationary distribution of two independent

Poisson distributions is shown in Figure 4.2(F). The true stationary distribution is also compared

with the Gaussian approximation in Figure 4.2(B); the approximation is reasonably accurate,

however, we could have also reasonably surmised the true stationary distribution by noting that,

for a Poisson distribution, the mean is equal to the variance.

4.3.2.2 Monte Carlo methods

The chemical master equation can yield insight for special cases, however, for practical prob-

lems, such as the enzyme kinetic model, the chemical master equation is intractable and numer-

ical methods are required. Here, we consider numerical estimation of the mean state vector at a

fixed time, T .

In probability theory, the mean of a distribution is defined via an expectation,

E [X(T )] =
∑
x∈Ω

xP (x, T | x0), (4.16)

where Ω is the set of all possible states. It is important to note that the methods we describe

here are equally valid for a more general expectations of the form E [f(X(T ))] where f is some

function that satisfies certain conditions (Giles, 2015).
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We usually cannot compute Equation (4.16) directly since Ω is typically infinite and the chem-

ical master equation is intractable. However, exact SSAs provide methods for sampling the

chemical master equation distribution, X(T ) ∼ P (x, T | x0). This leads to the Monte Carlo

estimator

E [X(T )] ≈ X̂(T ) =
1

n

n∑
i=1

X(T )(i), (4.17)

where X(T )(1), . . . ,X(T )(n) are n independent sample paths of the biochemical reaction net-

work of interest (see example implementation MonteCarlo.m).

Unlike Equation (4.16), the Monte Carlo estimates, such as Equation (4.17), are random vari-

ables for finite n. This incurs a probabilistic error. A common measure of the accuracy of

a Monte Carlo estimator, µ̂(T ), of some expectation, E [µ(T )], is the mean-square error that

evaluates the average error behaviour and may be decomposed as follows,

E
[
(µ̂(T )− E [µ(T )])2]︸ ︷︷ ︸

mean-square error

= V [µ̂(T )]︸ ︷︷ ︸
Estimator variance

+

E [µ̂(T )]− E [µ(T )]︸ ︷︷ ︸
Estimator bias

2

. (4.18)

Equation (4.18) highlights that there are two sources of error in a Monte Carlo estimator, the

estimator variance and bias, and much of the discussion that follows deals with how to balance

both these error sources in a computationally efficient manner.

Through analysis of the mean-square error of an estimator, the rate at which the mean-square

error decays as n increases can be determined. Hence, we can determine how large n needs to

be satisfy the condition √
E
[
(µ̂(T )− E [µ(T )])2] ≤ ch, (4.19)

where c is a positive constant and h is called the error tolerance.

Since E
[
X̂(T )

]
= E [X(T )], the bias term in Equation (4.18) is zero and we call X̂(T ) an

unbiased estimator of E [X(T )]. For an unbiased estimator, the mean-square error is equal

to the estimator variance. Furthermore, V
[
X̂(T )

]
= V [X(T )] /n, so the estimator variance

decreases linearly with n, for sufficiently large n. Therefore, h ∝ 1/
√
n. That is, to halve h,

one must increase n by a factor of four. This may be prohibitive with exact SSAs, especially for

biochemical reaction networks with large variance. In the context of the Monte Carlo estimator

using an exact SSA (Equation (4.17)), for n sufficiently large, the central limit theorem (CLT)
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states that X̂(T ) ∼ N (E [X(T )] ,V [X(T )] /n) (see Wilkinson (2012) for a good discussion

on the CLT).

Computational improvements can be achieved by using an approximate SSA, such as the tau

leaping method,

E [X(T )] ≈ E [Z(T )] ≈ Ẑ(T ) =
1

n

n∑
i=1

Z(T )(i), (4.20)

where Z(T )(1), . . . ,Z(T )(n) are n independent approximate sample paths of the biochemical

reaction network of interest (see the example implementation MonteCarloTauLeap.m).

Note that, E
[
Ẑ(T )

]
= E [Z(T )]. Since, E [Z(T )] 6= E [X(T )] in general, we call ˆZ(T) a

biased estimator. Even in the limit of n→∞, the bias term in Equation (4.18) may not be zero,

which incurs a lower bound on the best achievable error tolerance, h, for fixed τ . However,

it has been shown that the bias of the tau leaping method decays linearly with τ (Anderson

et al., 2011; Li, 2007). Therefore, to satisfy the error tolerance condition (Equation (4.19))

we not only require n ∝ 1/h2, but also τ ∝ h. That is, as h decrease the performance

improvement of Monte Carlo with the tau leaping method reduces by a factor of τ , because

the computational cost of the tau leaping method is proportional to 1/τ . In Figure 4.3(A), the

decay of the computational advantage in using the tau leaping method for Monte Carlo over

the Gillespie direct method is evident, and eventually the tau leaping method will be more

computationally burdensome than the Gillespie direct method. By the CLT, for large n, we

have Ẑ(T ) ∼ N (E [Z(T )] ,V [Z(T )] /n).

The utility of the tau leaping method for accurate (or exact) Monte Carlo estimation is iden-

tified by Anderson and Higham (2012) through extending the idea of multilevel Monte Carlo

(MLMC) originally proposed by Giles for stochastic differential equations (Giles, 2008, 2015).

Consider a sequence of L + 1 tau leaping method time steps τ0, τ1, . . . , τL, with τ` < τ`−1 for

` = 1, . . . , L. Let Z`(T ) denote the state vector of a tau leaping method approximation using

time step τ`. Assume τL is small enough that E [ZL(T )] is a good approximation of E [X(T )].

Note, for large τ` (small `), sample paths are cheap to generate, but inaccurate; conversely, small

τ` (large `) results in computationally expensive, but accurate sample paths.
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Figure 4.3: (A) Improved performance from MLMC when estimating E [B(T )] at T = 100
using the mono-molecular chain model with parameters k1 = 10, k2 = 0.1, k3 = 0.5, and
initial condition A(0) = 1000, B(0) = 0; the computational advantage of the tau leaping
method (red triangles dashed) over the Gillespie direct method (blue circles dashed) for Monte
Carlo diminishes as the required error tolerance decreases. The MLMC method (black squares
dashed) exploits the correlated tau leaping method to obtain sustained computational efficiency.
(B) Demonstration of correlated tau leaping method simulations for nested τ steps; sample paths
using a step of τ = 2 (red dashed), τ = 4 (yellow dot-dashed), and τ = 8 (purple dots) are all
correlated with the same τ = 1 trajectory (blue solid). Computations are performed using an
Intel® Core™ i7-5600U CPU (2.6 GHz).

We can write

E [X(T )] ≈ E [ZL(T )]︸ ︷︷ ︸
low bias

approximation

= E [ZL−1(T )]︸ ︷︷ ︸
slightly biased
approximation

+E [ZL(T )− ZL−1(T )]︸ ︷︷ ︸
bias correction

= E [ZL−2(T )]︸ ︷︷ ︸
slightly more biased

approximation

+E [ZL−1(T )− ZL−2(T )] + E [ZL(T )− ZL−1(T )]︸ ︷︷ ︸
two bias corrections

...

= E [Z0(T )]︸ ︷︷ ︸
very biased

approximation

+
L∑
`=1

E [Z`(T )− Z`−1(T )]︸ ︷︷ ︸
L bias corrections

. (4.21)

Importantly, the final estimator on the right of Equation (4.21), called the multilevel telescoping

summation, is equivalent in bias to E [ZL(T )]. At first glance, Equation (4.21) looks to have

complicated the computational problem and inevitably decreased performance of the Monte

Carlo estimator. The insight of Giles (2008), in the context of stochastic differential equation
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models for financial applications, is that the bias correction terms may be computed using Monte

Carlo approaches that involve generating highly correlated sample paths in estimation of each

of the correction terms, thus reducing the variance in the bias corrections. If the correlation is

strong enough, then the variance decays such that few of the most accurate tau leaping method

sample paths are required; this can result in significant computational savings.

A contribution of Anderson and Higham (2012) is an efficient method of generating correlated

tau leaping method sample path pairs (Z`(T ),Z`−1(T )) in the case when τ` = τ`−1/δ for some

positive integer scale factor δ. The algorithm is based on the property that the sum of two

Poisson random variables is also a Poisson random variable. This enables the sample path with

τ`−1 to be constructed as an approximation to the sample path with τ` directly. Figure 4.3(B)

demonstrates tau leaping method sample paths ofB(t) in the mono-molecular chain model with

τ = 2, 4, 8 generated directly from a tau leaping method sample path with τ = 1. The algorithm

can be thought of as generating multiple approximations of the same exact biochemical reaction

network sample path. The algorithm is the correlated tau leaping method:

1. initialise time t = 0, and states Z`, Z`−1 corresponding to sample paths with τ = τ` and

τ = τ`−1, respectively;

2. if t+ τ` > T , then terminate simulation, otherwise, continue;

3. calculate propensities for path Z`, a1(Z`), . . . , aM(Z`);

4. if t/τ` is not an integer multiple of δ, then go to step 6, otherwise continue;

5. calculate propensities for path Z`−1, a1(Z`−1), . . . , aM(Z`−1), initialise intermediate state

Z̄ = Z`−1;

6. for each reaction j = 1, . . . ,M ;

(a) calculate virtual propensities, bj,1 = min{aj(Z`), aj(Z`−1)}, bj,2 = aj(Z`) − bj,1,

and bj,3 = aj(Z`−1)− bj,1;

(b) generate virtual reaction event counts, Yj,1 ∼ Po(bj,1τ`), Yj,2 ∼ Po(bj,2τ`), and

Yj,3 ∼ Po(bj,3τ`);

7. set, Z` = Z` + (Y1,1 + Y1,2)ν1 + · · ·+ (YM,1 + YM,2)νM ;
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8. set, Z̄ = Z̄ + (Y1,1 + Y1,3)ν1 + · · ·+ (YM,1 + YM,3)νM ;

9. if (t+ τ`)/τ` is an integer multiple of δ, then Set Z`−1 = Z̄;

10. update time t = t+ τ`, and go to step 2.

See example implementation, CorTauLeapingMethod.m, and example usage

DemoCorTauLeap.m.

Given the correlated tau leaping method, Monte Carlo estimation can be applied to each term

in Equation (4.21) to give

ẐL(T ) =
1

n0

n0∑
i=1

Z0(T )(i) +
L∑
`=1

1

n`

n∑̀
i=1

[
Z`(T )(i) − Z`−1(T )(i)

]
, (4.22)

where Z0(T )(1), . . . ,Z0(T )(n0) are n0 independent tau leaping method sample paths with τ = τ0,

and (Z`(T )(1), Z`−1(T )(1)), . . . , (Z`(T )(n`),Z`−1(T )(n`)) are n` paired correlated tau leaping

method sample paths with time steps τ = τ`, τ = τ`−1 and τ`−1 = δτ` for each bias correction

` = 1, 2, . . . , L. Given an error tolerance, h, it is possible to calculate an optimal sequence of

sample path numbers n0, n1, . . . , nL such that the total computation time is optimised (Anderson

and Higham, 2012; Lester et al., 2016; Giles, 2008). The results are shown in Figure 4.3(A) for

a more computationally challenging parameter set of the mono-molecular chain model. See the

example implementation, MultilevelMonteCarlo.m and DemoMonteCarlo.m, for the

full performance comparison.

As formulated here, MLMC results in a biased estimator, though it is significantly more efficient

to reduce the bias of this estimator than by direct use of the tau leaping method. If an unbiased

estimator is required, then this can be achieved by correlating exact SSA sample paths with

approximate SSA sample paths. Anderson and Higham (2012) demonstrate a method for

correlating tau leaping method sample paths and modified next reaction method sample paths,

and Lester et al. (2016) demonstrate correlating tau leaping method sample paths and Gillespie

direct method sample paths. Further refinements such as adaptive and non-nested τ` steps are

also considered by Lester et al. (2015), a multilevel hybrid scheme is developed by Moraes et al.

(2016) and Wilson and Baker (2016) use MLMC and maximum entropy methods to generate

approximations to the chemical master equation.
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4.3.3 Summary of the forwards problem

Significant progress has be made in the study of computational methods for the solution to the

forwards problem. As a result, the forwards problem is relatively well understood, particularly

for well-mixed systems, such as the biochemical reaction network models we consider in this

chapter.

An exact solution to simulation is achieved though the development of exact SSAs. However,

if Monte Carlo methods are required to determine expected behaviours, then exact SSAs can be

computationally burdensome. While approximate SSAs provide improvements is some cases,

highly accurate estimates will still often become burdensome since very small time steps will

be required to keep the bias at the same order as the estimator standard deviation. In this

respect, MLMC methods provide impressive computational improvements without any loss in

accuracy. Such methods have become popular in financial applications (Giles, 2015; Higham,

2015), however, there have been fewer examples in a biological setting.

Beyond the Gillespie direct method, the efficiency of sample path generation has been dramat-

ically improved through the advancements in both exact SSAs and approximate SSAs. While

approximate SSAs like the tau leaping method provide computational advantages, they also

introduce approximations. Some have noted that the error in these approximations likely to be

significantly lower than the modelling error compared with the real biological systems (Wilkin-

son, 2009). However, there is no general theory or guidelines as to when approximate SSAs are

safe to use for applications.

We have only dealt with stochastic models that are well-mixed, that is, spatially homogeneous.

The development of robust theory and algorithms accounting for spatial heterogeneity is still an

active area of research (Gillespie et al., 2013; Schnoerr et al., 2017; Smith and Grima, 2016).

The model of biochemical reaction networks, based on the chemical master equation, can be

extended to include spatial dynamics through the reaction-diffusion master equation (Isaacson,

2008). However, care must be taken in its application because the kinetics of the reaction-

diffusion master equation depend on the spatial discretisation and it not always guaranteed to

converge in the continuum limit (Erban and Chapman, 2009; Fange et al., 2010; Gillespie et al.,

2014; Isaacson, 2008; Smith and Grima, 2016). We refer the reader to Gillespie et al. (Gillespie

et al., 2013) and Isaacson (Isaacson, 2008) for useful discussions on this topic.
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State-of-the-art Monte Carlo schemes, such as MLMC methods, have the potential to sig-

nificantly accelerate the computation of summary statistics for the exploration of the range

of biochemical reaction network behaviours. However, these approaches are also known to

perform poorly for some biochemical reaction network models (Anderson and Higham, 2012).

An open question is related to the characterisation of biochemical reaction network models

that will benefit from a MLMC scheme for summary statistic estimation. Furthermore, to our

knowledge there has been no application of the MLMC approach to the spatially heterogeneous

case. The potential performance gains make MLMC a promising space for future development.

4.4 The inverse problem

When applying stochastic biochemical reaction network models to real applications, one of-

ten wants to perform statistical inference to estimate the model parameters. That is, given

experimental data, and a biochemical reaction network model, the inverse problem seeks to

infer the kinetic rate parameters and quantify the uncertainty in those estimates. Just as with

the forwards problem, an enormous volume of literature has been dedicated to the problem of

inference in stochastic biochemical reaction network models. Therefore, we cannot cover all

computational methods in detail. Rather we focus on a computational Bayesian perspective.

For further reading, the monograph by Wilkinson (2012) contains very accessible discussions

on inference techniques in a systems biology setting, also the monographs by Gelman et al.

(2014) and Sisson et al. (2018) contain a wealth of information on Bayesian methods more

generally.

4.4.1 Experimental techniques

Typically, time course data are derived from time-lapse microscopy images and fluorescent re-

porters (Finkenstädt et al., 2008; Iofalla et al., 2008; Wilkinson, 2009). Advances in microscopy

and fluorescent technologies are enabling intracellular processes to be inspected at unprece-

dented resolutions (Chen et al., 2014; Bajar et al., 2016; Leung and Chou, 2011; Sahl et al.,

2017). Despite these advances, the resulting data never provide complete observations since: (i)

the number of chemical species that may be observed concurrently is relatively low (Wilkinson,
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2009); (ii) two chemical species might be indistinguishable from each other (Golightly and

Wilkinson, 2011); and (iii) the relationships between fluorescence levels and actual chemical

species copy numbers may not be direct, in particular, the degradation of a protein may be more

rapid than that of the fluorescent reporter (Iofalla et al., 2008; Vittadello et al., 2018). That is,

inferential methods must be able to deal with uncertainty in observations.

For the purposes of this chapter, we consider time-course data. Specifically, we suppose the data

consists of nt observations of the biochemical reaction network state vector at discrete points

in time, t1, t2, . . . , tnt . That is, Yobs = [Y(t1),Y(t2), . . . ,Y(tnt)], where Y(t) represents an

observation of the state vector sample path X(t). To model observational uncertainty, it is

common to treat observations as subject to additive noise (Finkenstädt et al., 2008; Golightly

and Wilkinson, 2011; Schnoerr et al., 2017; Toni et al., 2009), so that

Y(t) = AX(t) + ξ, (4.23)

where A is a K × N matrix and ξ is a K × 1 vector of independent Gaussian random vari-

ables. The observation vectors, Y(t), are K × 1 vectors, with K ≤ N , reflecting the fact

that only a sub-set of chemical species of X(t) are generally observed, or possibly only a

linear combination of chemical species (Golightly and Wilkinson, 2011). The example code,

GenerateObservations.m, simulates this observation process (Equation (4.23)) given a

fully specified biochemical reaction network model.

4.4.1.1 Example data

The computation examples given in this chapter are based on two synthetically generated data

sets, corresponding to the biochemical reaction network models given in Section 4.2. This

enables the comparison between inference methods and the accuracy of inference.

The data for inference on the mono-molecular chain model (Equation (4.4)) are taken as perfect

observations, that is, K = N , A = I and P(ξ = 0) = 1. A single sample path is generated

for the mono-molecular chain model with true parameters, θtrue = [1.0, 0.1, 0.05], and initial

condition A(0) = 100 and B(0) = 0 using the Gillespie direct method. Observations are made

using Equation (4.23) applied at nt = 4 discrete times, t1 = 25, t2 = 50, t3 = 75 and t4 = 100.
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The resulting data are given in Section 4.6.3.

The data for inference on the enzyme kinetic model (Equation (4.7)) assumes incomplete and

noisy observations. Specifically, only the product is observed, so K = 1, A = [0, 0, 0, 1].

Further, we assume that there is some measurement error, ξ ∼ N (0, 4); that is, the error

standard deviation is two product molecules. The data is generated using the Gillespie direct

method with true parameters θtrue = [0.001, 0.005, 0.01] and initial condition E(0) = 100,

S(0) = 100, C(0) = 0 and P (0) = 0. Equation (4.23) is evaluated at nt = 5 discrete times,

t1 = 0, t2 = 20, t3 = 40, t4 = 60 and t5 = 80 (including an observation of the initial state),

yielding the data in Section 4.6.3.

4.4.2 Bayesian inference

Bayesian methods have been demonstrated to provide a powerful framework for the design of

experiments, model selection and parameter estimation, especially in the life sciences (Brown-

ing et al., 2017; Ellison, 2004; Liepe et al., 2013; Maclaren et al., 2015, 2017; Vanlier et al.,

2014) (see Chapter 2 and 3). Given observations, Yobs, and a biochemical reaction network

model parameterised by theM×1 real-valued vector of kinetic parameters, θ = [k1, k2, . . . , kM ]T ,

the task is to quantify knowledge of the true parameter values in light of the data and prior

knowledge. This is expressed mathematically through Bayes’ Theorem,

p(θ | Yobs) =
p(Yobs | θ)p(θ)

p(Yobs)
. (4.24)

The terms in Equation (4.24) are interpreted as follows: p(θ | Yobs) is the posterior distribution,

that is, the probability4 of parameter combinations, θ, given the data, Yobs; p(θ) is the prior

distribution, that is, the probability of parameter combinations before taking the data into

account; p(Yobs | θ) is the likelihood, that is, the probability of observing the data given

a parameter combination; and p(Yobs) is the evidence, that is, the probability of observing

the data over all possible parameter combinations. Assumptions about the parameters and

the biochemical reaction network model are encoded through the prior and the likelihood,

4Since θ and Yobs are real-valued, we are not really dealing with a probability distribution functions, but rather
probability density functions. We will not continue to make this distinction. However, the main technicality is that
it not longer makes sense to say “the probability of θ = θ0” but rather only “the probability that θ is close to θ0”.
The probability density function must be integrated over the region “close to θ0” to yield this probability.
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respectively. The evidence acts as a normalisation constant, and ensures the posterior is a true

probability distribution5.

First, consider the special case Y(t) = X(t), that is, the biochemical reaction network state can

be perfectly observed at time t. In this case, the likelihood is

p(Yobs | θ) =
nt∏
i=1

P (Y(ti), ti − ti−1 | Y(ti−1)) , (4.25)

where the function P is the solution to the chemical master equation (Equation (4.10)) and

t0 = 0 (Browning et al., 2019; Wilkinson, 2011). It should be noted that, due to the stochastic

nature of X(t), this perfect observation case is unlikely to recover the true parameters. Regard-

less of this issue, since the likelihood depends on the solution to the chemical master equation,

the exact Bayesian posterior will not be analytically tractable in any practical case. In fact,

even for the mono-molecular chain model there are problems since the evidence term is not

analytically tractable. The example code, DemoDirectBayesCME.m, provides an attempt at

such a computation, though this code is not practical for an accurate evaluation. Just as with the

forwards problem, we must defer to sampling methods and Monte Carlo.

4.4.3 Sampling methods

For this chapter, we focus on the task of estimating the posterior mean,

E [θ | Yobs] =

∫
Θ

θ p(θ | Yobs) dθ, (4.26)

where Θ is the space of possible parameter combinations. However, the methods presented

here are applicable to other quantities of interest. For example, the posterior covariance matrix,

C [θ | Yobs] =

∫
Θ

(θ − E [θ | Yobs]) (θ − E [θ | Yobs])
T p(θ | Yobs) dθ, (4.27)

is of interest as it provides an indicator of uncertainty associated with the inferred parameters.

Marginal distributions are extremely useful for visualisation: the marginal posterior distribution

5That is, the probability of an event that encompasses all possible outcomes is one.
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of the jth kinetic parameter is

p(kj | Yobs) =

∫
Θj

p(θ | Yobs)
∏
i6=j

dki, (4.28)

where Θj ⊂ Θ is the parameter space excluding the jth dimension.

Just as with Monte Carlo for the forwards problem, we can estimate posterior expectations

(shown here for Equation (4.26), but the method may be similarly applied to Equation (4.27)

and Equation (4.28)) using Monte Carlo,

E [θ | Yobs] ≈ θ̂ =
1

m

m∑
i=1

θ(i), (4.29)

where θ(1), . . . ,θ(m) are independent samples from the posterior distribution. In the remainder

of this section, we focus on computational schemes for generating such samples. We assume

throughout that it is possible to generate samples from the prior distribution.

It is important to note that the sampling algorithms we present are not directly relevant to

statistical estimators that are not based on expectations, such as maximum likelihood estimators

or the maximum a posteriori. However, these samplers can be modified through the use of data

cloning (Lele et al., 2007; Picchini and Anderson, 2017) to approximate these effectively. Esti-

mator variance and confidence intervals may also be estimated using bootstrap methods (Efron,

1979; Rubin, 1981).

4.4.3.1 Exact Bayesian sampling

Assuming the likelihood can be evaluated, that is, the chemical master equation is tractable, a

naı̈ve method of generating m samples from the posterior is the exact rejection sampler:

1. initialise index i = 0,

2. generate a prior sample θ∗ ∼ p(θ) ;

3. calculate acceptance probability α = p(Yobs | θ∗);

4. with probability α, accept θ(i+1) = θ∗ and i = i+ 1;
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5. if i = m, terminate sampling, otherwise go to step 2;

Unsurprisingly, this approach is almost never viable as the likelihood probabilities are often

extremely small. In the code example, DemoExactBayesRejection.m, the acceptance

probability is never more than 9× 10−15.

The most common solution is to construct a type of stochastic process (a Markov chain) in the

parameter space to generate mn steps, θ(0), . . . ,θ(mn). An essential property of the Markov

chain used is that its stationary distribution is the target posterior distribution. This approach is

called Markov chain Monte Carlo (MCMC), and a common method is the Metropolis-Hastings

method (Metropolis et al., 1953; Hastings, 1970):

1. initialise n = 0 and select starting point θ(0);

2. generate a proposal sample, θ∗ ∼ q(θ | θ(n));

3. calculate acceptance probability α = min

(
1,

p(Yobs | θ∗)p(θ∗)q(θ(n) | θ∗)
p(Yobs | θ(n))p(θ(n))q(θ∗ | θ(n))

)
;

4. with probability α, set θ(n+1) = θ∗, and with probability 1− α, set θ(n+1) = θ(n);

5. update time, n = n+ 1;

6. if n > mn, terminate simulation, otherwise go to step 2;

The acceptance probability is based on the relative likelihood between two parameter config-

urations, the current configuration θ(n) and a proposed new configuration θ∗, as generated

by the user-defined proposal kernel q(θ | θ(n)). It is essential to understand that since the

samples, θ(0), . . . ,θ(mn), are produced by a Markov chain we cannot treat the mn steps as mn

independent posterior samples. Rather, we need to take mn to be large enough that the mn steps

are effectively equivalent to m independent samples.

One challenge in MCMC sampling is the selection of a proposal kernel such that the size of

mn required for the Markov chain to reach the stationary distribution, called the mixing time,

is small (Geyer, 1992). If the variance of the proposal is too low, then the acceptance rate is

high, but the mixing is poor since only small steps are ever taken. On the other hand, a proposal

variance that is too high will almost always make proposals that are rejected, resulting in many
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wasted likelihood evaluations before a successful move event. Selecting good proposal kernels

is a non-trivial exercise and we refer the reader to Cotter et al. (2013), Green et al. (2015), and

Roberts and Rosenthal (2009) for detailed discussions on the wide variety of MCMC samplers

including proposal techniques. Other techniques used to reduce correlations in MCMC samples

include discarding the first mb steps, called burn-in iterations, or sub-sampling the chain by

using only every mhth step, also called thinning. However, in general, the use of thinning

decreases the statistical efficiency of the MCMC estimator (Link and Eaton, 2011; MacEachern

and Berliner, 1994).

Alternative approaches for exact Bayesian sampling can also be based on importance sam-

pling (Glynn and Iglehart, 1989; Wilkinson, 2012). Consider a random variable that cannot

be simulated, X ∼ p(x), but suppose that it is possible to simulate another random variable,

Y ∼ q(y). If X, Y ∈ Ω and p(x) = 0 whenever q(y) = 0, then

E [X] =

∫
Ω

xp(x) dx =

∫
Ω

x
p(x)

q(x)
q(x) dx ≈ 1

m

m∑
i=1

p(Y (i))

q(Y (i))
Y (i), (4.30)

where Y (1), . . . , Y (m) are independent samples of q(Y ). Using Equation (4.30), one can show

that if the distributions of the target, p(x), and the proposal, q(y), are similar, then a collection

of samples, Y (1), . . . , Y (m), can be used to generate m approximate samples from p(x). This is

called importance resampling:

1. generate samples Y (1), . . . , Y (m) ∼ q(y);

2. compute weightsw(1) = p(Y (1))/q(Y (1)), . . . , w(m) = p(Y (m))/q(Y (m)); for i = 1, 2, . . . ,m;

3. generate samples {X(1), . . . , X(m)} by drawing from {Y (1), . . . , Y (m)} with replacement

using probabilities P(X = Y (i)) = w(i)
/∑m

i=1 w
(i) .

In Bayesian applications the prior is often very different to the posterior. In such a case,

importance resampling may be applied using a sequence of intermediate distributions. This se-

quential importance resampling and is one approach from the family of sequential Monte Carlo

(SMC) (Del Moral et al., 2006) samplers. However, like the Metropolis-Hastings method, these

methods also require explicit calculations of the likelihood function in order to compute the

weights, thus all of these approaches are infeasible for practical biochemical reaction networks.

Therefore, we only present more practical forms of these methods later.
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More recently, it has been shown that the MLMC telescoping summation can accelerate the

computation of posterior expectations when using MCMC (Dodwell et al., 2015; Efendiev et al.,

2015) or SMC (Beskos et al., 2017). The key challenges in these applications is the development

of appropriate coupling strategies. We do not cover these technical details in this chapter.

4.4.3.2 Likelihood-free methods

Since exact Bayesian sampling is rarely tractable, due to the intractability of the chemical

master equation, alternative, likelihood-free sampling methods are required. Two main classes

of likelihood-free methods exist: (i) so-called pseudo-marginal MCMC; and (ii) approximate

Bayesian computation (ABC). The focus of this chapter is ABC methods, though we first briefly

discuss the pseudo-marginal approach.

The basis of the pseudo-marginal approach is to use a MCMC sampler (e.g., Metropolis-

Hastings method), but replace the explicit likelihood evaluation with a likelihood estimate

obtained through Monte Carlo simulation of the forwards problem (Andrieu and Roberts, 2009).

For example, a direct unbiased Monte Carlo estimator is

p(Yobs | θ) =

∫
Ωnt

nt∏
i=1

p(Y(ti) | X(ti))P (X(ti), ti − ti−1 | X(ti−1)) dX(ti)

≈ 1

n

n∑
j=1

nt∏
i=1

p(Y(ti) | X(ti)
(j)),

where [X(t1)(j), . . . ,X(tnt)
(j)]T for j = 1, 2, . . . , n are independent sample paths of the bio-

chemical reaction network of interest observed discretely at times t1, t2, . . . , tnt . The most

successful class of pseudo-marginal techniques, particle MCMC (Andrieu et al., 2010), apply

a SMC sampler to approximate the likelihood and inform the MCMC proposal mechanism.

The particle marginal Metropolis-Hastings method is a popular variant (Andrieu et al., 2010;

Golightly and Wilkinson, 2011). However, the recent model based proposals variant also holds

promise for biochemical reaction networks specifically (Pooley et al., 2015).

A particularly nice feature of pseudo-marginal methods is that they are unbiased6, that is,

the Markov chain will still converge to the exact target posterior distribution. This property

6Provided the method of estimating the likelihood is unbiased, or has bias that is independent of θ.
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is sometimes called an “exact approximation” (Golightly and Wilkinson, 2011; Wilkinson,

2012). Unfortunately, the Markov chains in these methods typically converge more slowly than

their exact counterparts. However, computational improvements have been obtained through

application of MLMC (Jasra et al., 2018).

Another popular likelihood-free approach is ABC (Pritchard et al., 1999; Sisson et al., 2018;

Tavaré et al., 1997). ABC methods have enabled very complex models to be investigated,

that are otherwise intractable (Sunnåker et al., 2013). Furthermore, ABC methods are very

intuitive, leading to wide adoption within the scientific community (Sunnåker et al., 2013).

Applications are particularly prevalent in the life sciences, especially in evolutionary biol-

ogy (Beaumont et al., 2002; Pritchard et al., 1999; Ratmann et al., 2012; Tavaré et al., 1997;

Wilkinson et al., 2011), cell biology (Johnston et al., 2014; Ross et al., 2017; Vo et al., 2015a),

epidemiology (Tanaka et al., 2006), ecology (Csilléry et al., 2010; Stumpf, 2014), and systems

biology (Toni et al., 2009; Wilkinson, 2011).

The basis of ABC is a discrepancy metric ρ(Yobs,Sobs) that provides a measure of closeness

between the data, Yobs, and simulated data Sobs generated through stochastic simulation of the

biochemical reaction network with simulated measurement error. Thus, acceptance probabil-

ities are replaced with a deterministic acceptance condition, ρ(Yobs,Sobs) ≤ ε, where ε is the

discrepancy threshold. This yields an approximation to Bayes’ Theorem,

p(θ | Yobs) ≈ p(θ | ρ(Yobs,Sobs) ≤ ε)

=
p(ρ(Yobs,Sobs) ≤ ε | θ)p(θ)

p(ρ(Yobs,Sobs) ≤ ε)
. (4.31)

The key insight here is that the ability to produce sample paths of a biochemical reaction

network model, that is, the forwards problem, enables an approximate algorithm for inference,

that is, the inverse problem, regardless of the intractability or complexity of the likelihood. In

fact, a formula for the likelihood need not even be known.

The discrepancy threshold determines the level of approximation, however, under the assump-

tion of model and observation error, Equation (4.31) can be treated as exact (Wilkinson, 2013).

As ε → 0 then p(θ | ρ(Yobs,Sobs) ≤ ε) → p(θ | Yobs) (Barber et al., 2015; Fearnhead

and Prangle, 2012). Using data for the mono-molecular chain model, we can demonstrate

this convergence, as shown in Figure 4.4. The marginal posterior distributions are shown for
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Figure 4.4: Convergence of ABC posterior to the true posterior as ε → 0 for the mono-
molecular chain inference problem. Marginal posteriors are plotted for ε = 50 (blue solid),
ε = 25 (red solid), ε = 12.5 (yellow solid), and ε = 0 (black dotted). Here, the ε = 0
case corresponds to the exact likelihood using the chemical master equation solution. (A)
marginal posteriors for k1, (B) marginal posteriors for k2, and (C) marginal posteriors for k3.
The true parameter values (black dashed) are k1 = 1.0, k2 = 0.1 and k3 = 0.05. Note that
the exact Bayesian posterior does not recover the true parameter for k3. The priors used are
k1 ∼ U(0, 3),k2 ∼ U(0, 0.3), and k3 ∼ U(0, 0.15).

each parameter, for various values of ε and compared with the exact marginal posteriors. The

discrepancy metric used is

ρ(Yobs,Sobs) =

[
nt∑
i=1

(Y(ti)− S(ti))
2

]1/2

, (4.32)

where S(t) is simulated data generated using Gillespie direct method and Equation (4.23). The

example code, DemoABCConvergence.m, is used to generate these marginal distributions.

For any ε > 0, ABC methods are biased, just as the tau leaping method is biased for the

forwards problem. Therefore, a Monte Carlo estimate of a posterior summary statistic, such

as Equation (4.29), needs to take this into bias account. Just like the tau leaping method, the

rate of convergence in mean-square of ABC based Monte Carlo is degraded because of this

bias (Barber et al., 2015; Fearnhead and Prangle, 2012). Furthermore, as the dimensionality of

the data increases, small values of ε are not computationally feasible. In such cases, the data

dimensionality may be reduced by computing lower dimensional summary statistics (Sunnåker

et al., 2013), however, these must be sufficient statistics in order to ensure the ABC posterior

still converges to the correct posterior as ε → 0. We refer the reader to Fearnhead and Prangle

(2012) for more detail on this topic.
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4.4.3.3 Samplers for approximate Bayesian computation

We now focus on computational methods for generating m samples, θ(1)
ε , . . . ,θ

(m)
ε , from the

ABC posterior (Equation (4.31)) with ε > 0 and discrepancy metric as given in Equation (4.32).

Throughout, we denote s(Sobs;θ), as the process for generating simulated data given a param-

eter vector, this process is identical to the processes used to generate our synthetic example

data.

In general, the ABC samplers are only computationally viable if the data simulation process

is not computationally expensive, in the sense that it is feasible to generate millions of sam-

ple paths. However, this is not always realistic, and many extensions exist to standard ABC

in an attempt to deal with these more challenging cases. The Lazy ABC method (Prangle,

2016) applies an additional probability rule that terminates simulations early if it is likely that

ρ(Yobs,Sobs) > ε. The approximate ABC method (Buzbas and Rosenberg, 2015; Lambert

et al., 2018) utilises a small set of data simulations to construct an approximation to the data

simulation process.

The most notable early applications of ABC samplers are Beaumont et al. (2002), Pritchard

et al. (1999), and Tavaré et al. (1997). The essential development of this early work is that of

the ABC rejection sampler:

1. initialise index i = 0;

2. generate a prior sample θ∗ ∼ p(θ) ;

3. generate simulated data, S∗obs ∼ s(Sobs;θ
∗);

4. if ρ(Yobs,S
∗
obs) ≤ ε, accept θ(i+1)

ε = θ∗ and set i = i+ 1, otherwise, continue;

5. if i = m, terminate sampling, otherwise go to step 2;

There is a clear connection with exact rejection sampler. Note that every accepted sample of the

ABC posterior corresponds to at least one simulation of the forwards problem as shown in Fig-

ure 4.5. As a result, the computational burden of the inverse problem is significantly higher than

the forwards problem, especially for small ε. The example code, ABCRejectionSampler.m,

provides an implementation of the ABC rejection sampler.
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Figure 4.5: Demonstration of the ABC rejection sampler method using the mono-molecular chain model data set. (A) Experimental observations
(black crosses) obtained from a true sample path of B(t) in the mono-molecular chain model (red line) with k1 = 1.0, k2 = 0.1 and k3 = 0.05,
and initial conditions, A(0) = 100 and B(0) = 0. (B) Prior for inference on k3. (C)–(G) Stochastic simulation of many choices of k3 drawn from
the prior, showing accepted (solid green) and rejected (solid gray) sample paths with ε = 15 (molecules). (H) ABC posterior for k3 generated from
accepted samples. (I)–(N) Bivariate marginal distributions of the full ABC inference problem on θ = {k1, k2, k3}.
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Unfortunately, for small ε, the computational burden of the ABC rejection sampler may be

prohibitive as the acceptance rate is very low (this is especially an issue for biochemical reaction

networks with highly variable dynamics). For the example in Figure 4.4, m = 100 posterior

samples takes approximately one minute for ε = 25, but nearly ten hours for ε = 12.5. However,

for ε = 12.5 the marginal ABC posterior for k3 has not yet converged.

Marjoram et al. (2003) provide a solution via an ABC modification to Metropolis-Hastings

method. This results in a Markov chain with the ABC posterior as the stationary distribution.

This method is called ABC Markov chain Monte Carlo (ABCMCMC):

1. initialise n = 0 and select starting point θ(0)
ε ;

2. generate a proposal sample, θ∗ ∼ q(θ | θ(n)
ε );

3. generate simulated data, S∗obs ∼ s(Sobs;θ
∗);

4. if ρ(Yobs,S
∗
obs) > ε, then set θ(n+1)

ε = θ
(n)
ε and go to step 7, otherwise continue;

5. calculate acceptance probability α = min

(
1,

p(θ∗)q(θ
(n)
ε | θ∗)

p(θ
(n)
ε )q(θ∗ | θ(n)

ε )

)
;

6. with probability α, set θ(n+1)
ε = θ∗, and with probability 1− α, set θ(n+1)

ε = θ
(n)
ε ;

7. update time, n = n+ 1;

8. if n > mn, terminate simulation, otherwise go to step 2;

An example implementation, ABCMCMCSampler.m, is provided.

Just as with the Metropolis-Hastings method, the efficacy of the ABCMCMC rests upon the

non-trivial choice of the proposal kernel, q(θ | θ(n)
ε ). The challenge of constructing effective

proposal kernels is equally non-trivial for ABCMCMC as for Metropolis-Hastings method. Fig-

ure 4.6 highlights different Markov chain behaviours for heuristically chosen proposal kernels

based on Gaussian random walks with variances that we alter until the Markov chain seems to

be mixing well.

For the mono-molecular chain model (Figure 4.6(A)–(C)), ABCMCMC seems to be performing

well with the Markov chain state moving largely in the regions of high posterior probability.
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Figure 4.6: mn = 500, 000 steps of ABCMCMC for: (A)–(C) the mono-molecular chain
model; and (D)–(F) the enzyme kinetics model. True parameter values (dash black) are shown.

However, for the enzyme kinetics model (Figure 4.6(D)–(F)), the Markov chain has taken a

long excursion into a region of low posterior probability (see Figure 4.6(F)) where it is a long

way from the true parameter value of k3 = 0.01 for many steps. Such an extended path into the

low probability region results in significant bias in this region and many many more steps of

the algorithm are required to compensate for this (Sisson et al., 2007; Beaumont et al., 2009).

Just as with exact MCMC, burn-in samples and thinning may be used to reduce correlations but

may not improve the final Monte Carlo estimate.

To avoid the difficulties in ensuring efficient ABCMCMC convergence, Sisson et al. (2007)

developed an ABC variant of SMC. Alternative versions of the method are also designed by

Beaumont et al. (2009) and Toni et al. (2009). The fundamental idea is to use sequential
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importance resampling to propagate mp samples, called particles, through a sequence of R+ 1

ABC posterior distributions defined through a sequence of discrepancy thresholds, ε0, ε1, . . . , εR

with εr > εr+1 for r = 0, 1, . . . , R − 1 and ε0 = ∞ (that is, p(θε0 | Yobs) is the prior). This

results in ABC sequential Monte Carlo (ABCSMC):

1. initialise r = 0 and weights w(i)
r = 1/mp for i = 1, . . . ,mp;

2. generate mp particles from the prior, θ(i)
εr ∼ p(θ), for i = 1, 2, . . . ,mp;

3. set index i = 0 ;

4. randomly select integer, j, from the set {1, . . . ,mp} with

P(j = 1) = w
(1)
r , . . . ,P(j = mp) = w

(mp)
r ;

5. generate proposal, θ∗ ∼ q(θ | θ(j)
εr );

6. generate simulated data, S∗obs ∼ s(Sobs;θ
∗);

7. if ρ(Yobs,S
∗
obs) > εr+1, go to step 4, otherwise continue;

8. set θ(i+1)∗
εr+1 = θ∗, w(i+1)∗

r+1 = p(θ∗)
/[∑mp

j=1w
(j)
r q(θ∗ | θ(j)

εr )
]

and i = i+ 1;

9. if i < mp, go to step 4, otherwise continue;

10. set index i = 0;

11. randomly select integer, j, from the set {1, . . . ,mp} with

P(j = 1) = w
(1)∗
r+1 , . . . ,P(j = mp) = w

(mp)∗
r+1 ;

12. set θi+1
r+1 = θ

(j)∗
r+1 and i = i+ 1;

13. if i < mp, go to step 11, otherwise continue;

14. set w(i)
r+1 = 1/

[∑mp
j=1w

(j)∗
r+1

]
and r = r + 1;

15. if r < R, go to step 3, otherwise terminate simulation;

An implementation of the ABCSMC method is provided in ABCSMCSampler.m.

The ABCSMC method avoids some issues inherent in ABCMCMC such as strong sample

correlation and long excursions into low probability regions. However, it is still the case that
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the number of particles, mp, often needs to be larger than the desired number of independent

samples, m, from the ABC posterior with εR. This is especially true when there is a larger

discrepancy between two successive ABC posteriors in the sequence. Although techniques exist

to adaptively generate the sequence of acceptance thresholds (Drovandi and Pettitt, 2011). Also

note that ABCSMC still requires a proposal kernel to mutate the particles at each step and the

efficiency of the method is affected by the choice of proposal kernel. Just as with ABCMCMC,

the task of selecting an optimal proposal kernel is non-trivial (Filippi et al., 2013).

The formulation of ABCSMC using a sequence of discrepancy thresholds hints that MLMC

ideas could also be applicable. Recently, a variety of MLMC methods for ABC have been

proposed (Guha and Tan, 2017; Jasra et al., 2017) (see Chapter 6). All of these approaches are

similar in their application of the multilevel telescoping summation to compute expectations

with respect to ABC posterior distributions,

E [θεL | Yobs] = E [θε0 | Yobs] +
L∑
`=1

E
[
θε` − θε`−1

| Yobs
]
, (4.33)

where ε0, ε1, . . . , εL is a sequence of discrepancy thresholds with ε` > ε`+1 for all ` = 0, 1, . . . ,

L− 1.

Unlike the forwards problem, no exact solution has been found for the generation of correlated

ABC posterior pairs, (θε` ,θε`−1
), with ` = 1, . . . , L. Several approaches to this problem have

been proposed: Guha and Tan (2017) utilise a sequence of correlated ABCMCMC samplers in a

similar manner to Dodwell et al. (2015) and Efendiev et al. (2015); Jasra et al. (2017) apply the

MLSMC estimator of Beskos et al. (2017) directly to Equation (4.33); and Chapter 6 develops

a MLMC variant of ABC rejection sampler through the introduction of an approximation based

on the empirical marginal posterior distributions.

The coupling scheme of Chapter 6 is the simplest to present succinctly. The scheme is based

on the inverse transform method for sampling univariate distributions. Given random variable

X ∼ p(x), the cumulative distribution function is defined as,

F (z) = P(X ≤ z) =

∫ z

−∞
p(x) dx.

Note that 0 ≤ F (z) ≤ 1. If F (z) has an inverse function, F−1(u), and U (1), U (2), . . . , U (m) are
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independent samples of U(0, 1), then independent samples from p(x) can be generated using

X(1) = F−1(U (1)), X(2) = F−1(U (2)), . . . , X(m) = F−1(U (m)).

Given samples, θ1
ε`
,θ2

ε`
, . . . ,θm`ε` , an estimate for the posterior marginal cumulative distribution

functions can be obtained using

F`,j(z) ≈ F̂`,j(z) =
1

m`

m∑̀
i=1

1z

(
k

(i)
ε`,j

)
,

where k(i)
ε`,j

is the jth component of θ
(i)
ε` for all j = 1, . . . ,M , and 1z (x) = 1 if x ≤ z

and 1z (x) = 0 otherwise. Assuming we already have an estimate of the posterior marginal

cumulative distribution functions for acceptance threshold ε`−1, then we apply the transform

k
(i)
ε`−1,j

= F̂−1
`−1,j(F̂`,j(k

(i)
ε`,j

)). This results in a coupled marginal pair (kε`,j, kε`−1,j)
(i) since it

is equivalent to using the inverse transform method to generate k(i)
ε`,j

and k(i)
ε`−1,j

using the same

uniform sample U (i) ∼ U(0, 1). These approximately correlated samples can be obtained using:

1. generate sample from level ` ABC posterior θε` ∼ p(θε` | Yobs) using the ABC rejection

sampler;

2. set kε`−1,j = F̂−1
`−1,j(F̂`,j(kε`,j)) for j = 1, 2, . . . ,M ;

3. set θε`−1
=
[
kε`−1,1, kε`−1,2, . . . , kε`−1,M

]
;

Thus, the ABC multilevel Monte Carlo (ABCMLMC) (Chapter 6) method proceeds though

computing the Monte Carlo estimate to Equation (4.33),

θ̂ε` =
1

m0

m0∑
i=1

θ(i)
ε0

+
L∑
`=1

1

m`

m∑̀
i=1

[
θ(i)
ε`
− θ(i)

ε`−1

]
, (4.34)

where θ(1)
ε0 , . . . ,θ

(m0)
ε0 arem0 independent samples using ABC rejection sampler and (θ

(1)
ε` ,θ

(1)
ε`−1),

. . . , (θ
(m`)
ε` ,θ

(m`)
ε`−1 ) are m` independent sample pairs using the approximately correlated ABC

rejection sampler for ` = 1, 2, . . . , L. It is essential that each bias correction term in Equa-

tion (4.34) be estimated in ascending order to ensure the marginal CDF estimates for ε`−1

are available for use in the coupling scheme for the `th bias correction term. The complete

algorithm is provided in Section 4.6.5 and the example code is provided in ABCMLMC.m. We

refer the reader to Chapter 6 for further details.
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Provided successive ABC posteriors are similar in correlation structure, then the ABCMLMC

method accelerates ABC rejection sampler through reduction of the number of mL samples

required for a given error tolerance. However, additional bias is introduced by the approximately

correlated ABC rejection sampler since the telescoping summation is not strictly satisfied. In

practice, this affects the choice of the acceptance threshold sequence (Chapter 6).

Table 4.1: Comparison of ABC methods for the mono-molecular inference problem. Estimates
of the posterior mean are given along with the 95% confidence intervals. Signed relative errors
are shown for the confidence interval limits with respect to the true parameter values k1 = 1,
k2 = 0.1, and k3 = 0.05. Computations are performed using an Intel® Core™ i7-5600U CPU
(2.6 GHz).
Method Posterior mean estimate Relative error Compute Time
ABC rejection k̂1 = 1.1690× 100 ± 7.1130× 10−2 [9.8%, 24.0%] 7, 268 (sec)
sampler k̂2 = 1.1011× 10−1 ± 4.5105× 10−3 [5.6%, 14.6%]

k̂3 = 5.3644× 10−2 ± 1.9500× 10−3 [3.4%, 11.2%]

ABCMCMC k̂1 = 1.2786× 100 ± 7.8982× 10−2 [20.0%, 35.8%] 8, 059 (sec)
k̂2 = 1.1269× 10−1 ± 5.2836× 10−3 [7.4%, 18.0%]

k̂3 = 5.5644× 10−2 ± 2.0561× 10−3 [7.2%, 15.4%]

ABCSMC k̂1 = 1.0444× 100 ± 6.4736× 10−2 [−2.0%, 10.9%] 580 (sec)
k̂2 = 9.8318× 10−2 ± 3.2527× 10−3 [−4.9%, 1.6%]

k̂3 = 4.8685× 10−2 ± 1.8032× 10−3 [−6.2%, 1.0%]

ABCMLMC k̂1 = 1.1535× 100 ± 4.8907× 10−2 [10.5%, 20.2%] 1, 327 (sec)
k̂2 = 1.0654× 10−1 ± 4.8715× 10−3 [1.7%, 11.4%]

k̂3 = 5.1265× 10−2 ± 2.2210× 10−3 [−2.0%, 7.0%]

We provide a comparison of the ABC rejection sampler, ABCMCMC, ABCSMC and ABCMLMC

methods as presented here. Posterior means are computed for both the mono-molecular model

and enzyme kinetics model inference problems along with the 95% confidence intervals for

each estimate7 (See Supplementary Material). Computation times and parameter estimates

are provided in Tables 4.1 and 4.2. Example code, DemoABCMethodsMonoMol.m and

DemoABCMethodsMichMent.m, is provided. Algorithm configurations are supplied in the

supplementary material.

Note that no extensive tuning of the ABCMCMC, ABCSMC, or ABCMLMC algorithms is

performed, thus these outcomes do not reflect a detailed and optimised implementation of the

7We report the 95% confidence interval as an accuracy measure for the Monte Carlo estimate of the true
posterior mean. This does not quantify parameter uncertainty that would be achieved through posterior covariances
and credible intervals.
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Table 4.2: Comparison of ABC methods for the enzyme kinetics model inference problem.
Estimates of the posterior mean are given along with the 95% confidence intervals. Signed
relative errors are shown for the confidence interval limits with respect to the true parameter
values k1 = 0.001, k2 = 0.005, and k3 = 0.01. Computations are performed using an Intel®

Core™ i7-5600U CPU (2.6 GHz).
Method Posterior mean estimate Relative error Compute time
ABC rejection k̂1 = 1.0098× 10−3 ± 1.7011× 10−4 [−16.0%, 18.0%] 2, 037 (sec)
sampler k̂2 = 7.7203× 10−3 ± 7.3490× 10−4 [39.7%, 69.1%]

k̂3 = 1.5164× 10−2 ± 2.1201× 10−3 [30.4%, 72.8%]

ABCMCMC k̂1 = 3.0331× 10−4 ± 7.5670× 10−5 [−77.2%,−62.1%] 2, 028 (sec)
k̂2 = 5.8106× 10−3 ± 7.9993× 10−4 [0.2%, 32.2%]

k̂3 = 3.3865× 10−2 ± 3.0187× 10−3 [208.5%, 268.8%]

ABCSMC k̂1 = 9.8972× 10−4 ± 1.4630× 10−4 [−15.7%, 13.6%] 342 (sec)
k̂2 = 9.2680× 10−3 ± 9.1997× 10−4 [67.0%, 103.8%]

k̂3 = 1.3481× 10−2 ± 1.3278× 10−3 [21.5%, 48.1%]

ABCMLMC k̂1 = 1.0859× 10−3 ± 6.7058× 10−5 [1.9%, 15.3%] 795 (sec)
k̂2 = 6.8111× 10−3 ± 3.2107× 10−4 [29.9%, 42.6%]

k̂3 = 1.3663× 10−2 ± 1.0729× 10−3 [25.9%, 47.4%]

methods. Such a benchmark would be significantly more computationally intensive than the

comparison of Monte Carlo methods for the forwards problem (Figure 4.3). The computational

statistics literature demonstrates that ABCMCMC (Marjoram et al., 2003), ABCSMC (Beau-

mont et al., 2009; Sisson et al., 2007) and ABCMLMC (Guha and Tan, 2017; Jasra et al., 2017)

(Chapter 6) can be tuned to provide very competitive results on a given inference problem.

However, a large number of trial computations are often required to achieve this tuning, or

more complex adaptive schemes need to be exploited (Drovandi and Pettitt, 2011; Roberts

and Rosenthal, 2009). Instead, our comparisons represent a more practical guide in which

computations are kept short and almost no tuning is performed, thus giving a fair comparison

for a fixed, short computational budget.

For both inference problems, ABCSMC and ABCMLMC produce more accurate parameter

estimates in less computation time than ABC rejection sampler and ABCMCMC. ABCSMC

performs better on the mono-molecular chain model and ABCMLMC performs better on the

enzyme kinetic model. This is not to say that ABCMCMC cannot be tuned to perform more

efficiently, but it does indicate that ABCMCMC is harder to tune without more extensive

testing. An advantage of ABCMLMC is that it has fewer components that require tuning, since
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the sample numbers may be optimally chosen, and the user need only provide a sequence of

acceptance thresholds (Chapter 6). However, the ability to tune the proposal kernel in ABCSMC

can be a significant advantage, despite the challenge of determining a good choice for such a

proposal (Drovandi and Pettitt, 2011; Filippi et al., 2013).

4.4.4 Summary of the inverse problem

Bayesian approaches for uncertainty quantification and parameter inference have proven to be

powerful techniques in the life sciences. However, in the study of intracellular biochemical

processes, the intractability of the likelihood causes a significant computational challenge.

A crucial advance towards obtaining numerical solutions in this Bayesian inverse problem

setting has been the advent of likelihood-free methods that replace likelihood evaluations with

stochastic simulation. Through such methods, especially those based on ABC, a direct connec-

tion between the forwards and inverse problems is made explicit. Not only is efficient forwards

simulation key, but information obtained through each new sample path must be effectively

used. While ABC rejection sampler ignores the latter, advanced methods like ABCMCMC,

ABCSMC, and ABCMLMC all provide different mechanisms for incorporating this new infor-

mation. For a specific inverse problem, however, it will often not be clear which method will

perform optimally. In general, significant trial sampling must be performed to get the most out

of any of these algorithms.

The application of MLMC methods to ABC-based samplers is a very new area of research.

There are many open questions that relate to the appropriateness of various approximations and

coupling schemes for a given inference problem. The method of Chapter 6 is conceptually

straightforward, however, it is known that additional bias is incurred through the coupling

scheme. Alternative coupling approximations that combine MLMC and MCMC (Guha and

Tan, 2017) or SMC (Jasra et al., 2017) may be improvements, or a hybrid scheme could be

derived through a combination of these methods. Currently, it is not clear which method is the

most widely applicable.
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4.5 Summary and Outlook

Stochastic models of biochemical reaction networks are routinely used to study various intracel-

lular processes, such as gene regulation. By studying the forwards problem, stochastic models

can be explored in silico to gain insight into potential hypotheses related to observed phenomena

and inform potential experimentation. Models may be calibrated and key kinetic information

may be extracted from time course data through the inverse problem. Both the forward and

inverse problems are, in practice, reliant upon computation.

Throughout this chapter, we deliberately avoid detailed theoretical derivations in favour of

practical computational or algorithmic examples. Since all of our code examples are specif-

ically developed within the user friendly MATLAB® programming environment, our codes

do not represent optimal implementations. Certainly, there are software packages available

that implement some of these techniques and others that we have not discussed. For example,

stochastic simulation is available in COPASI (Hoops et al., 2006), StochKit (Li et al., 2008;

Sanft et al., 2011), StochPy (Maarleveld et al., 2013), and STEPS (Hepburn et al., 2012), and

ABC-based inference is available in ABC-SysBio (Liepe et al., 2014), abctools (Nunes

and Prangle, 2015), and ABCtoolbox (Wegmann et al., 2010).

Throughout this chapter, we have focused on two biochemical reaction network models, the

mono-molecular chain model for which the chemical master equation can be solved analytically,

and the enzyme kinetics model with an intractable chemical master equation. However, the

majority of our MATLAB® implementations are completely general and apply to an arbitrary

biochemical reaction network model. The biochemical reaction network construction functions,

MonoMolecularChain.m and MichaelisMenten.m, demonstrate how to construct a

biochemical reaction network data structure that most of our scripts and functions may directly

use, with the only exceptions being those that relate to the analytical solution to the chemical

master equation of the mono-molecular chain model. Therefore, our code may be viewed as a

useful collection of prototype implementations that may be easily applied in new contexts.

The techniques we present here are powerful tools for the analysis of real biological data and

design of experiments. In particular, these methods are highly relevant for the reconstruction

of genetic regulatory networks from gene expression microarray data (Cohen et al., 2015;
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Gai et al., 2018; Ocone et al., 2015). Cell signalling pathways can also be analysed using

mass-spectroscopy proteomic data (Wang et al., 2016; Tian, 2010). Furthermore, Bayesian

optimal experimental design using stochastic biochemical reaction networks is key to reliable

characterisation of light-induced gene expression (Ruess et al., 2015), a promising technique

for external genetic regulation in vivo (Jayaraman et al., 2016; Yamada et al., 2018).

This chapter provides researchers in the life sciences with the fundamental concepts and com-

putational tools required to apply stochastic biochemical reaction network models in practice.

Through practical demonstration, the current state-of-the-art in simulation and Monte Carlo

methods will be more widely and readily applied by the broader life sciences community.
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4.6 Supplementary material

4.6.1 Derivation of mono-molecular chain mean and variances using the chemical master

equation

In this section, we provide an example on how to derive moments of the chemical master

equation (CME) solution without explicit CME evaluation. The presented analysis is specific

to the two species mono-molecular chain model as presented in the main text. Our approach is

based on the examples from Erban et al. (2007), however, the result is more complex since we

deal with a two chemical species, A and B.

For convenience, we restate the model. Here we consider a two species mono-molecular chain,

∅ k1→ A
k2→ B

k3→ ∅, (4.35)

with known kinetic rate parameters k1, k2 and k3. Given the state vector, X(t) = [A(t), B(t)]T ,

the respective propensity functions are

a1(X(t)) = k1, a2(X(t)) = k2A(t), a3(X(t)) = k3B(t). (4.36)

The stoichiometric vectors are

ν1 =

1

0

 , ν2 =

−1

1

 , ν3 =

 0

−1

 . (4.37)

For P (x, t | x0) = P(X(t) = x | X(0) = x0), the general form of the CME is

dP (x, t | x0)

dt
=

M∑
j=1

aj(x− νj)P (x− νj, t | x0)− P (x, t | x0)
M∑
j=1

aj(x). (4.38)

After substituting the propensity functions (Equation (4.36)) and stoichiometric vectors (Equa-

tion (4.37)) into Equation (4.38), we obtain the CME specific to the mono-molecular chain
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model (Equation (4.35))

dP (a, b, t | a0, b0)

dt
= k1P (a− 1, b, t | a0, b0) + k2(a+ 1)P (a+ 1, b− 1, t | a0, b0) (4.39)

+ k3(b+ 1)P (a, b+ 1, t | a0, b0)− (k1 + k2a+ k3b)P (a, b, t | a0, b0).

Henceforth, we will denote pa,b(t) as the solution to the mono-molecular CME (Equation (4.39)).

Rather than solve the full CME, we seek a solution to the mean copy number of A at time t,

Ma(t) =
∞∑
a=0

∞∑
b=0

apa,b(t), (4.40)

the mean copy number of B at time t,

Mb(t) =
∞∑
a=0

∞∑
b=0

bpa,b(t), (4.41)

the variance of A at time t,

Va(t) =
∞∑
a=0

∞∑
b=0

(a−Ma(t))
2 pa,b(t), (4.42)

the variance of B at time t,

Vb(t) =
∞∑
a=0

∞∑
b=0

(b−Mb(t))
2 pa,b(t), (4.43)

and the covariance of A and B at time t,

Ca,b(t) =
∞∑
a=0

∞∑
b=0

(a−Ma(t)) (b−Mb(t)) pa,b(t). (4.44)

We will derive a system of ODEs that describe the evolution of Ma(t),Mb(t), Va(t), Vb(t), and

Ca,b(t) without explicitly solving the CME in Equation (4.39). Instead we exploit the linearity

of the derivative along with the property,

∞∑
a=0

∞∑
b=0

pa,b(t) = 1, (4.45)
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for all t.

To derive an ODE for Ma(t), we multiply Equation (4.39) by a and sum over all a and b.

d
dt

[
∞∑
a=0

∞∑
b=0

apa,b(t)

]
=
∞∑
a=1

∞∑
b=0

k1apa−1,b(t) +
∞∑
a=0

∞∑
b=1

k2a(a+ 1)pa+1,b−1(t)

+
∞∑
a=0

∞∑
b=0

k3a(b+ 1)pa,b+1(t)−
∞∑
a=0

∞∑
b=0

a(k1 + k2a+ k3b)pa,b(t).

After changing indices (a − 1 → a in the first term, a + 1 → a and b − 1 → b in the second

term, and b+ 1→ b in the third term), we obtain

d
dt

[
∞∑
a=0

∞∑
b=0

apa,b(t)

]
=
∞∑
a=0

∞∑
b=0

k1(a+ 1)pa,b(t) +
∞∑
a=0

∞∑
b=0

k2(a− 1)apa,b(t)

+
∞∑
a=0

∞∑
b=0

k3abpa,b(t)−
∞∑
a=0

∞∑
b=0

a(k1 + k2a+ k3b)pa,b(t).

We simplify the right hand side,

d
dt

[
∞∑
a=0

∞∑
b=0

apa,b(t)

]
= k1

∞∑
a=0

∞∑
b=0

pa,b(t)− k2

∞∑
a=0

∞∑
b=0

apa,b(t),

and apply property (4.45) to give

d
dt

[
∞∑
a=0

∞∑
b=0

apa,b(t)

]
= k1 − k2

∞∑
a=0

∞∑
b=0

apa,b(t).

Using the definition of Ma(t) (Equation (4.40)), we obtain the ODE for the mean of A,

dMa(t)

dt
= k1 − k2Ma(t). (4.46)

Similarly, we derive an ODE for Mb(t) by muliplying Equation (4.39) by b and proceed in the
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same manner as we did for Ma(t)

d
dt

[
∞∑
a=0

∞∑
b=0

bpa,b(t)

]
=
∞∑
a=1

∞∑
b=0

k1bpa−1,b(t) +
∞∑
a=0

∞∑
b=1

k2b(a+ 1)pa+1,b−1(t)

+
∞∑
a=0

∞∑
b=0

k3b(b+ 1)pa,b+1(t)−
∞∑
a=0

∞∑
b=0

b(k1 + k2a+ k3b)pa,b(t)

=
∞∑
a=0

∞∑
b=0

k1bpa,b(t) +
∞∑
a=0

∞∑
b=0

k2(b+ 1)apa,b(t)

+
∞∑
a=0

∞∑
b=0

k3(b− 1)bpa,b(t)−
∞∑
a=0

∞∑
b=0

b(k1 + k2a+ k3b)pa,b(t)

= k2

∞∑
a=0

∞∑
b=0

apa,b(t)− k3

∞∑
a=0

∞∑
b=0

bpa,b(t).

Using the definitions of Ma(t) (Equation (4.40)) and Mb(t) (Equation (4.47)) we obtain the

ODE for the mean of B,
dMb(t)

dt
= k2Ma(t)− k3Mb(t). (4.47)

To derive the ODE for Va(t), first note that through expanding Equation (4.42) it can be shown

that

Va(t) +Ma(t)
2 =

∞∑
a=0

∞∑
b=0

a2pa,b(t). (4.48)

Thus, we multiply Equation (4.39) by a2, sum over all a and b, change indices, and simplify as

follows,

d
dt

[
∞∑
a=0

∞∑
b=0

a2pa,b(t)

]
=
∞∑
a=1

∞∑
b=0

k1a
2pa−1,b(t) +

∞∑
a=0

∞∑
b=1

k2a
2(a+ 1)pa+1,b−1(t)

+
∞∑
a=0

∞∑
b=0

k3a
2(b+ 1)pa,b+1(t)−

∞∑
a=0

∞∑
b=0

a2(k1 + k2a+ k3b)pa,b(t)

=
∞∑
a=0

∞∑
b=0

k1(a+ 1)2pa,b(t) +
∞∑
a=0

∞∑
b=0

k2(a− 1)2apa,b(t)

+
∞∑
a=0

∞∑
b=0

k3a
2bpa,b(t)−

∞∑
a=0

∞∑
b=0

a2(k1 + k2a+ k3b)pa,b(t)

= k1

∞∑
a=0

∞∑
b=0

pa,b(t) + (2k1 + k2)
∞∑
a=0

∞∑
b=0

apa,b(t)− 2k2

∞∑
a=0

∞∑
b=0

a2pa,b(t)

= k1 + (2k1 + k2)
∞∑
a=0

∞∑
b=0

apa,b(t)− 2k2

∞∑
a=0

∞∑
b=0

a2pa,b(t).
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Using the definition of Ma(t) (Equation (4.46)) and property (4.48), we have the ODE,

d
dt
[
Va(t) +Ma(t)

2
]

= k1 + (2k1 + k2)Ma(t)− 2k2

(
Va(t) +Ma(t)

2
)
.

Apply the chain rule to obtain,

dVa(t)
dt

= −2Ma(t)
dMa(t)

dt
+ k1 + (2k1 + k2)Ma(t)− 2k2

(
Va(t) +Ma(t)

2
)
, (4.49)

then substitute Equation (4.46) into Equation (4.49) and simplify to arrive at the ODE for the

variance of A,
dVa(t)

dt
= k1 + k2Ma(t)− 2k2Va(t). (4.50)

Similarly, to derive the ODE for Vb(t) we note that through expanding Equation (4.43) and

Equation (4.44) it can be shown that

Vb(t) +Mb(t)
2 =

∞∑
a=0

∞∑
b=0

b2pa,b(t), (4.51)

and

Ca,b(t) +Ma(t)Mb(t) =
∞∑
a=0

∞∑
b=0

abpa,b(t). (4.52)

Thus, we multiply Equation (4.39) by b2, sum over all a and b, change indices, and simplify as

follows,

d
dt

[
∞∑
a=0

∞∑
b=0

b2pa,b(t)

]
=
∞∑
a=1

∞∑
b=0

k1b
2pa−1,b(t) +

∞∑
a=0

∞∑
b=1

k2b
2(a+ 1)pa+1,b−1(t)

+
∞∑
a=0

∞∑
b=0

k3b
2(b+ 1)pa,b+1(t)−

∞∑
a=0

∞∑
b=0

b2(k1 + k2a+ k3b)pa,b(t)

=
∞∑
a=0

∞∑
b=0

k1b
2pa,b(t) +

∞∑
a=0

∞∑
b=0

k2(b+ 1)2apa,b(t)

+
∞∑
a=0

∞∑
b=0

k3(b− 1)2bpa,b(t)−
∞∑
a=0

∞∑
b=0

b2(k1 + k2a+ k3b)pa,b(t)

= k2

∞∑
a=0

∞∑
b=0

apa,b(t) + k3

∞∑
a=0

∞∑
b=0

bpa,b(t)

+ 2k2

∞∑
a=0

∞∑
b=0

abpa,b(t)− 2k3

∞∑
a=0

∞∑
b=0

b2pa,b(t).
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Using the definitions of Ma(t) (Equation (4.40)) and Mb(t) (Equation (4.41)), and properties

(4.51) and (4.52) we have the ODE

d
dt
[
Vb(t) +Mb(t)

2
]

= k2Ma(t)+k3Mb(t)+2k2 (Ca,b(t) +Ma(t)Mb(t))−2k3

(
Vb(t) +Mb(t)

2
)
.

We apply the chain rule

dVb(t)
dt

= −2Mb(t)
dMb(t)

dt
+ k2Ma(t) + k3Mb(t) (4.53)

+ 2k2 (Ca,b(t) +Ma(t)Mb(t))− 2k3

(
Vb(t) +Mb(t)

2
)
,

then substitute Equation (4.47) into Equation (4.53) and simplify to obtain the ODE for the

variance of B
dVb(t)

dt
= k2Ma(t) + k3Mb(t) + 2k2Ca,b − 2k3Vb(t). (4.54)

Finally, we derive the ODE for Ca,b(t) by multiplying Equation (4.39) by ab, summing over all

a and b, changing indices, and simplifying as follows:

d
dt

[
∞∑
a=0

∞∑
b=0

abpa,b(t)

]
=
∞∑
a=1

∞∑
b=0

k1abpa−1,b(t) +
∞∑
a=0

∞∑
b=1

k2ab(a+ 1)pa+1,b−1(t)

+
∞∑
a=0

∞∑
b=0

k3ab(b+ 1)pa,b+1(t)−
∞∑
a=0

∞∑
b=0

ab(k1 + k2a+ k3b)pa,b(t)

=
∞∑
a=0

∞∑
b=0

k1(a+ 1)bpa,b(t) +
∞∑
a=0

∞∑
b=0

k2(a− 1)(b+ 1)apa,b(t)

+
∞∑
a=0

∞∑
b=0

k3a(b− 1)bpa,b(t)−
∞∑
a=0

∞∑
b=0

ab(k1 + k2a+ k3b)pa,b(t)

= k1

∞∑
a=0

∞∑
b=0

bpa,b(t)− k2

∞∑
a=0

∞∑
b=0

bpa,b(t)

− (k2 + k3)
∞∑
a=0

∞∑
b=0

abpa,b(t) + k2

∞∑
a=0

∞∑
b=0

a2pa,b(t).

Using the definition ofMa(t) (Equation (4.40)) andMb(t) (Equation (4.41)), and properties (4.48)
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and (4.52) we obtain the ODE

d
dt

[Ca,b(t) +Ma(t)Mb(t)] = k1Ma(t)− k2Mb(t)− (k2 + k3) (Ca,b(t) +Ma(t)Mb(t))

+ k2

(
Va(t) +Ma(t)

2
)
.

Apply the chain rule and product rule

dCa,b(t)
dt

= −Ma(t)
dMb(t)

dt
−Mb(t)

dMa(t)

dt
+ k1Ma(t)− k2Mb(t) (4.55)

− (k2 + k3) (Ca,b(t) +Ma(t)Mb(t)) + k2

(
Va(t) +Ma(t)

2
)
,

then substitute Equation (4.46) and Equation (4.47) into Equation (4.55) and simplify to obtain

the ODE for the covariance of A and B

dCa,b(t)
dt

= k2Va(t)− k2Ma(t)− (k2 + k3)Ca,b(t). (4.56)

Therefore, Equations (4.46),(4.47),(4.50),(4.54), and (4.56) form a non-homogeneous linear

system of ODEs,

dMa(t)

dt
= k1 − k2Ma(t),

dMb(t)

dt
= k2Ma(t)− k3Mb(t),

dVa(t)
dt

= k1 + k2Ma(t)− 2k2Va(t),

dVb(t)
dt

= k2Ma(t) + k3Mb(t) + 2k2Ca,b(t)− k3Vb(t),

dCa,b(t)
dt

= k2Va(t)− k2Ma(t)− (k2 + k3)Ca,b(t).

After solving for the homogeneous solution, a particular solution may be obtained through using

the method of undetermined coefficients. Given the initial conditions A(0) = a0 and B(0) = b0
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with probability one, the solution, in the case when k2 6= k3, is

Ma(t) =
k1

k2

+

(
a0 −

k1

k2

)
e−k2t, (4.57)

Mb(t) =
k1

k3

+
k2a0 − k1

k3 − k2

e−k2t +

(
b0 −

k2a0 − k1

k3 − k2

− k1

k3

)
e−k3t, (4.58)

Va(t) =
k1

k2

+

(
a0 −

k1

k2

)
e−k2t − a0e

−2k2t, (4.59)

Vb(t) =
k1

k3

+
k2a0 − k1

k3 − k2

e−k2t +

(
b0 −

k2a0 − k1

k3 − k2

− k1

k3

)
e−k3t +

2a0k
2
2

k2
3 − k2

2

e−(k3+k2)t

− a0k2

k3 − k2

e−2k2t +

[
a0k2

k3 − k2

(
1− 2k2

k3 + k2

)
− b0

]
e−2k3t, (4.60)

Ca,b(t) = − a0k2

k3 − k2

e−(k3+k2)t +
a0k2

k3 − k2

e−2k2t. (4.61)

Equations (4.57)–(4.61) are the time dependent solutions for the moments and from these

solutions we can evaluate the long time limit, t → ∞, to give simple expression for the

associated stationary solutions,

lim
t→∞

Ma(t) =
k1

k2

, lim
t→∞

Va(t) =
k1

k2

, lim
t→∞

Mb(t) =
k1

k3

, lim
t→∞

Vb(t) =
k1

k3

, lim
t→∞

Ca,b(t) = 0.

See the example codes DemoCMEMeanVar.m and DemoStationaryDist.m for the eval-

uation of this solution.

4.6.2 Evaluation of the mono-molecular chain chemical master equation solution

Jahnke and Huisinga (2007) derive an analytic solution to the CME for a general mono-molecular

BCRN. Applying their general solution to the species mono-molecular chain (Equation (4.35))

results in the following general solution to the CME (Equation (4.39)),

P (a, b, t | a0, b0) = P (a, b, λa(t), λb(t)) ∗M (a, b, a0, αa(t), αb(t)) ∗M (a, b, b0, βa(t), βb(t)) ,

(4.62)

where ∗ is the discrete convolution operation (Jahnke and Huisinga, 2007). P (a, b, λa(t), λb(t))
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is a product Poisson distribution, given by

P (a, b, λa(t), λb(t)) =


λa(t)

a

a!

λb(t)
b

b!
e−(|λa(t)|+|λb(t)|), if a ≥ 0, b ≥ 0,

0 otherwise,
(4.63)

where the functions λa(t) and λb(t) are obtained through the initial value problem (IVP)

dλa(t)
dt

= k1 − k2λa(t),
dλb(t)

dt
= k2λa(t)− k3λb(t), t > 0, (4.64)

with initial conditions λa(0) = λb(0) = 0.M (a, b, a0, αa(t), αb(t)) andM (a, b, b0, βa(t), βb(t))

are multinomial distributions, given by

M (a, b, a0, αa(t), αb(t)) =


a0!

(1− |αa(t)| − |αb(t)|)a0−|a|−|b|
(a0 − |a| − |b|)!

αa(t)
a

a!

αb(t)
b

b!
if |a|+ |b| ≤ a0,

0 otherwise,
(4.65)

and

M (a, b, b0, βa(t), βb(t)) =


b0!

(1− |βa(t)| − |βb(t)|)b0−|a|−|b|
(b0 − |a| − |b|)!

βa(t)
a

a!

βb(t)
b

b!
if |a|+ |b| ≤ b0,

0 otherwise.
(4.66)

The functions αa(t), αb(t), βa(t) and βb(t) are obtained through the IVPs

dαa(t)
dt

= −k2αa(t),
dαb(t)

dt
= k2αa(t)− k3αb(t), t > 0, (4.67)

and

dβa(t)
dt

= −k2βa(t),
dβb(t)

dt
= k2βa(t)− k3βb(t), t > 0, (4.68)

with initial conditions αa(0) = 1, αb(0) = 0, βa(0) = 0, and βb(0) = 1.

Equation (4.62) represents a direct substitution of the two species mono-molecular chain into

the general solution by Jahnke and Huisinga (2007). However, direct point-wise evaluation of

this solution is not feasible. Specifically, there are two challenges: (i) the two convolutions

are taken over an infinite two-dimensional integer lattice; and (ii) the non-zero probabilities
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in the product Poisson and Multinomial distribution can be so small that numerical under-

flow/overflow is almost certain. The first issue can be solved by determining the finite set of

lattice sites that contribute to the convolutions, this can be achieved by invoking specific features

of Equation (4.35). The second issue requires that we perform calculations using logarithms of

probabilities rather than the true probabilities. Extra care must be taken in the convolution

summations.

We first simplify the convolution operations to ensure finite computations. Solving the IVPs

4.64,4.67, and 4.68 yields, for k2 6= k3,

λa(t) =
k1

k2

(
1− e−k2t

)
, (4.69)

λb(t) =
k1

k3

+
k1

k3 − k2

[
e−k2t + (k2 − 2k3)e−k3t

]
, (4.70)

αa(t) = e−k2t, (4.71)

αb(t) =
k2

k3 − k2

(
e−k2t − e−k3t

)
, (4.72)

βa(t) = 0, (4.73)

βb(t) = e−k3t. (4.74)

A key result is that βa(t) is zero for all time (Equation (4.73)). Through substitution of Equa-

tion (4.73) into Equation (4.66), we have

M (a, b, b0, 0, βb(t)) =


b0!

(1− |βb(t)|)b0−|a|−|b|
(b0 − |a| − |b|)!

0a

a!

βb(t)
b

b!
if |a|+ |b| ≤ b0,

0 otherwise.
(4.75)

This implies thatM (a, b, b0, βa(t), βb(t)) = 0 if a 6= 0. That is,

M (a, b, b0, 0, βb(t)) =


b0!

(1− |βb(t)|)b0−|b|
(b0 − |b|)!

βb(t)
b

b!
if a = 0, and |b| ≤ b0,

0 otherwise.
(4.76)

We can now make a significant simplification of the second convolution in Equation (4.62). Let
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Ma(a, b, t) =M (a, b, a0, αa(t), αb(t)) andMb(a, b, t) =M (a, b, b0, 0, βb(t)), we have

Ma(a, b, t) ∗Mb(a, b, t) =
∑
aw∈N

∑
bw∈N

Ma(aw, bw, t)Mb(a− aw, b− bw, t)

=
∑
bw∈N

Ma(a, bw, t)Mb(0, b− bw, t),

where N = Z+ ∪ {0}. By Equation (4.76), Mb(0, b, t) = 0 if |b| > b0. Furthermore, we

have b ≥ 0 from the definition of the BCRN (Equation (4.35)). It follows that only terms with

b ≥ bw ≥ max(0, b− b0) can contribute to the convolution, that is,

Ma(a, b, t) ∗Mb(a, b, t) =
b∑

bw=max(0,b−b0)

Ma(a, bw, t)Mb(0, b− bw, t).

While this convolution never involves more that b terms, we can apply a further constraint on

the upper bound of the index. By Equation (4.65) we haveMa(a, b, t) = 0 if |a| + |b| > a0.

Since a ≥ 0 and b ≥ 0 from the definition of the BCRN (Equation (4.35). That is, terms with

bw ≥ a0− a ≥ 0 will not contribute to the convolution. Therefore, the multinomial convolution

term in Equation (4.62) is

Ma(a, b, t) ∗Mb(a, b, t) =

min(b,max(0,a0−a))∑
bw=max(0,b−b0)

Ma(a, bw, t)Mb(0, b− bw, t). (4.77)

Let P(a, b, t) = P (a, b, λa(t), λb(t)) and substitute Equation (4.77) into Equation (4.62) to

yield

P (a, b, t | a0, b0) = P (a, b, t) ∗

min(b,max(0,a0−a))∑
bw=max(0,b−b0)

Ma(a, bw, t)Mb(0, b− bw, t)


=
∑
az∈N

∑
bz∈N

P (a− az, b− bz, t)

min(bz ,max(0,a0−az))∑
bw=max(0,bz−b0)

Ma(az, bw, t)Mb(0, bz − bw, t)

 .
By definition of the product Poisson distribution (Equation (4.63)), P (a, b, t) = 0 for a < 0 or

b < 0. Hence, only terms with a ≥ az and b ≥ bz contribute to the convolution. Therefore, we
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obtain the following expression for Equation (4.62)

P (a, b, t | a0, b0) =
a∑

az=0

b∑
bz=0

P (a− az, b− bz, t) (4.78)

×

min(bz ,max(0,a0−az))∑
bw=max(0,bz−b0)

Ma(az, bw, t)Mb(0, bz − bw, t)

 ,
which requiresO(ab2) evaluations of either Equation (4.63), Equation (4.65) or Equation (4.76).

Now that we have bounded the number of operations required to evaluate the solution of the

CME, we now address the problem of numerical overflow/underflow. There are two possible

sources for this type of numerical error. Firstly, the factorials and products of powers involved

in the evaluation of Equation (4.63), Equation (4.65), and Equation (4.76) can be very large,

causing overflow. Secondly, the probabilities in the convolution terms can be very small,

causing underflow.

To avoid these issues we work with logarithms of probabilities. For the non-zero cases of

Equations (4.63), (4.65) and (4.76), we have

lnP (a, b, t) = a lnλa(t) + b lnλb(t)− (|λa(t)|+ |λb(t)|)−
a∑

ai=1

ln ai −
b∑

bi=1

ln bi, (4.79)

lnMa (a, b, t) = a lnαa(t) + b lnαb(t) + (a0 − a− b) ln (1− αa(t)− αb(t))

+

a0∑
ai=a0−a−b

ln ai −
a∑

ai=1

ln ai −
b∑

bi=1

ln bi, (4.80)

lnMb (a, b, t) = b ln βb(t) + (b0 − b) ln (1− βb(t)) +

b0∑
bi=b0−b

ln bi −
b∑

bi=1

ln bi. (4.81)

Equations (4.79)–(4.81) enable the computation to proceed with overflow or underflow being

significantly less likely. Therefore, we take the logarithm of Equation (4.78) to obtain

lnP (a, b, t | a0, b0) = ln

[
a∑

az=0

b∑
bz=0

elnP(a−az ,b−bz ,t)+lnF(az ,bz ,t)

]
, (4.82)

where

lnF(az, bz, t) = ln

min(bz ,max(0,a0−az))∑
bw=max(0,bz−b0)

elnMa(az ,bw,t)+lnMb(0,bz−bw,t)

 . (4.83)
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Computing the logarithms of summations of exponential functions in Equation (4.82) and

Equation (4.83) is still prone to overflow and underflow since the probabilities will be very small

in practice. A common solution to numerically stable logarithm of summations of exponential

functions is known as the “log-sum-exp trick”. This works by noting, for any x, y ∈ R, that

ln [ex + ey] = ln
[(
ex−max(x,y) + ey−max(x,y)

)
emax(x,y)

]
= ln

[
ex−max(x,y) + ey−max(x,y)

]
+ max(x, y).

Thus, computations are re-scaled to the natural scale of the terms in the summation, thus terms

that do underflow would not have affected the result significantly. Now, let

R(az, bz) = max
bw∈[max(0,bz−b0),min(bz ,max(0,a0−az))]

{lnMa(az, bw, t) + lnMb(0, bz − bw, t)} ,

and

S(a, b) = max
[az ,bz ]∈[0,a]×[0,b]

{lnP (a− az, b− bz, t) + lnF (az, bz, t)} .

Then use S(a, b) and R(az, bz) with the “log-sum-exp trick” to yield a numerically robust form

of Equation (4.82). That is,

lnP (a, b, t | a0, b0) = ln

[
a∑

az=0

b∑
bz=0

elnP(a−az ,b−bz ,t)+lnF(az ,bz ,t)−S(a,b)

]
+ S(a, b), (4.84)

where

lnF(az, bz, t) = ln

min(bz ,max(0,a0−az))∑
bw=max(0,bz−b0)

elnMa(az ,bw,t)+lnMb(0,bz−bw,t)−R(az ,bz)

+R(az, bz).

(4.85)

The example code, CMEsolMonoMol.m provides a numerical implementation of the CME

solution (Equation (4.62)) using Equation (4.84) and Equation (4.85).

4.6.3 Synthetic data

The synthetic data used in the main manuscript and example code is provide in Table 4.3 for the

mono-molecular chain model and in Table 4.4 for the enzyme kinetics model.
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Table 4.3: Data, Yobs, used for inference on the mono-molecular chain. Generated using true
parameter values k1 = 1.0, k2 = 0.1, and k3 = 0.05 and initial conditions, A(0) = 100 and
B(0) = 0.

Y(t1) Y(t2) Y(t3) Y(t4)

t 25 50 75 100

A(t) 14 12 17 15

B(t) 68 34 14 14

Table 4.4: Data, Yobs, used for inference on the enzyme kinetic model. Generated using true
parameter values k1 = 0.001, k2 = 0.005, and k3 = 0.01 and initial conditions S(0) = 100,
E(0) = 100, C(0) = 0 and P (0) = 0.

Y(t1) Y(t2) Y(t3) Y(t4) Y(t5)

t 0 20 40 60 80

P (t) 0 5 16 28 39

P (t) + ξ 2.04 6.99 14.30 28.71 38.14

4.6.4 Additional ABC results

In the main manuscript only marginal probability densities are used to demonstrate ABC con-

vergence. Here we present plot matrices with the bivariate marginals also.

Since the mono-molecular chain model has three rate parameters, we have three univariate

marginals posteriors and three bivariate marginal posteriors. Through application of the ABC

with acceptance threshold, ε, the equivalent marginals are

p(k1 | ρ(Yobs,Sobs) ≤ ε) =

∫∫
R2

p(k1, k2, k3 | ρ(Yobs,Sobs) ≤ ε) dk2 dk3, (4.86)

p(k2 | ρ(Yobs,Sobs) ≤ ε) =

∫∫
R2

p(k1, k2, k3 | ρ(Yobs,Sobs) ≤ ε) dk1 dk3, (4.87)

p(k3 | ρ(Yobs,Sobs) ≤ ε) =

∫∫
R2

p(k1, k2, k3 | ρ(Yobs,Sobs) ≤ ε) dk1 dk2, (4.88)

p(k1, k2 | ρ(Yobs,Sobs) ≤ ε) =

∫
R
p(k1, k2, k3 | ρ(Yobs,Sobs) ≤ ε) dk3, (4.89)

p(k1, k3 | ρ(Yobs,Sobs) ≤ ε) =

∫
R
p(k1, k2, k3 | ρ(Yobs,Sobs) ≤ ε) dk2, (4.90)

p(k2, k3 | ρ(Yobs,Sobs) ≤ ε) =

∫
R
p(k1, k2, k3 | ρ(Yobs,Sobs) ≤ ε) dk1. (4.91)

The exact univariate and bivariate marginal posteriors are plotted against the ABC posterior for

ε = [50, 25, 12.5, 0] (with ε = 0 meaning the exact posterior is sampled using the CME-based
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Figure 4.7: Convergence of ABC posterior to the true posterior as ε → 0 for the mono-
molecular chain inference problem. Marginal posteriors are plotted for ε = 50 (blue solid),
ε = 25 (red solid), ε = 12.5 (yellow solid), and ε = 0 (black dashed). Here, the ε = 0 case
corresponds to the exact likelihoods using the CME solution. Univariate marginals are plotted
on the diagonals and bivariate marginals on off diagonal elements. Contour lines in bivariate
marginal plots are selected such that six equal probability density intervals are shown. The true
parameter values (black dotted) are k1 = 1.0, k2 = 0.1 and k3 = 0.05. Note that the exact
Bayesian posterior does not recover the true parameter for k3.

likelihood). Equations (4.86)–(4.91) are plotted in Figure 4.7.

Reducing ε further than 12.5 is prohibitive, even for the mono-molecular chain model. Both

Barber et al. (2015) and Fearnhead and Prangle (2012) provide an asymptotic result for the

computation time, C, as a function of ε, that is, C = O(ε−d), where d is the dimensionality of

the data used in the ABC inference. For the synthetic data we have from Table 4.3, we have

d = ntN . Figure 4.8 demonstrates that the computation times we obtain are consistent with

this.
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Figure 4.8: Computation time growth of ABC rejection sampling against theoretical result.
Computations are performed using an Intel® Core™ i7-5600U CPU (2.6 GHz).

4.6.5 ABC Multilevel Monte Carlo

Here we provide the ABC Multilevel Monte Carlo scheme (ABCMLMC) (see Chapter 6 for

more details and the derivation). This particular implementation computes an estimate of the

posterior mean. Given a sequence of acceptance thresholds, ε0 > ε1 > · · · > εL = ε, and a

sequence of sample numbers m0 > m1 > · · · > mL (see Giles (2008) and Chapter 6 for details

on optimally computing the sample numbers), ABCMLMC proceeds as follows:

1. initialise ` = 0;

2. set i = 1;

3. generate a prior sample θ∗ ∼ p(θ);

4. generate simulated data, S∗obs ∼ s(Sobs;θ
∗);

5. if ρ(Yobs,S
∗
obs) ≤ ε`, accept θ(i)

ε` = θ∗ and set i = i+ 1, otherwise continue;

6. if i ≤ m`, go to step 3, otherwise continue;

7. set F̂`,j(z) =
∑m`

i=1 1z

(
k

(i)
ε`,j

)
/m` for j = 1, 2, . . . ,M ;

8. if ` = 0, then set θ̂ε =
∑m`

i=1 θ
(i)
ε` /m`, set ` = `+ 1, and go to step 2, otherwise continue;

9. set i = 1;

10. set k(i)
ε`−1,j

= F̂−1
`−1,j(F̂`,j(k

(i)
ε`,j

)) for j = 1, 2, . . . ,M ;
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11. set θ(i)
ε`−1 = [k

(i)
ε`−1,1

, k
(i)
ε`−1,2

, . . . , k
(i)
ε`−1,M

] and set i = i+ 1;

12. if i ≤ m`, then go to step 9, otherwise continue;

13. set F̂`,j(z) = F̂`−1,j(z) +
∑m`

i=1

(
1z

(
k

(i)
ε`,j

)
− 1z

(
k

(i)
ε`−1,j

))
/m`;

14. set θ̂ε = θ̂ε +
∑m`

i=1

(
θ

(i)
ε` − θ

(i)
ε`−j

)
/m`;

15. if ` = L, then terminate, otherwise set ` = `+ 1 and go to step 2;

4.6.6 ABC algorithm configurations and additional results

The following algorithm configurations for the ABC rejection sampler, ABCMCMC, ABCSMC

and ABCMLMC are used to generate the results in Tables 3 and 4 of the main manuscript.

The parameters are also contained in the code examples, DemoABCMethodsMonoMol.m

and DemoABCMethodsMichMent.m .

For the mono-molecular chain model inference problem each algorithm is configured as fol-

lows: for the ABC rejection sampler we set m = 100 and ε = 15; for ABCMCMC we set

mn = 500, 000, mb = 100, 000, mh = 10, 000, the proposal kernel is a Gaussian random

walk with covariance matrix, Σ = diag(1 × 10−3, 1 × 10−5, 2.5 × 10−5), and ε = 15; for

ABCSMC we use mp = 100, the proposal kernel is a Gaussian random walk with covariance

matrix, Σ = diag(1 × 10−3, 1 × 10−5, 2.5 × 10−5), and the discrepancy threshold sequence

is ε1 = 100 with εr+1 = εr/2 for r = 2, 3, . . . , 5; for ABCMLMC we use the discrepancy

threshold sequence ε0 = 100 with ε`+1 = ε`/2 for ` = 1, 2, . . . , 4, and the sample number

sequence, m0 = 800, with m`+1 = M`/2 for ` = 1, 2, . . . , 4. For the prior, we assume

all parameters are independent of each other and uniformly distributed with k1 ∼ U(0, 2),

k2 ∼ U(0, 0.2), and k3 ∼ U(0, 0.1).

Similarly for the enzyme kinetics model inference problem each algorithm is configured as

follows: for the ABC rejection sampler we set m = 100 and ε = 2.5; for ABCMCMC

we set mn = 500, 000, mb = 100, 000, mh = 10, 000, the proposal kernel is a Gaussian

random walk with covariance matrix, Σ = diag(2.25× 10−8, 5.625× 10−7, 6.25× 10−6), and

ε = 2.5; for ABCSMC we use mp = 100, the proposal kernel is a Gaussian random walk with

covariance matrix, Σ = diag(2.25 × 10−8, 5.625 × 10−7, 6.25 × 10−6), and the discrepancy
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threshold sequence is ε1 = 40 with εr+1 = εr/2 for r = 2, 3, . . . , 5; for ABCMLMC we use the

discrepancy threshold sequence ε0 = 40 with ε`+1 = ε`/2 for ` = 1, 2, . . . , 4, and the sample

number sequence, m0 = 800, with m`+1 = M`/2 for ` = 1, 2, . . . , 4. For the prior, we assume

all parameters are independent of each other and uniformly distributed with k1 ∼ U(0, 0.003),

k2 ∼ U(0, 0.015), and k3 ∼ U(0, 0.05).

The resulting marginal posterior distributions are presented in Figure 4.9. ABCSMC and

ABCMLMC recover the true parameters effectively and as less computationally intensive.

For the enzyme kinetic inference problem, more tuning and samples are required to obtain

Figure 4.9: Comparison of ABC posteriors generated by the ABC rejection sampler (red
solid), ABCMCMC (yellow solid), ABCSMC (purple solid) and ABCMLMC (blue solid) for
the mono-molecular chain inference problem. The true parameter values (black dashed) are
k1 = 1.0, k2 = 0.1 and k3 = 0.05.

good estimates of the full marginal posterior distributions. Especially, since the ABCMCMC

trajectory undergoes a long excursion into the low density tails.
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arXiv:1912.12404 [q-bio.MN]

Abstract For many stochastic models of interest in systems biology, such as those describing

biochemical reaction networks, exact quantification of parameter uncertainty through statistical

inference is intractable. Likelihood-free computational inference techniques enable parameter

inference when the likelihood function for the model is intractable but the generation of many

sample paths is feasible through stochastic simulation of the forward problem. The most

common likelihood-free method in systems biology is approximate Bayesian computation that

accepts parameters that result in low discrepancy between stochastic simulations and measured

data. However, it can be difficult to assess how the accuracy of the resulting inferences are

affected by the choice of acceptance threshold and discrepancy function. The pseudo-marginal

157
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approach is an alternative likelihood-free inference method that utilises a Monte Carlo esti-

mate of the likelihood function. This approach has several advantages, particularly in the

context of noisy, partially observed, time-course data typical in biochemical reaction network

studies. Specifically, the pseudo-marginal approach facilitates exact inference and uncertainty

quantification, and may be efficiently combined with particle filters for low variance, high-

accuracy likelihood estimation. In this review, we provide a practical introduction to the pseudo-

marginal approach using inference for biochemical reaction networks as a series of case studies.

Implementations of key algorithms and examples are provided using the Julia programming

language; a high performance, open source programming language for scientific computing

(https://github.com/davidwarne/Warne2019 GuideToPseudoMarginal).

5.1 Introduction

Stochastic models are routinely used in systems biology to facilitate the interpretation and

understanding of experimental observations. In particular, stochastic models are often more

realistic descriptions, compared with their deterministic counterparts, of many biochemical

processes that are naturally affected by extrinsic and intrinsic noise (Kærn et al., 2005; Raj

and van Oudenaarden, 2008), such as the biochemical reaction pathways that regulate gene

expression (Paulsson et al., 2000; Tian and Burrage, 2006). Such stochastic models enable the

exploration of various biochemical network motifs to explain particular phenomena observed

through the use of modern, high resolution experimental techniques (Sahl et al., 2017). The

validation and comparison of theories against observations can be achieved using statistical

inference techniques to quantify the uncertainty in unknown parameters and likelihoods of

observations under different models. Recent reviews by Schnoerr et al. (2017) and Chap-

ter 4 highlight the state-of-the-art in computational techniques for simulation of biochemical

networks, analysis of the distribution of future states of the biochemical systems, and com-

putational inference from a Bayesian perspective. Both studies point out that, for realistic

biochemical reaction networks, the likelihood function is intractable. As a result, likelihood-

free computation inference schemes are essential for practical situations.

In Chapter 4, we provide an accessible discussion of a wide range of algorithms for simulation

and inference in the context of biochemical systems and provide example implementations for

https://github.com/davidwarne/Warne2019_GuideToPseudoMarginal
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demonstration purposes. In particular, Chapter 4 highlights the use of approximate Bayesian

computation (ABC) (Sisson et al., 2018) for likelihood-free inference of kinetic rate parameters

using time-course data. While ABC is a widely applicable and popular likelihood-free approach

within the life sciences (Toni et al., 2009), inferences obtained by this method are, as the name

implies, approximations, and the accuracy of these approximations are highly dependent upon

choices made by the user (Sunnåker et al., 2013).

Time-course data describing temporal variations in particular molecular signals within living

cells are often obtained using time-lapse optical microscopy with fluorescent reporters (Fig-

ure 5.1(A)) (Bar-Joseph et al., 2012; Locke and Elowitz, 2009; Young et al., 2012). Individual

cells are tracked (Figure 5.1(B)) and the luminescence from the reporter is measured over time

at discrete intervals (Figure 5.1(C)). These luminescence values are then used to determine

concentrations of mRNAs or proteins that may be associated with the expression of a particular

gene over time. These data provide information about the dynamics complex gene regulatory

networks that can result in stochastic switching (Tian and Burrage, 2006) or oscillatory be-

haviour (Figure 5.1(C)) (Elowitz and Leibler, 2000; Shimojo et al., 2008).

Common features of gene expression time-course data include sparsity of temporal obser-

vations, relatively few concurrent fluorescent reporters, and noisy observations. Therefore,

likelihood-free inference methods are essential to deal with statistical inference (Toni et al.,

2009). However, complex dynamics observed in real gene regulatory networks, such as stochas-

tic oscillations or bi-stability, can render ABC methods impractical for accurate inferences since

most simulations will be rejected, even when the values model parameters are close to the true

values.

Pseudo-marginal methods (Andrieu and Roberts, 2009) are an alternative likelihood-free ap-

proach that can provide exact inferences under the prescribed model and are significantly less

sensitive to user-defined input. Variants of this approach are particularly well suited for Bayesian

inference of nonlinear stochastic models using partially observed time-course data (Andrieu

et al., 2010). This makes the pseudo-marginal method ideal for the study of biochemical

systems, however, to-date, few applications of these approaches are present in the systems

biology literature (Golightly and Wilkinson, 2008, 2011). While Chapter 4 briefly discusses

the pseudo-marginal approach, no examples or implementations are provided.
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Figure 5.1: Time-course gene expression data. (A) snapshots of time-lapse microscopy using
two fluorescent reporters indicating Hes1 gene expression (green) and BrdU incorporation
(red) used to indicate cell-cycle phases. (B) Time-series of green fluorescent reporter for a
tracked single-cell over 17 hours in 20 minute intervals. (C) the resulting time-series indicating
oscillatory Hes1 gene expression. Panels (A),(B), and (C) are modified with permission
from Shimojo et al. (2008).

The purpose of this chapter is to complement Chapter 4 and Schnoerr et al. (2017) by providing

an accessible, didactic guide to pseudo-marginal methods (Andrieu and Roberts, 2009; Andrieu

et al., 2010; Doucet et al., 2015) for the inference of kinetic rate parameters of biochemical

reaction network models using the chemical Langevin description. For all of our examples, we

provide accessible implementations using the open source, high performance Julia program-

ming language (Besançon et al., 2019; Bezanson et al., 2017)1.

5.2 Background

In this section, we introduce several concepts that are fundamental to understanding how pseudo-

marginal methods work and why they are effective. Firstly, we introduce stochastic biochemical

1The Julia code examples and demonstration scripts are available from GitHub
https://github.com/davidwarne/Warne2019 GuideToPseudoMarginal

https://github.com/davidwarne/Warne2019_GuideToPseudoMarginal
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reaction networks and how one might model and simulate these systems using stochastic dif-

ferential equations (SDEs). The Bayesian inference framework is then described along with the

essentials of Markov chain Monte Carlo (MCMC) sampling. Lastly, an analytically tractable

inference problem is presented, along with Julia code implementations, in order to solidify the

concepts, as they are relied upon in subsequent sections.

5.2.1 Stochastic biochemical reaction networks

A biochemical reaction network consists of N chemical species, X1, X2, . . . , XN that interact

via a network of M reactions,

N∑
i=1

ν−i,jXi
kj→

N∑
i=1

ν+
i,jXi, j = 1, 2, . . . ,M, (5.1)

where ν−i,j and ν+
i,j are, respectively, the number of reactant and product molecules of species

Xi involved in the jth reaction, and kj is the kinetic rate parameter for the jth reaction. We

refer to νi,j = ν+
i,j − ν−i,j as the stoichiometry of species i for reaction j. While spatially

extended systems can be considered (Cotter and Erban, 2016; Flegg et al., 2015), we will assume

the chemical mixture is spatially uniform for clarity. Under this assumption the law of mass

action holds and the probability of the jth reaction occurring in the time interval [t, t + dt)

is aj(Xt)dt, where Xt = [X1,t, X2,t, . . . , XN,t]
T is an N × 1 state vector consisting of the

copy numbers for each species at time t and aj(Xt) is the propensity function for reaction

j (Gillespie, 1977; Kurtz, 1972). Should a reaction j event occur then the state will update by

adding the stoichiometric vector νj = [ν1,j, ν2,j, . . . , νN,j]
T to the current system state. Example

implementations for generating a range of common biochemical reaction network models is

provided in ChemicalReactionNetworkModels.jl.

In situations where the number of molecules in the system is sufficiently large, the forwards

evolution of the biochemical reaction network can be accurately approximated by the chemical

Langevin equation (Higham, 2008; Gillespie, 2000; Wilkinson, 2009). The chemical Langevin

equation is an Itō SDE of the form

dXt =
M∑
j=1

νjaj(Xt)dt+
M∑
j=1

νj

√
aj(Xt)dW (j)

t , (5.2)
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where Xt takes values in RN and W (1)
t ,W

(2)
t , . . . ,W

(M)
t are independent scalar Wiener pro-

cesses. For a fixed initial condition, X0, the solution to Equation (5.2), {Xt}0≤t, can be

approximately simulated using numerical methods. In this work, we apply the Euler-Maruyama

scheme (Kloeden and Platen, 1999; Maruyama, 1955) which approximates a realisation at

Xt+∆t given Xt according to

Xt+∆t = Xt +
M∑
j=1

νjaj(Xt)∆t+
M∑
j=1

νj

√
aj(Xt)∆tξ

(j),

where ξ(1), ξ(2), . . . , ξ(M) are independent, identically distributed (i.i.d.) standard normal ran-

dom variables. It can be shown that the Euler-Maruyama scheme converges with rate O(
√

∆t)

to the true path-wise solution (Kloeden and Platen, 1999). While higher-order schemes are

possible, tighter restrictions on the SDE form are required. Therefore we restrict ourselves

to Euler-Maruyama in this work. For an accessible introduction to numerical methods for

SDEs, see Higham (2001), and for a detailed monologue that includes rigorous analysis of

convergence rates, see Kloeden and Platen (1999). Example implementations of the Euler-

Maruyama scheme for the chemical Langevin equation are provided in EulerMaruyama.jl

and ChemicalLangevin.jl.

5.2.2 Markov chain Monte Carlo for Bayesian inference

In practice, the application of mathematical models to the study of real biochemical networks

requires model calibration and parameter inference using experimental data. The data are

typically chemical concentrations derived from optical microscopy and fluorescent reporters

such as green fluorescent proteins (Finkenstädt et al., 2008; Sahl et al., 2017; Wilkinson, 2011).

Let θ ∈ Θ be the vector of unknown model parameters, such as kinetic rate parameters or

initial conditions. The task is to quantify the uncertainty in model parameters after taking the

experimental data, D, into account. Given a model parameterised by θ and experimental data,

D, uncertainty of the unknown model parameters can be quantified using the Bayesian posterior

probability density,

p(θ | D) =
L(θ;D)p(θ)

p(D)
, (5.3)

where: p(θ) is the prior probability density that encodes parameter assumptions; L(θ;D) is

the likelihood function that determines the probability of the data under the assumed model for
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fixed θ; and p(D) is the evidence that provides a total probability for the data under the assumed

model over all possible parameter values.

Parameter uncertainty quantification often involves computing expectations of functionals with

respect to the posterior distribution (Equation (5.3)),

E [f(θ)] =

∫
Θ

f(θ)p(θ | D) dθ,

which may be estimated using Monte Carlo integration,

E [f(θ)] ≈ f̂(θ) =
1

M
M∑
i=1

f(θ(i)),

where θ(1),θ(2), . . . ,θ(M) are i.i.d. samples from the posterior distribution, p(θ | D). In

particular, the jth marginal posterior probability density, p(θj | D) with θj the jth dimension of

θ, may be estimated using a smoothed kernel density estimate,

p(θj | D) ≈ 1

Mh

M∑
i=1

K

(
θj − θ(i)

j

h

)
,

where θ(1)
j , θ

(2)
j , . . . , θ

(M)
j are the jth dimensions of i.i.d. posterior samples, h is a user pre-

scribed smoothing parameter, and the kernel K(x) is chosen such that
∫∞
−∞K(x) dx = 1.

Typically, K(x) is a standard Gaussian, and h is chosen using Silverman’s rule (Silverman,

1986). In most cases, direct i.i.d. sampling from the posterior distribution is not possible since

it is often not from a standard distribution family.

MCMC methods are based on the idea of simulating a discrete time Markov chain, {θm}0≤m, in

parameter space, Θ, for which the posterior of interest is its stationary distribution (Green et al.,

2015; Roberts and Rosenthal, 2004). A popular MCMC algorithm is the Metropolis-Hastings

method (Hastings, 1970; Metropolis et al., 1953) (Algorithm 5.1, an example implementation is

provided in MetropolisHastings.jl), in which transitions from state θm to a proposed

new state θ∗ occur with probability proportional to the relative posterior density between the

two locations. The proposals are determined through sampling a proposal kernel distribution

that is conditional on θm with density q(θ∗ | θm). Under some regularity conditions on

the proposal density, the resulting Markov chain will converge to the target posterior as its
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Algorithm 5.1 The Metropolis-Hastings method for MCMC

1: Given initial condition θ0 such that p(θ0 | D) > 0.
2: for m = 1, . . . ,M do
3: Sample transition kernel, θ∗ ∼ q(θ | θm−1).
4: Calculate acceptance probability

α (θ∗,θm−1) = min

(
1,

q(θm−1 | θ∗)p(θ∗ | D)

q(θ∗ | θm−1)p(θm−1 | D)

)
.

5: Set θm ← θ∗ with probability α (θ∗,θm−1), otherwise, set θm ← θm−1.
6: end for

stationary distribution (Mengersen and Tweedie, 1996). Therefore, computing expectations

can be performed with Monte Carlo integration using a sufficiently large dependent sequence

from the Metropolis-Hastings Markov chain. It is important to note that this is an asymptotic

result, and determining when such a sequence is sufficiently large for practical purposes is an

active area of research (Cowles and Carlin, 1996; Gelman and Rubin, 1992; Gelman et al.,

2014; Vehtari et al., 2019). It is also important to note that the efficiency of MCMC based on

Metropolis-Hastings is heavily dependent on the proposal density used (Metropolis et al., 1953).

Adaptive schemes may be applied (Roberts and Rosenthal, 2009), however, care must be taken

when applying these schemes as the stationary distribution may be altered. In many practical

applications, the proposal density and number of iterations is selected heuristically (Hines et al.,

2014).

Alternative MCMC algorithms include Gibbs sampling (Geman and Geman, 1984), Hamilto-

nian Monte Carlo (Duane et al., 1987), and Zig-Zag sampling (Bierkens et al., 2019). In this

work, however, we base all discussion and examples on the Metropolis-Hastings method as it is

the most natural to extend to challenging inference problems in systems biology (Golightly and

Wilkinson, 2011; Marjoram et al., 2003).

5.2.3 A tractable example: the production-degradation model

We demonstrate the application of MCMC to perform exact Bayesian inference using a bio-

chemical reaction network for which an analytic solution to the likelihood can be obtained. This

enables us to highlight important MCMC algorithm design considerations before introducing

the additional complexity that arises when the likelihood is intractable.
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Figure 5.2: (A) Four example realisations of the chemical Langevin SDE for the production-
degradation model. (B) The analytic stationary distribution compared with an approximation
using simulations. Simulations are performed using the Euler-Maruyama scheme with ∆t = 0.1
and X0 = 50. Kinetic rate parameters are k1 = 1.0 and k2 = 0.01.

Consider a biochemical system consisting a single chemical species, X , involving only produc-

tion and degradation reactions of the form

∅ k1→ X︸ ︷︷ ︸
external production

of X molecules

and X
k2→ ∅︸ ︷︷ ︸

degradation
of X molecules

. (5.4)

Here, k1 > 0 and k2 > 0 are the kinetic parameters for production and degradation, respectively.

The propensity functions are given by

a1(Xt) = k1 and a2(Xt) = k2Xt,

with respective stoichiometries ν1 = 1 and ν2 = −1. The chemical Langevin equation for this

production-degradation model (Equation (5.4)) is

dXt = (k1 − k2Xt)dt+
√
k1 + k2XtdWt, (5.5)

where Wt is a Wiener process. Approximate realisations of the solution process can be gener-

ated using the Euler-Maruyama discretisation, as demonstrated in Figure 5.2(A) (see example

DemoProdDeg.jl). Throughout this work we take time, t, and rate parameters to be dimen-

sionless. However, all results can be re-dimensionalised as appropriate.

Assume that the degradation rate is known, k2 = 0.01. The inference task is to quantify the un-

certainty in the production kinetic rate, k1, using experimental dataD =
[
Y

(1)
obs , Y

(2)
obs , . . . , Y

(n)
obs

]
,
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where Y (1)
obs , Y

(2)
obs , . . . , Y

(n)
obs are n independent observations of a hypothetical real biochemical

production-degradation process that has reached its equilibrium distribution (Section 5.7.1).

For simplicity, we also assume these observations are not subject to any observation error, that

is, our data is assumed to be exact realisations of the stationary process for the production-

degradation model (Equation (5.4)) under the chemical Langevin equation representation (Equa-

tion (5.5)).

For inference, we require the Bayesian posterior probability density,

p(k1 | D) ∝ L(k1;D)p(k1), (5.6)

where the prior is p(k1) and the likelihood is

L(k1;D) =
n∏
i=1

ps

(
Y

(i)
obs ; k1

)
. (5.7)

We prescribe a uniform prior, k1 ∼ U(0, 2), that contains the true parameter value of k1 = 1.0.

In Equation (5.7), ps (x; k1) is the probability density function for the chemical Langevin equa-

tion (Equation (5.5)) solution process, {Xt}0≤t, as t → ∞, that is, the stationary process

X∞ ∼ ps(x; k1). For this particular example, it is possible to obtain an analytical expression

for this stationary probability density function. The solution is obtained by formulating the

Fokker-Planck equation for the Itō process in Equation (5.5) and solving for the steady state

(Section 5.7.1) to yield

ps (x; k1) =

exp

(
−2x+

(
4k1

k2

− 1

)
ln (k1 + k2x)

)
∫ ∞

0

exp

(
−2y +

(
4k1

k2

− 1

)
ln (k1 + k2y)

)
dy
. (5.8)

Given a value for k1, then the denominator can be accurately calculated using quadrature.

Figure 5.2(B) overlays this analytical solution against a histogram obtained from the time series

of a single very long simulation with end time, t = 1, 000, 000.

Using Equation (5.8), we can now evaluate the likelihood function (Equation (5.7)) point-wise,

and hence the posterior density (Equation (5.6)) can be evaluated point-wise up to a normalising

constant. Therefore, we can apply the Metropolis-Hastings method for which the acceptance
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probability is

α (θ∗, θ) = min

1,
q(θ | θ∗)p(θ∗)∏n

i=1 ps

(
Y

(i)
obs ; θ∗

)
q(θ∗ | θ)p(θ)∏n

i=1 ps

(
Y

(i)
obs ; θ

)
 , (5.9)

where θ∗ ∼ q(· | θ) is the proposal mechanism.

The choice of proposal kernel dramatically affects the rate of convergence of the Markov

chain. For example, Figure 5.3 demonstrates the Markov chain based on Equation (5.9) using a

Gaussian proposal kernel,

q(θ∗ | θ) =
1

σ
√

2π
exp

(
−(θ∗ − θ)2

2σ2

)
, (5.10)

for different choices of the standard deviation parameter σ (see example DemoMH.jl). In all

cases, the initial state of the chain is set in a region of very low posterior density, θ0 = 0.8, to en-

sure we can compare transient and stationary behaviour of the Markov chain. For small standard

deviation, σ = 0.01 (Figure 5.3(A)–(B)), the move acceptance rate is high (see Figure 5.3(G)),

however, only very small steps are ever taken (Figure 5.3(A)). These small steps lead to an

over sampling of the low density region of initialisation before the chain drifts toward the high

density region. This over sampling of the tail is still evident after 500 iterations (Figure 5.3)(B)),

and almost 10, 000 iterations are required to compensate for this initial transient behaviour.

We emphasize that here we refer to transient behaviour of the Metropolis-Hastings Markov

chain, and this is not to be confused with any transient behaviour of the underlying model.

In Figure 5.3(C)–(D), we show that the use of a larger standard deviation, σ = 0.1, results

in the rejection of significantly more proposals (Figure 5.3(C) and Figure 5.3(G)), however,

the larger steps result in rapid convergence to the true target density in almost 500 iterations

(Figure 5.3(D)). However, increasing the standard deviation further to σ = 1.0 (Figure 5.3(E)–

(F)), results in proposals that overshoot the high density region frequently and most proposals

are rejected (Figure 5.3(G)). Consequently, the chain halts for many iterations and parameter

space exploration is inefficient (Figure 5.3). Even after 10, 000 iterations the chain still has not

reached stationarity.

In Figure 5.3(B),(D), and (F), the exact posterior density for the production-degradation in-

ference problem, p(k1 | D), is overlaid to demonstrate that all chains are still converging to

the same stationary distribution. Having this exact solution also enables us to demonstrate the
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Figure 5.3: The choice of proposal kernel affects the convergence of the Markov chain. (A,
C, and E) Trace plots for the first 500 iterations production kinetic parameter k1, and (B, D,
and F) smoothed kernel density estimates for the target Bayesian posteriors are shown for
Gaussian proposal kernels with standard deviations of: (A-B) σ = 0.01; (C-D) σ = 0.1 and
(E-F) σ = 1.0. Smoothed kernel density estimates for target Bayesian posterior are shown
at 250 iterations (solid blue), 500 iterations (solid orange), and 10,000 iterations (solid green)
alongside the exact posterior (dashed black). The true production rate of k1 = 1.0 is indicated
(dashed red). (G) Comparison of cumulative accepted proposal countsAm for different proposal
variances, σ = 0.01 (solid blue), σ = 0.1 (solid orange) and σ = 1.0 (solid green).
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impact that the choice of proposal kernel has on the efficacy of the Metropolis-Hastings method.

In general, the selection of an optimal proposal kernel is an open problem, however, there are

techniques that can be applicable in specific cases (Gelman et al., 1996; Roberts and Rosenthal,

2009; Yang and Rodrı́guez, 2013).

5.3 Likelihood-free MCMC

Nearly all likelihood functions for stochastic biochemical systems of interest are intractable.

This renders the standard Metropolis-Hastings method for MCMC sampling (Algorithm 5.1)

impossible to implement directly (Sisson et al., 2018; Wilkinson, 2011)(Chapter 4). To deal

with this problem, techniques for sampling Bayesian posterior distributions have been de-

veloped that avoid the point-wise evaluation of the likelihood. These so-called likelihood-

free methods fall into two main categories: approximate Bayesian computation; and pseudo-

marginal methods.

In this section, we provide a brief description of both approaches in the context of the Metropolis-

Hastings method for MCMC sampling. We then demonstrate some important features of these

methods in the context of the tractable production-degradation inference problem presented in

Section 5.2.3.

5.3.1 Approximate Bayesian computation

ABC is a broad class of Bayesian sampling techniques that are applicable when the likelihood is

intractable but simulated data can be generated efficiently for a given parameter vector θ (Sisson

et al., 2018; Sunnåker et al., 2013)(Chapter 4). The fundamental idea is that parameter values

that frequently lead to simulated data Ds that is similar to the true observations D will have

higher posterior probability density. In effect, ABC samples from an approximate Bayesian

posterior,

p(θ | ρ(D,Ds) ≤ ε) ∝ p(ρ(D,Ds) ≤ ε | θ)p(θ), (5.11)

where the discrepancy metric, ρ(D,Ds), quantifies how different the two datasets are, the ac-

ceptance threshold, ε > 0, specifies the difference that is considered close, and Ds ∼ s(D | θ)
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is the data simulation process.

In the context of MCMC sampling, Marjoram et al. (2003), developed a modified Metropolis-

Hastings method using the acceptance probability

α(θ∗,θm) =


min

(
1,
q(θm | θ∗)p(θ∗)
q(θ∗ | θm)p(θm)

)
, if ρ(D,Ds) ≤ ε,

0, if ρ(D,Ds) > ε.

(5.12)

Marjoram et al. (2003) also show that the stationary distribution of the resulting Markov chain

is Equation (5.11). Provided that the discrepancy metric, ρ(D,Ds), and acceptance threshold, ε,

are appropriately selected so that p(θ | ρ(D,Ds) ≤ ε) ≈ p(θ | D), then we can use this Markov

chain for inference in the same way that the chain from classical Metropolis-Hastings MCMC

(Algorithm 5.1) would be used. An example implementation is provided in ABCMCMC.jl.

The choice of ρ(D,Ds) and ε are critical to both the accuracy of approximate posterior, and the

computational cost of the method. Ideally, we require ρ(D,Ds) such that we recover the true

posterior density in the limit as ε → 0. Using a metric such as the Euclidean distance satisfies

this property, however, when the data has high dimensionality it is completely infeasible for

small ε to accept any parameter proposals. Conversely, metrics based on summary statistics

of the data can be used to reduce the data dimensionality so that a smaller ε can be used,

however, this may not lead to the true posterior as ε→ 0. In general, one requires the summary

statistics to be sufficient statistics (Fearnhead and Prangle, 2012) and ε to be of similar order to

the observation error (Toni et al., 2009; Wilkinson, 2013) to obtain accurate posteriors for the

purposes of inference.

5.3.2 Pseudo-marginal methods

Pseudo-marginal methods (Andrieu and Roberts, 2009) are an alternative approach to likelihood-

free inference with some desirable properties compared with ABC. The pseudo-marginal ap-

proach can be used when one has an unbiased Monte Carlo estimator, L̂(θ;D), for the point-

wise evaluation of the likelihood function L(θ;D). This estimator is used directly in place of

the true likelihood for the purposes of MCMC.

In the context of Metropolis-Hastings MCMC (Algorithm 5.1), the acceptance probability for
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the pseudo-marginal approach is

α(θ∗,θm) = min

(
1,
q(θm | θ∗)L̂(θ∗;D)p(θ∗)

q(θ∗ | θm)L̂(θm;D)p(θm)

)
. (5.13)

After initial inspection, one would expect the stationary distribution of the resulting Markov

chain to be an approximation to the true posterior, just as with the ABC approach using Equa-

tion (5.12). Surprisingly, this is not the case; the stationary distribution of the Markov chain

using Equation (5.13) is, in fact, the exact posterior distribution. As a result, pseudo-marginal

methods have been referred to as exact approximations (Golightly and Wilkinson, 2011). For

an explanation for why the true posterior is recovered, see Section 5.7.2. For more detail we

refer the reader to Andrieu and Roberts (2009), Beaumont (2003), and Golightly and Wilkinson

(2011). PseudoMarginalMetropolisHastings.jl is provided as an example imple-

mentation.

Unlike classical Metropolis Hastings, the acceptance probability, α(θ∗,θm) (Equation (5.13)),

is still a random variable, given values for θ∗ and θm. This additional randomness reduces

the rate at which the Markov chain approaches stationarity, but the additional noise can be

controlled through reducing the variance of the likelihood estimator L̂(θ;D). However, reduc-

ing the variance necessarily requires higher computation costs since a larger number of Monte

Carlo samples will be required for computing L̂(θ;D). Research has been undertaken to try

to develop methods to choose the number of samples optimally. In particular, Doucet et al.

(2015) perform a detailed analysis and find, under some restrictive assumptions, that choosing

the number of samples such that V
[
log L̂(θ̄;D)

]
≈ 1.2, where θ̄ is the posterior mean, is the

optimal trade-off.

5.3.3 Comparison for an example with a tractable likelihood

We now demonstrate the ABC and pseudo-marginal approaches to MCMC using the tractable

production-degradation problem from Section 5.2.3. Specifically, we demonstrate how the ABC

acceptance threshold and the pseudo-marginal Monte Carlo estimator variance affect both the

rate of convergence and the stationary distribution.

For the ABC case, we can generate simulated data Ds =
[
X

(1)
T , X

(2)
T , . . . , X

(n)
T

]
where
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X
(1)
T , X

(2)
T , . . . , X

(n)
T are independent approximate realisations of the production degradation

model (Equation (5.5)) using the Euler-Maruyama scheme over the interval 0 ≤ t ≤ T with

∆t = 1.0, T = 1000.0, k2 = 0.01, and k1 is given by the state of the Markov chain θm. Given

that the data has dimension n = 10 (Sections 5.2.3 and 5.7.4), we choose a discrepancy metric

that reduces the data dimension for ease of demonstration, that is,

ρ(D,Ds) = |µ̂(D)− µ̂(Ds)|+ |σ̂(D)− σ̂(Ds)| ,

where µ̂(D) and σ̂(D) are the sample mean and standard deviation of the observations D,

and µ̂(Ds) and σ̂(Ds) are the sample mean and standard deviation of the simulated data Ds.
Figure 5.4(A)–(F) demonstrates the behaviour of ABC MCMC using acceptance thresholds

of ε = 14 (Figure 5.4(A)–(B)), ε = 7 (Figure 5.4(C)–(D)) and ε = 3.5 (Figure 5.4(E)–(F))

(see example DemoABCMCMC.jl). The Markov chain trajectories shown in Figure 5.4(A),

(C), (E), indicate that larger values of ε lead to more rapid convergence to stationarity. The

converse is true for the accuracy of the stationary distribution as an approximation to the exact

posterior, as demonstrated in Figure 5.4(B), (C), (F), with larger values of ε leading to a more

diffuse, approximate posterior. This highlights a known shortcoming for ABC for the purposes

of MCMC sampling; choosing a small ε for accuracy will tend to result in a Markov chain that

repeatedly gets stuck in the same location (Sisson et al., 2007).

For the pseudo-marginal approach we use a standard smoothed kernel density estimate for the

likelihood, that is,

L̂(θ;D) =
1

(Rh)n

n∏
i=1

R∑
j=1

K

(
Y

(i)
obs −X

(j)
T

h

)
,

where h is the smoothing parameter chosen using Silverman’s rule (Silverman, 1986), K(x) is

a standard Gaussian smoothing kernel, and X(1)
T , X

(2)
T , . . . , X

(R)
T are independent approximate

realisations of the production degradation model (Equation (5.5)) using the Euler-Maruyama

scheme with identical parameterisation as used for ABC. The variance of the likelihood es-

timator depends on the number of realisations used in the estimate, R. Figure 5.4(G)–(L)

demonstrates the behaviour of the pseudo-marginal approach to MCMC using different real-

isation numbers of R = 25 (Figure 5.4(G)–(H)), R = 50 (Figure 5.4(I)–(J)) and R = 100

(Figure 5.4(K)–(L)) (see example DemoPMMH.jl). As expected, increasing R has the effect

of increasing convergence (although not significantly so). More importantly, regardless of the
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value R, the same stationary distribution is approached in the limit, that is, the exact posterior

distribution.

This highlights a major advantage of pseudo-marginal methods, that is, the stationary distri-

bution is independent of the number of realisations, R; furthermore the stationary distribution

is the exact Bayesian posterior distribution. Even with R = 1 the method will eventually

converge to the exact posterior distribution. This is in stark contrast to ABC methods where the

stationary distribution depends on the discrepancy metric and acceptance threshold. Ultimately

this means, that user choices only affect the computational performance of pseudo-marginal

methods rather than both computational performance and inference accuracy with ABC. This

is a clear advantage of the pseudo-marginal approach.
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Figure 5.4: Comparison of likelihood-free MCMC algorithms, (A-F) ABC and (G-L) the pseudo-marginal approach, using the tractable production
degradation example. ABC trace plots and smoothed kernel density estimates for the target approximate Bayesian posterior are shown for decreasing
acceptance thresholds: (A-B) ε = 14; (C-D) ε = 7 and (E-F) ε = 3.5. Pseudo-marginal trace plots and smoothed kernel density estimates for the
target approximate Bayesian posterior are shown for increasing sample numbers for likelihood estimation: (G-H) n = 25; (I-J) n = 50 and (K-L)
n = 100. Smoothed kernel density estimates for target Bayesian posterior are shown at 250 iterations (solid blue), 500 iterations (solid orange),
and 10,000 iterations (solid green) alongside the exact posterior (dashed black). The true production rate of k1 = 1.0 is indicated (dashed red). In
all cases, the proposal kernel is Gaussian with variance σ2 = 0.01, and the chain is initialised with θ0 = 0.8.
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5.4 Pseudo-marginal methods for biochemical systems

The production-degradation example presented in Section 5.2.3 is useful for highlighting the

essential concepts of standard MCMC sampling and likelihood free alternatives. However,

this inference problem is very simple compared to practical problems, since real biochemical

processes are generally not observed in their stationary state without observation error. Rather,

real biochemical process data is often characterised by noisy, time-course data, with few ob-

servations in time and only partially observed states (Finkenstädt et al., 2008; Golightly and

Wilkinson, 2011)(Chapter 4).

5.4.1 The challenge for time-course data

In the case of time-course data, the observations are samples at discrete points in time, t0, t1, . . . , tn,

from a single realisation of a stochastic process, such as a gene regulatory network. The

observation process, denoted by {Yt}0≤t, often has the form, Yt ∼ g(Yt | Xt), where

{Xt}0≤t is the underlying stochastic process, prescribed by the chemical Langevin equation

(Equation (5.2)), that governs the biochemical kinetics, and g(Yt | Xt) is the observation

process. The resulting discrete observations will beD = [Y
(0)
obs,Y

(1)
obs, . . . ,Y

(n)
obs ] with Y

(i)
obs = Yti

for i = 0, 1, . . . , n. The likelihood for such observations is

L(θ;D) = p(Y
(0)
obs)

n∏
i=1

p(Y
(i)
obs | Y

(0)
obs, . . . ,Y

(i−1)
obs ). (5.14)

Not only is this likelihood intractable, but a direct Monte Carlo likelihood estimator will be

impractical for the pseudo-marginal approach. For example, the following is a direct Monte

Carlo estimate for Equation (5.14)

L̂(θ;D) =
1

R

R∑
j=1

n∏
i=1

g(Y
(i)
obs | X

(j)
ti ), (5.15)

where [X
(1)
t ,X

(2)
t , . . . ,X

(R)
t ] are R independent realisations of the continuous sample path

from the chemical Langevin equation (Equation (5.2)), that are subsequently observed at times

t0, t1, . . . , tn. However, a prohibitively large number of sample paths, R, will be required to

obtain an acceptable variance in the estimator in Equation (5.15). Consequently, more advanced
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approaches to pseudo-marginal are required.

The following observation assists finding an alternative solution,

p(Y
(i)
obs | Y

(0)
obs, . . . ,Y

(i−1)
obs ) =

∫
RN
g(Y

(i)
obs | Xti)p(Xti | Y(0)

obs, . . . ,Y
(i−1)
obs ) dXti .

That is, provided we are able to sample from p(Xti | Y(0)
obs, . . . ,Y

(i−1)
obs ) for any i = 1, 2, . . . , n,

then we can use the alternative Monte Carlo estimator

L̂(θ;D) =
n∏
i=1

1

R

R∑
j=1

g(Y
(i)
obs | X

(j)
ti ), (5.16)

where [X
(1)
ti ,X

(2)
ti , . . . ,X

(R)
ti ] are R samples from the distribution p(Xti | Y

(0)
obs, . . . ,Y

(i−1)
obs ).

This estimator will have lower variance because conditioning the samples [X
(1)
ti ,X

(2)
ti , . . . ,X

(R)
ti ]

on all observations taken up to time ti−1 automatically removes contributions by trajectories that

do not match the observational history. The challenge is in the sampling of p(Xti | Y(0)
obs, . . . ,Y

(i−1)
obs )

and it motivates the use of, so called, particle filters (Doucet and Johanson, 2011). We present

the mathematical basis for this approach in the next section, along with practical examples that

demonstrate how the method works in practice.

5.4.2 Particle MCMC

The bootstrap particle filter (Gordon et al., 1993; Doucet and Johanson, 2011) is a technique

based on sequential importance sampling (Del Moral et al., 2006). This enables one to sample

from the sequence of distributions p(Xt1 | Y0
obs), p(Xt2 | Y0

obs,Y
1
obs), . . . , p(Xtn | Y0

obs, . . . ,Y
n−1
obs )

and thereby evaluate the lower variance likelihood estimator (Equation (5.16)).

Suppose we have independent samples, called particles,

X
(1)
ti−1

,X
(2)
ti−1

, . . . ,X
(R)
ti−1
∼ p(Xti−1

| Y0
obs, . . . ,Y

i−1
obs ).

Then, using the Euler-Maruyama scheme (or similar), we can simulate each particle forward to

time ti. This results in a new set of independent particles

X̃
(1)
ti , X̃

(2)
ti , . . . , X̃

(R)
ti ∼ p(Xti | Y0

obs, . . . ,Y
i−1
obs ).
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From these particles, we can evaluate the Monte Carlo estimate for the marginal likelihood at

time ti,

p̂(Yi
obs | Y0

obs, . . . ,Y
i−1
obs ) =

1

R

R∑
k=1

g(Yi
obs | X̃(k)

ti ). (5.17)

Provided we can then generate a new set of independent particles,

X
(1)
ti ,X

(2)
ti , . . . ,X

(R)
ti ∼ p(Xti | Y0

obs, . . . ,Y
i
obs),

we can compute Equation (5.17) for all i = 1, 2, . . . , n, and hence compute the likelihood

estimator given in Equation (5.16). Progress can be made by noting that, through application of

Bayes’ Theorem,

p(Xti | Y0
obs, . . . ,Y

i
obs) =

p(Yi
obs | Xti)p(Xti | Y0

obs, . . . ,Y
i−1
obs )

p(Yi
obs | Y0

obs, . . . ,Y
i−1
obs )

.

Therefore, we can approximate the set of particles X
(1)
ti ,X

(2)
ti , . . . ,X

(R)
ti by resampling the

particles X̃
(1)
ti , X̃

(2)
ti , . . . , X̃

(R)
ti with replacement using probabilities,

P(Xti = X̃
(k)
ti ) =

g(Yi
obs | X̃(k)

ti )

Rp̂(Yi
obs | Y0

obs, . . . ,Y
i−1
obs )

=
g(Yi

obs | X̃(k)
ti )∑R

j=1 g(Yi
obs | X̃

(j)
ti )

.

The result is a set of equally weighed particles approximately distributed according to

p(Xti | Y0
obs, . . . ,Y

i
obs). This leads to the bootstrap particle filter (Algorithm 5.2) (Gordon

et al., 1993). An example implementation is provided in BootstrapParticleFilter.jl.

Figure 5.5 provides a visual demonstration of this process using a small number of particles,

R = 4, for ease of visualisation. Figure 5.5(A) shows time-course data with error bars in-

dicating the magnitude of the observation error. This data, with very low time resolution,

is typical of many experimental studies, such as the data in Figure 5.1(C). Initially, all four

particles are set to the initial data point with equal weighting (Figure 5.5(B)). The particles

are then evolved forwards to the next observation time (Figure 5.5(C)), and the weighting

is calculated as the probability density that the observation occurred based on each of these

particles (Figure 5.5(D)). Note that only one of the four particles contribute significantly to

the likelihood after this first forwards step, thus simulating the other three particles forwards
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Algorithm 5.2 The bootstrap particle filter for likelihood estimation

1: Initialise i = 0 and
{

X
(k)
t0

}R
k=1

where X
(k)
t0 ∼ p(Xt0 | Y0

obs) for k = 1, 2, . . . , R.
2: for i = 1, . . . , n do
3: for k = 1, . . . , R do
4: Simulate particle forward, X

(k)
ti ∼ s(X

(k)
ti | X

(k)
ti−1

).
5: Compute weight, W k

i ← g(Yi
obs | X(k)

ti ).
6: end for
7: Compute marginal likelihood estimate, p̂(Yi

obs | Y0
obs, . . . ,Y

i−1
obs )← 1

R

∑R
k=1W

k
i .

8: Resample particles,
{

X
(k)
ti

}R
k=1

, with replacement using probabilities W k
i /
[∑R

j=1W
j
i

]
for k = 1, 2, . . . , R.

9: end for
10: Compute likelihood estimate, L̂(θ;D)←∏n

i=1 p̂(Y
i
obs | Y0

obs, . . . ,Y
i−1
obs ).

any further would be a waste of computational effort. As such, we generate four independent

continuations of the one highly weighted particle (Figure 5.5(D)) to evolve toward the next

observation time (Figure 5.5(E)). The same process is repeated using the second generation of

weights (Figure 5.5(F)), in order to perform the last step (Figure 5.5(G)-(H)).

The visualisation in Figure 5.5 highlights the effect of conditioning on past observations. That

is, model simulations that lead to a small likelihood in one of the observations are discarded

early and new particles are generated by continuing high likelihood simulations. As a result

all samples are focused on the higher density region of the likelihood and the variance of the

estimator is reduced.

The application of particle filters for likelihood estimators within MCMC schemes is called

Particle MCMC (Wilkinson, 2012). For the purposes for this article, we directly apply the

pseudo-marginal method using Algorithm 5.2 to evaluate the acceptance probability (Equa-

tion (5.13)) within the Metropolis-Hastings MCMC scheme (Algorithm 5.1). This turns out to

be a special case of the Particle marginal Metropolis-Hastings sampler that may be used effec-

tively to sample the joint probability density p(θ,Xt0 ,Xt1 , . . . ,Xtn | Y0
obs,Y

1
obs, . . . ,Y

n
obs), as

demonstrated within a very general framework introduced by (Andrieu et al., 2010).
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Figure 5.5: Demonstration of the bootstrap particle filter using R = 4 particles for
demonstration purposes. (A) Observations with error bars indication three standard deviations
of the observation noise distribution. (B) Particles are initially weighted equally. (C)–(H)
Three iterations of the bootstrap particle filter. (C),(E), and (G) Particle forward trajectories
with weights indicated by opacity. (D),(F), and (H) Particle weight distributions computed for
resampling.

5.4.3 Practical considerations

There are a number of factors that may affect the performance of particle MCMC sampling

in practice. Firstly, an important issue to discuss for sequential importance resampling, such

as the bootstrap particle filter, is the problem of particle degeneracy. That is, as the number
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of iterations increases, the number of particles with non-zero weights decreases. As a result,

the accuracy of approximation to p(Xti | Y0
obs, . . . ,Y

i
obs) degrades as this dependency on a

very small particle count introduces bias. While the resampling step reduces the impact of

degeneracy, in general a larger number of observations, n, will necessitate a large number

of particles, R, for the likelihood estimator (Doucet and Johanson, 2011). The problem of

degeneracy becomes even more problematic when the observation error is very small (Golightly

and Wilkinson, 2008, 2011), and may require more advanced resampling methods, such as

systematic and stratified resampling (Kitagawa, 1996; Carpenter et al., 1999). In this work, we

apply a direct multinomial resampling scheme (Doucet and Johanson, 2011).

Just as with the more general pseudo-marginal approach, there is a trade-off between the con-

vergence rate of the Markov chain and the computational cost of each likelihood estimate.

While Doucet et al. (2015) provide guidelines for optimally choosing R, these guides may

not be feasible to implement since the behaviour of the likelihood estimator about the posterior

mean is rarely known (especially since one is often using MCMC in order to compute this

quantity).

The performance of particle MCMC methods also depends on the choice of proposal kernel,

just as with classical Metropolis-Hastings. When the full inference problem is considered,

there are a number of novel proposal schemes (Andrieu et al., 2010; Pooley et al., 2015). A

number of asymmetric proposal kernels, such as preconditioned Crank-Nicholson Langevin

proposals (Cotter et al., 2013), can also be very effective in high dimensional parameter spaces.

However, in general, one needs to perform experimentation to elucidate an effective combina-

tion of proposal kernel and particle numbers that will converge in an acceptable timeframe.

The question of assessing convergence can be challenging. Typically, the auto-correlation

functions (ACF) for each parameter are computed and the potential scale reduction is com-

puted (Geyer, 1992). However, these diagnostics for convergence can be very misleading,

especially if the posterior is multimodal. To deal with this, it is common to use multiple chains

and assess the within-chain and between-chain variances Gelman et al. (1996, 2014). In this

work, we follow the recent recommendations of (Vehtari et al., 2019).
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5.5 Examples with intractable likelihoods

As a practical demonstration of the use of particle MCMC, three examples are provided where

expressions for the likelihood function are not available.

5.5.1 Example 1: Michaelis-Menten enzyme kinetics

The first example is based on the stochastic variant of the classical model for enzyme kinet-

ics (Michaelis and Menten, 1913; Rao and Arkin, 2003).

5.5.1.1 Model definition

The classical model of Michaelis and Menten (1913) for enzyme kinetics describes the con-

version of a chemical substrate S into a product P through the binding of an enzyme E. An

enzyme molecule, E, binds to a substrate molecule, S, to form a complex, C, to convert S to

P . The stochastic process is describe through three reactions (Rao and Arkin, 2003),

E + S
k1→ C︸ ︷︷ ︸

enzyme and substrate molecules
combine to form a complex

, C
k2→ E + S︸ ︷︷ ︸

decay of complex

, and C
k3→ E + P︸ ︷︷ ︸

catalytic conversion
of substrate to product

, (5.18)

with propensities, a1(Xt) = k1EtSt, a2(Xt) = k2Ct, and a3(Xt) = k3Ct, where

Xt = [Et, St, Ct, Pt]
T, and stoichiometries

ν1 =



−1

−1

1

0


, ν2 =



1

1

−1

0


and ν3 =



1

0

−1

1


.



182 CHAPTER 5. A PRACTICAL GUIDE TO PSEUDO-MARGINAL METHODS

Application of the chemical Langevin approximation (Equation (5.2)) to the Michaelis-Menten

model (Equation (5.18)) leads to a coupled system of Itō SDEs

dEt = [−k1EtSt + (k2 + k3)Ct]dt−
√
k1EtStdW

(1)
t +

√
k2CtdW

(2)
t +

√
k3CtdW

(3)
t ,

dSt = (−k1EtS2 + k2Ct)dt−
√
k1EtStdW

(1)
t +

√
k2CtdW

(2)
t ,

dCt = [k1EtSt − (k2 + k3)Ct]dt+
√
k1EtStdW

(1)
t −

√
k2CtdW

(2)
t −

√
k3CtdW

(3)
t ,

dPt = k3Ctdt+
√
k3CtdW

(3)
t ,

(5.19)

where W (1)
t , W (2)

t and W (3)
t are independent Wiener processes driving each reaction channel.

A typical realisation of the model is provided in Figure 5.6. Note that as t → ∞ the sta-

tionary distribution is a product of Dirac distributions, that is, a point mass at X∞ = [E0 +

C0, 0, 0, S0 + C0 + P0]T given X0 = [E0, S0, C0, P0]T. Therefore observations involving the

transient behaviour are essential to recover information about the rate parameters.

0 50 100 150 200 250

t

0

25

50

75

100

X
t

E

S

C

P

Figure 5.6: Example realisation of the Michaelis-Menten model demonstrating enzyme
kinetics. The simulation is produced using the Euler-Maruyama scheme with ∆t = 1 × 10−3,
initial condition X0 = [100, 100, 0, 0], and parameters k1 = 1 × 10−3, k2 = 5 × 10−3, and
k3 = 1× 10−2.

While some analytic progress on likelihood approximation can be made using moment clo-

sures (Schnoerr et al., 2017), the second order reaction for the production of complexes, C,

effectively renders the distribution of the forwards problem analytically intractable.
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5.5.1.2 Time-course data and inference problem definition

We generate synthetic data using a single realisation of the Michaelis-Menten chemical Langevin

SDE with initial condition X0 = [100, 100, 0, 0]T and kinetic rate parameters k1 = 1 × 10−3,

k2 = 5 × 10−3 and k3 = 1 × 10−2. Observations are taken at n = 20 uniformly spaced time

points t1 = 5, t2 = 10, . . . , t20 = 100. The observation process considers Gaussian noise

applied to each chemical species copy number with a standard deviation of σobs = 10, that is,

Y
(i)
obs ∼ N (Xti , σ

2
obsI) where I is the 4 × 4 identity matrix. See Section 5.7.4 for the resulting

data table.

We perform inference on all three rate parameters, θ = [k1, k2, k3]T. We use the particle MCMC

approach to sample the Bayesian posterior,

p(k1, k2, k3 | D) ∝ L(k1, k2, k3;D)p(k1, k2, k3),

where p(k1, k2, k3) is the joint uniform prior with independent components k1 ∼ U(0, 5×10−3),

k2 ∼ U(0, 2.5×10−2) and k3 ∼ U(0, 5×10−2). The likelihood is estimated using the bootstrap

particle filter (Algorithm 5.2) with R = 100 particles and the Euler-Maruyama method for

simulation with ∆t = 0.1.

5.5.1.3 Chain initialisation and proposal tuning

Any application of MCMC requires both a method of initialising the chain and choosing the

proposal kernel. To deal with both of these challenges we can apply trial chains.

Four trial chains are simulated forM = 8, 000 iterations, each initialised with a random sample

from the prior with a non-zero likelihood estimate. The proposal kernel used in all four trial

chains is a Gaussian with covariance matrix

Σ =


5.208× 10−9 0 0

0 1.302× 10−7 0

0 0 5.208× 10−7


.
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The diagonal entries correspond to a proposal density such that one tenth of the prior stan-

dard deviation for each parameter is within a single standard deviation of the proposal; such

independent proposal kernels are typical choices. However, this proposal is not very efficient,

as Figure 5.7(A)–(F) indicates for the first 8,000 iterations of the first chain. However, these

chains are not used for inference, just for configuring a new set of more efficient chains.

The tuned proposal kernel is constructed by taking the total covariance matrix using the pooled

sample of the four trial chains (total of 32, 000 samples),

Σ̂ =


2.693× 10−7 9.754× 10−7 1.536× 10−7

9.754× 10−7 3.348× 10−5 −1.289× 10−5

1.536× 10−7 −1.289× 10−5 4.677× 10−5


,

and applying the optimal scaling rule from Roberts and Rosenthal (2001)

Σopt =
2.382

3
Σ̂.
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Figure 5.7: Comparison of marginal trace plots and autocorrelation functions (see Section 5.7.3) using (A)-(F) the naı̈ve independent Gaussian
proposals and (G)-(L) optimally scaled correlated proposals.
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While the optimality of this scaling factor assumes a Gaussian posterior density, this is a useful

guide that is widely applied (Roberts and Rosenthal, 2009). The final iteration of the trial

chains is then used to initialise four new tuned chains with this optimal proposal covariance.

The improvement in convergence behaviour is shown in Figure 5.7(G)–(L).

5.5.1.4 Convergence assessment and parameter estimates

Determining the number of iterations from the tuned chains to ensure valid inference is another

practical challenge. Here, we follow the recommendations of Vehtari et al. (2019) and apply

the rank normalised R̂ statistic along with the multiple chain effective sample size Seff (see

Section 5.7.3) using the four tuned Markov chains. Informally, R̂ represents the ratio between

an estimate of the posterior variance to the average variance of each independent Markov chain,

and asM→∞ then R̂ → 1 (Gelman and Rubin, 1992). The Seff statistic provides a measure

of effective number of i.i.d. samples that the Markov chains represent for the purposes of

computing an expectation. Larger values of Seff are better, but Seff will typically be much

smaller thanM.

The results, by parameter, are shown in Table 5.1 after M = 15, 000 iterations per chain.

Vehtari et al. (2019) recommend that R̂ < 1.01 and Seff > 400 for each parameter. We conclude

that the chains have converged sufficiently for our purposes.

Table 5.1: Convergence diagnostics using four chains each with 15,000 iterations using the
optimal proposal with dependent components.

k1 k2 k3

Seff 986 683 1,909
R̂ 1.0046 1.0044 1.0023

The resulting inferences are shown in Table 5.2 and Figure 5.8. For all parameters, the true

values are within the range of the estimates obtained in Table 5.2. The marginal posterior

densities shown in Figure 5.8.

In Figure 5.8, we see that the modes of the marginal posteriors for both k1 and k3 are very close

to the true values. However, for k2 the mode overestimates the true parameter. It is important to

emphasize, that this is not due to inaccuracy of the pseudo-marginal inference, but is a feature
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Table 5.2: Parameter estimates based on estimates of the mean, µ̂, and standard deviation, σ̂,
with respect to the marginal posterior.

k1 k2 k3

θtrue 1.000× 10−3 5.000× 10−3 1.000× 10−2

µ̂ 1.365× 10−3 1.381× 10−2 8.640× 10−3

σ̂ 2.783× 10−4 5.441× 10−3 1.441× 10−3

Figure 5.8: Marginal smoothed kernel density estimates for the Michaelis-Menten model using
four converged particle MCMC chains. True parameter values are also indicated (red dashed).

of the true posterior density. This result effectively highlights the uncertainty in the k2 estimate

due to partial observations, observation error, and model stochasticity.

The implementation of this inference problem, including data generation, tuning and initialisa-

tion steps, convergence assessment, and plotting is given in DemoMichMentPMCMC.jl. The

rank normalised R̂ and Seff statistics are implemented within Diagnostics.jl.

5.5.2 Example 2: The Schlögl model

The second example demonstrates the phenomenon of stochastic bi-stability. This leads to a

very challenging inference problem that is poorly suited to alternative likelihood free schemes

such as ABC.
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5.5.2.1 Model definition

This example is a theoretical biochemical network initially studied by Schlögl (1972). This

model involves a single chemical species, Xt, that evolves according to four reactions

2X
k1→ 3X, 3X

k2→ 2X, ∅ k3→ X, and X
k4→ ∅, (5.20)

with propensities a1(Xt) = k1Xt(Xt − 1), a2(Xt) = k2Xt(Xt − 1)(Xt − 2), a3(Xt) = k3 and

a4(Xt) = k4Xt and stoichiometries ν1 = 1, ν2 = −1, ν3 = 1 and ν4 = −1. The Chemical

Langevin Itō SDE is

dXt = [−k2X
3
t + (k1 + 3k2)X2

t − (k1 + 2k2 + k4)Xt + k3]dt

+
√
k2X3

t + (k1 − 3k2)X2
t + (2k2 − k1 + k4)Xt + k2dWt,

(5.21)

where Wt is a Wiener process. For certain values of the rate parameters the underlying de-

terministic model has two stable steady states separated by an unstable steady state (Schlögl,

1972; Vellela and Qian, 2009). In the stochastic case, it is possible for the intrinsic noise of

the system to drive Xt from around one stable state toward the other; resulting in switching

behaviour demonstrated in Figure 5.9 called stochastic bi-stability.

The time between switching events is also a random variable, and observations taken from

a single realisation will be very difficult to match using simulated data in the ABC setting,

therefore acceptance rates will be prohibitively low. On the other hand, particle MCMC is

ideally suited to this problem since we condition simulations on the observations, thereby only

sampling from realisations that pass closely to the data.
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Figure 5.9: Four example realisations of the Schlögl model demonstrating stochastic bi-
stability. The simulations are produced using the Euler-Maruyama scheme with ∆t = 10−3,
initial condition X0 = 0, and parameters k1 = 1.8 × 10−1, k2 = 2.5 × 10−4, k3 = 2.2 × 103

and k4 = 3.75× 101.

5.5.2.2 Time-course data and inference problem definition

We generate synthetic data using a single realisation of the Schlögl model chemical Langevin

SDE with initial conditionX0 = 0 and kinetic rate parameters k1 = 1.8×10−1, k2 = 2.5×10−4,

k3 = 2.2× 103 and k4 = 3.75× 101. Observations are taken at n = 16 uniformly spaced time

points t1 = 12.5, t2 = 25, . . . , t16 = 200. The observation process is modelled by Gaussian

noise applied to the chemical species copy number with a standard deviation of σobs = 10, that

is, Y (i)
obs ∼ N (Xti , σ

2
obs). See Section 5.7.4 for the resulting data table.

We perform inference on all four rate parameters, θ = [k1, k2, k3, k4]T. We use the particle

MCMC approach to sample for the Bayesian posterior,

p(k1, k2, k3, k4 | D) ∝ L(k1, k2, k3,4 ;D)p(k1, k2, k3, k4),

where p(k1, k2, k3, k4) is the joint uniform prior with independent components k1 ∼ U(0, 5.4×
10−1), k2 ∼ U(0, 7.5×10−4), k3 ∼ U(0, 6.6×103), and k4 ∼ U(0, 1.125×102). The likelihood

is estimated using the bootstrap particle filter (Algorithm 5.2) withR = 100 particles and Euler-

Maruyama for simulation with ∆t = 0.1.
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5.5.2.3 Chain initialisation and proposal tuning

To initialise and tune four chains for inference on the four rate parameters of the Schlögl model,

we apply the same procedure as described for the Michaelis-Menten inference problem. The

only difference is the number of samples applied.

Firstly, four trial chains are simulated for M = 20, 000 iterations, each of these chains is

initialised with a random sample from the prior with a non-zero likelihood estimate. The

proposal kernel used in all four trial chains is Gaussian with covariance

Σ =



2.430× 10−4 0.0 0.0 0.0

0.0 4.688× 10−10 0.0 0.0

0.0 0.0 3.63× 104 0.0

0.0 0.0 0.0 1.055× 101


.
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Figure 5.10: Comparison of marginal trace plots and autocorrelation functions (see Section 5.7.3) using (A)–(H) the naı̈ve independent Gaussian
proposals and (I)-(P) optimally scaled correlated proposals.
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Again, we start with a typical independent proposal kernel with diagonal entries calculated

so that one proposal standard deviation in each parameter corresponds to one tenth the prior

standard deviation. The tuned proposal kernel is constructed by taking the convariance of the

pooled sample of the four trial chains (a total of 80, 000 samples),

Σ̂ =



4.770× 10−3 6.995× 10−4 4.429× 101 9.297× 10−1

6.994× 10−6 1.511× 10−8 1.640× 10−3 5.929× 10−4

4.429× 101 1.640× 10−3 1.621× 106 2.061× 104

9.297× 10−1 5.929× 10−4 2.061× 104 3.199× 102


,

and applying the optimal scaling rule from Roberts and Rosenthal (2001)

Σopt =
2.382

4
Σ̂.

The final iteration of the trial chains is then used to initialise four new chains using this optimal

proposal covariance. Figure 5.10 demonstrates the improvement in convergence behaviour.

5.5.2.4 Convergence assessment and parameter estimates

Convergence diagnostic results, by parameter, are shown in Table 5.3 after M = 240, 000

iterations per chain. Again, we ensure that the criteria of R̂ < 1.01 and Seff > 400 (Vehtari

et al., 2019) are satisfied for all parameters. We note that the convergence rate of the MCMC

chains is significantly slower than that of the Michaelis-Menten example. In practice, one might

consider a fully adaptive proposal scheme for this model to improve convergence rates (Roberts

and Rosenthal, 2001, 2009).

Table 5.3: Convergence diagnostics using four chains each with 240, 000 iterations using the
optimal proposal with dependent components.

k1 k2 k3 k4

Seff 577 656 467 625
R̂ 1.0054 1.0060 1.0049 1.0039
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The resulting inferences are shown in Table 5.4 and Figure 5.11. For all parameters, the true

values are within the range of the estimates obtained in Table 5.4. The marginal posterior

densities shown in Figure 5.11.

Figure 5.11(A)–(B) demonstrates that both the posterior modes for k1 and k2 are very close

to the true parameter values, however the uncertainties are asymmetric, indicating a range of

possibly appropriate parameter values greater than the true values. The posteriors of k3 and

k4 are very interesting as they are bi-modal (Figure 5.11(C)–(D)). While the higher density

model is closer to the true parameter values, the second lower density mode indicates that an

alternative parameter combination in k3 and k4 can lead to very similar stochastic bi-stability

in the Schlögl model evolution. To observe this posterior bi-modality using ABC methods

would be very challenging since ε would need to be prohibitively small. Furthermore, most

expositions on ABC methods (Sunnåker et al., 2013; Toni et al., 2009)(Chapter 4) do not deal

with multimodal posteriors.

Figure 5.11: Marginal smoothed kernel density estimates for the Schlögl model using four
converged particle MCMC chains. True parameter values are also indicated (red dashed).

The apparent bi-modal nature of parameters k3 and k4 (Figure 5.11) could be a reason for the

increased computational requirements of this model, since all chains must occupy both modes

sufficiently to reduce R̂ and to increase Seff sufficiently.
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Table 5.4: Parameter estimates based on estimates of the mean, µ̂, and standard deviation, σ̂,
with respect to the marginal posterior.

k1 k2 k3 k4

θtrue 1.800× 10−1 2.500× 10−4 2.200× 103 3.750× 101

µ̂ 2.118× 10−1 3.200× 10−4 2.350× 103 4.104× 101

σ̂ 8.988× 10−2 1.377× 10−4 1.483× 103 2.121× 101

The implementation of this inference problem, including data generation, tuning and initiali-

sation steps, convergence assessment, and plotting is give in DemoSchloglPMCMC.jl. The

rank normalised R̂ and Seff statistics are implemented within Diagnostics.jl.

5.5.3 Example 3: The repressilator model

The last example we considered in this work is a gene regulatory network, originally realised

synthetically by Elowitz and Leibler (2000), that includes a feedback loop resulting in stochas-

tic oscillatory dynamics in the gene expression. The model is of interest in biological stud-

ies (Pokhilko et al., 2012; Potvin-Trottier et al., 2016) and is a challenging benchmark for

inference methods (Toni et al., 2009).

5.5.3.1 Model definition

The repressilator consists of three genes where the expression of one gene inhibits the ex-

pression of the next gene, forming a feedback loop between the three genes. The regulatory

consists of twelve reactions describing the transcription of the three mRNAs, M1,M2, and M3,

associated with each gene, G1, G2, and G3, their expression through translation into proteins,

P1, P2, and P3, and decay processes for both mRNAs and proteins. For the ith gene we have,

Gi

α0+α/(1+Pnj )
−−−−−−−−→Mi︸ ︷︷ ︸
mRNA transcription

, Mi
β→Mi + Pi︸ ︷︷ ︸

protein translation

, Pi
β→ ∅︸ ︷︷ ︸

protein degradation

, and Mi
γ→ ∅︸ ︷︷ ︸

mRNA degradation

, (5.22)

where j = (i + 1 mod 3) + 1, α0 is the leakage transcription rate (transcription rate of

maximally inhibited gene), α + α0 is the free transcription rate (uninhibited transcription rate),

n is the Hill coefficient that describes the strength of the repressive effect of the inhibitor

protein Pj , β is the protein translation and degradation rate, and γ is the mRNA degradation
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rate (Elowitz and Leibler, 2000). The gene copy numbers are fixed at Gi = 1 for i = 1, 2, 3.

The resulting chemical Langevin approximation (Equation (5.2)) to the repressilator model

(Equation (5.22)) leads to a coupled system of Itō SDEs

dM1,t =

(
α0 +

α

1 + P n
3,t

− γM1,t

)
dt+

√
α0 +

α

1 + P n
3,t

dW (1)
t −

√
γM1,tdW

(4)
t ,

dP1,t = β (M1,t − P1,t) dt+
√
βM1,tdW

(2)
t −

√
βP1,tdW

(3)
t ,

dM2,t =

(
α0 +

α

1 + P n
1,t

− γM2,t

)
dt+

√
α0 +

α

1 + P n
1,t

dW (5)
t −

√
γM2,tdW

(8)
t ,

dP2,t = β (M2,t − P2,t) dt+
√
βM2,tdW

(6)
t −

√
βP2,tdW

(7)
t ,

dM3,t =

(
α0 +

α

1 + P n
2,t

− γM3,t

)
dt+

√
α0 +

α

1 + P n
2,t

dW (9)
t −

√
γM3,tdW

(12)
t ,

dP3,t = β (M3,t − P3,t) dt+
√
βM3,tdW

(10)
t −

√
βP3,tdW

(11)
t ,

(5.23)

where W (1)
t ,W

(2)
t , . . . ,W

(12)
t are independent Wiener processes driving each reaction channel.

Certain parameter combinations lead to stochastic oscillations in the gene expression levels,

that is, the protein copy numbers associated with the expressed gene. Figure 5.12 demonstrates

this behaviour in which the expressed gene alternates between G2, G1, and G3 in sequence due

to the feedback loop in the gene inhibitor network.
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Figure 5.12: Example realisation of the repressilator model demonstrating oscillatory gene
expression. The simulation is produced using the Euler-Maruyama scheme with ∆t = 1×10−3,
initial condition X0 = [M1,0, P1,0,M2,0, P2,0,M3,0, P3,0]T = [0, 2, 0, 1, 0, 3]T, and parameters
α0 = 1, α = 1000, n = 2, β = 5, and γ = 1.
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5.5.3.2 Time-course data and inference problem definition

We generate synthetic data using a single realisation of the repressilator chemical Langevin

SDE with initial condition X0 = [M1,0, P1,0,M2,0, P2,0,M3,0, P3,0]T = [0, 2, 0, 1, 0, 3]T and

parameters α0 = 1, α = 1000, n = 2, β = 5, and γ = 1. Observations are taken at n = 20

uniformly spaced time points t1 = 5, t2 = 10, . . . , t20 = 100. Again we consider Gaussian

noise applied to each chemical species copy number with a standard deviation of σobs = 10,

that is, Y
(i)
obs ∼ N (Xti , σ

2
obsI) where I is the 6 × 6 identity matrix. See Section 5.7.4 for the

resulting data table.

We perform inference on four of the model parameters, θ = [α0, α, n, β]T, and fix the mRNA

degradation rate γ = 1. We use the particle MCMC approach to sample from the Bayesian

posterior,

p(α0, α, n, β | D) ∝ L(α0, α, n, β;D)p(α0, α, n, β),

where p(α0, α, n, β) is the joint uniform prior with independent components α0 ∼ U(0, 10),

α ∼ U(500, 2500), n ∼ U(0, 10), and β ∼ U(0, 20).

5.5.3.3 Chain initialisation and proposal tuning

The same initialisation and proposal tuning procedure applied to the Michaelis-Menten and

Schlögl models is applied here. The resulting tuned proposal kernel convariance is given by

Σopt =
2.382

4



43634.288 95.328 173.584 416.368

95.328 0.345 1.051 1.142

173.584 1.051 5.286 3.488

416.368 1.142 3.488 5.939


,

which is derived through application of the Roberts and Rosenthal (2001) scaling rule to the

covariance matrix of the pooled samples from four trial chains, each withM = 5, 000 iterations.

The trial chains are initialised and constructed in the same way as for the Michaelis-Menten and

Schlögl models.
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The repressilator model is a good example of when one must be careful to use a large enough

number of particles in the bootstrap particle filter. Unlike the Michaelis-Menten and Schlögl

models, the repressilator model likelihood estimator is highly variable for low particle numbers.

Figure 5.13 demonstrates the effect of the number of particles, R, on the distribution of the

logarithm of the likelihood estimator evaluated Z = log L̂(θ;D).
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Figure 5.13: Distribution of 1, 000 likelihood estimates around a high density posterior point
for different numbers of particles in the bootstrap particle filter. Significant bias is introduced
for the lower particle counts.

Note that as R decreases, not only does the variance of the estimator increase, but so does the

bias that is seen through the shift in the estimator mode. Here, there is a trade-off, R = 800

yields a low variance and is much closer to the optimal criterion of Doucet et al. (2015).

However, R = 400 has a very similar mode, but slightly higher variance. This motivates the

use of R = 400 particles to achieve reasonable convergences rates without too much additional

computational burden.

5.5.3.4 Convergence assessment and parameter estimates

Convergence diagnostic results, by parameter, are shown in Table 5.5 after M = 145, 000

iterations per chain. In this case, the conservative convergence criteria of Vehtari et al. (2019)

have not yet been met. We report the results without additional computational effort for the

purposes of this chapter, but we emphasise that for a real application more iterations of the

MCMC chains should be performed to have confidence in the final inferences. Furthermore,
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it is important to note that R̂ < 1.1 is still a widely used convergence criterion (Gelman and

Rubin, 1992; Gelman et al., 2014).

Table 5.5: Convergence diagnostics using four chains each with 145, 000 iterations using the
optimal proposal with dependent components.

α α0 β n

Seff 102 107 152 205
R̂ 1.0358 1.0455 1.0152 1.0184

The resulting inferences are shown in Figure 5.14 and Table 5.6. For all parameters, the true

values are within range of the estimates obtained in Table 5.6. The marginal posterior densities

are shown in Figure 5.14.

Table 5.6: Parameter estimates based on estimates of the mean, µ̂, and standard deviation, σ̂,
with respect to the marginal posterior.

α α0 β n

θtrue 1000.0000 1.0000 5.0000 2.0000

µ̂ 871.4327 0.6224 4.7106 1.9960

σ̂ 172.9650 0.4685 1.1671 0.2553

For all parameters, the marginal posterior densities are uni-model, with modes that are close

to the true parameter estimates. In particular, the β and n parameters are very accurately

retrieved, whereas the marginal posteriors for α and α0 lead to underestimates. However, these

underestimates are consistent with previous results (Toni et al., 2009). A likely cause of this is

the temporal sparsity of observations, leading to few observations of the peak gene expression

levels (see Figure 5.12 and data in Section 5.7.4), as α and α0 relate to the transcription rate

of the mRNAs. Despite the additional computational complexity associated with the particle

filter for this inference problem, the repressilator model provides an insightful example of the

efficacy of the pseudo-marginal approach to resolve biological parameters associated with gene

regulation using synthetic data that is biological realisable.

The implementation of this inference problem, including data generation, tuning and initialisa-

tion steps, convergence assessment, and plotting is give in DemoRepressilatorPMCMC.jl.

The rank normalised R̂ and Seff statistics are implemented within Diagnostics.jl.
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Figure 5.14: Marginal smoothed kernel density estimates for the repressilator model using four
particle MCMC chains. True parameter values are also indicated (red dashed).

5.6 Summary

In this work, we provide a practical guide to computational Bayesian inference using the pseudo-

marginal approach (Andrieu and Roberts, 2009; Beaumont, 2003; Andrieu et al., 2010). We

compare and contrast, using a tractable example, the pseudo-marginal approach with the ABC

alternative (Sisson et al., 2018; Sunnåker et al., 2013). Throughout, chemical Langevin SDE

descriptions of biochemical reaction networks (Gillespie, 2000; Higham, 2008), of various

degrees of complexity, have been employed to demonstrate practical considerations when using

these techniques to inference problems with intractable likelihoods.

The ABC approach to likelihood-free inference is widely applicable and used extensively in

practical applications (Browning et al., 2018; Johnston et al., 2016; Kursawe et al., 2018;

Wilkinson, 2011)(Chapter 3). For some applications, however, it can be difficult to determine

a priori an appropriate discrepancy metric and acceptance threshold for reliable inference.

Furthermore, a sufficiently small threshold for the desired level of accuracy may result in

prohibitively low acceptance rates (Sisson et al., 2007). Pseudo-marginal methods do not suffer

from these accuracy considerations since they converge to the true posterior target regardless of

the variance of the estimator (Golightly and Wilkinson, 2011). As a result, the pseudo-marginal
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approach is significantly less sensitive to user-specified algorithm parameters than likelihood-

free inference based on ABC.

There are also disadvantages to the pseudo-marginal approach. Firstly, it is not as gener-

ally applicable as ABC; the pseudo-marginal method requires an unbiased estimator, whereas

ABC only needs a model simulation process. While convergence to the true posterior dis-

tribution is not affected by the estimator variance, the rate of convergence is (Andrieu and

Roberts, 2009); to obtain optimal likelihood variances, a large number of particles may be

required, thus evaluating the likelihood estimate will be very expensive. Alternatively, ABC

will only ever use a single simulation per iteration. Furthermore, under the assumption of

observation error and model miss-specification, convergence to the true posterior is not always

a significant advantage (Wilkinson, 2009; Andrieu et al., 2018) and ABC may be effectively

considered exact (Wilkinson, 2013). Lastly, pseudo-marginal methods are not widespread in

the systems biology literature and there is a lack of exemplars, despite their suitability for

many problems of interest. This chapter is intended to address this by presenting all the steps

involved clearly and providing user-friendly implementations in an open access environment

(https://github.com/davidwarne/Warne2019 GuideToPseudoMarginal).

For practical illustrative purposes, we focus on the fundamental method of particle marginal

Metropolis-Hastings (Andrieu et al., 2010) using the bootstrap particle filter (Gordon et al.,

1993) for likelihood estimation. There are many other variants to this classic approach, such as

particle Gibbs sampling (Andrieu et al., 2010; Doucet et al., 2015), coupled Markov chains (Dod-

well et al., 2015, 2019), and more advanced particle filters (Doucet and Johanson, 2011) and

proposal mechanisms (Botha et al., 2019; Cotter et al., 2013). It is also important to note that the

pseudo-marginal approach is equally valid for Bayesian sampling strategies based on sequential

Monte Carlo (Del Moral et al., 2006; Sisson et al., 2007; Li et al., 2019). Furthermore, advances

in stochastic simulation (Schnoerr et al., 2017)(Chapter 4) can also improve the performance

of the likelihood estimator, and the application of multilevel Monte Carlo to particle filters can

further reduce estimator variance (Jasra et al., 2017, 2018; Gregory et al., 2016).

Likelihood-free methods are essential to modern science, since many mechanistic models of

interest have intractable likelihoods. Unlike ABC methods, the pseudo-marginal approach does

not affect the stationary distribution for the purposes of MCMC sampling; this is a desirable

property. However, one reason for the popularity and success of ABC methods has been

https://github.com/davidwarne/Warne2019_GuideToPseudoMarginal
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its simplicity to implement. Through this accessible and practical demonstration, along with

example open-source codes, the pseudo-marginal approach may become an additional readily

available tool for likelihood-free inference within the wider scientific community.
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5.7 Supplementary Material

5.7.1 Derivation of stationary distribution for the production-degradation model

Here, we derive the solution to the stationary distribution for the production-degradation model.

First, recall that the general form for the chemical Langevin equation is

dXt =
M∑
j=1

νjaj(Xt)dt+
M∑
j=1

νj

√
aj(Xt)dW (j)

t ,

where Xt takes values in RN , W (1)
t ,W

(2)
t , . . . ,W

(M)
t are independent scalar Wiener processes,

ν1,ν2, . . . ,νM are the stoichiometric vectors and a1(Xt), a2(Xt), . . . , aM(Xt) the propensity

functions. Consider the distribution of Xt over all possible realisations at time twith probability

density function p(x, t). The Fokker-Planck equation describes the forward evolution of this

probability density in time. For the general chemical Langevin equation, the Fokker-Planck

equation is given by

∂p(x, t)

∂t
=

1

2

M∑
j=1

νT
j H (aj(x)p(x, t))νj −

M∑
j=1

∇ [aj(x)p(x, t)]νj, (5.24)

where, for reaction j,∇ [aj(x)p(x, t)] and H (aj(x)p(x, t)) are, respectively, the gradient vector

and Hessian matrix of the product aj(x)p(x, t) with respect to the state vector x.

For the production-degradation model, we have a single chemical species Xt, propensity func-

tions

a1(Xt) = k1 and a2(Xt) = k2Xt, (5.25)

with rate parameters k1 and k2, and stoichiometries

ν1 = 1 and ν2 = −1. (5.26)

By substituting Equation (5.25) and Equation (5.26) into Equation (5.24), we obtain the Fokker-

Planck equation for the production-degradation model,

∂p(x, t)

∂t
=

∂2

∂x2

[
k1 + k2x

2
p(x, t)

]
− ∂

∂x
[(k1 − k2x)p(x, t)] . (5.27)
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The stationary distribution of Xt corresponds to the steady state solution of Equation (5.27),

that is, ps(x) = limt→∞ p(x, t). The stationary probability density function, ps(x), satisfies

d2

dx2

[
k1 + k2x

2
ps(x)

]
− d

dx
[(k1 − k2x)ps(x)] = 0. (5.28)

To obtain a solution, integrate Equation (5.28) to obtain

dps(x)

dx
+

(
k2(1− x)− 2k1

k1 + k2x

)
ps(x) = C, (5.29)

where C is an arbitrary constant. We obtain C = 0 by assuming the boundary condition

limx→∞ ps(x) = 0. The solution to Equation (5.29) can be obtained using an integrating factor,

ps(x) =
C̃

k1 + k2x
exp

(
2

∫ x

0

k1 − k2y

k1 + k2y
dy
)

= C̃ exp

(
−2x+

(
4k1

k2

− 1

)
ln (k1 + k2x)

)
, (5.30)

where C̃ is a constant that is obtained by enforcing the condition
∫∞
−∞ ps(x) dx = 1, yielding

the stationary probability density as given in Equation (5.8).

5.7.2 Pseudo-marginal MCMC as an exact approximation

Here we briefly explain why the stationary distribution of the pseudo-marginal Metropolis-

Hastings method is the exact posterior. For more detailed analysis, see Andrieu and Roberts

(2009), and Golightly and Wilkinson (2008). Consider the following algebraic manipulations

applied to the pseudo-marginal Metropolis-Hastings acceptance probability. We start with

α(θ∗,θm) =
q(θm | θ∗)L̂(θ∗;D)p(θ∗)

q(θ∗ | θm)L̂(θm;D)p(θm)

=

q(θm | θ∗)L(θ∗;D)

[
L̂(θ∗;D)

L(θ∗;D)

]
p(θ∗)

q(θ∗ | θm)L(θm;D)

[
L̂(θm;D)

L(θm;D)

]
p(θm)

.
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Now, define the random variable Z = L̂(D;θ)/L(D;θ) with density p(Z | θ) that represents a

scaled likelihood estimator. We apply this change of variable and perform some straightforward

algebra to obtain a new representation for α(θ∗,θm) that reveals some interesting structure:

α(θ∗,θm) =
q(θm | θ∗)L(D;θ∗)Z∗p(θ∗)

q(θ∗ | θm)L(D;θm)Zp(θm)

=
p(Z∗ | θ∗)p(Zm | θm)

p(Z∗ | θ∗)p(Zm | θm)
× q(θm | θ∗)L(D;θ∗)Z∗p(θ∗)

q(θ∗ | θm)L(D;θm)Zp(θm)

=
p(Zm | θm)q(θm | θ∗) [L(D;θ∗)p(θ∗)Z∗p(Z∗ | θ∗)]
p(Z∗ | θ∗)q(θ∗ | θm) [L(D;θm)p(θm)Zp(Zm | θm)]

. (5.31)

The expressions outside the brackets can be considered a proposal density,

q(Z∗,θ∗ | Zm,θm) = p(Z∗ | θ∗)q(θ∗ | θm), in the product state space Z ×Θ where Z ⊂ R+

is the space of values Z can take. By extending the dimension of the Markov chain state

by including Zm, we see that acceptance probability for the original pseudo-marginal Markov

chain in Θ, as given in Equation (5.31), can also be considered as an acceptance probability for

this new Markov chain in Z ×Θ based on exact Metropolis-Hastings MCMC. That is,

α((Z∗,θ∗), (Zm,θm)) =
q(Zm,θm | Z∗,θ∗) [L(D;θ∗)p(θ∗)Z∗p(Z∗ | θ∗)]
q(Z∗,θ∗ | Zm,θm) [L(D;θm)p(θm)Zp(Zm | θm)]

.

This Markov chain has the stationary distribution

p(Z,θ) = L(D;θ)p(θ)Zp(Z | θ)

∝ p(θ | D)Zp(Z | θ).

Integrating out Z we obtain

∫
Z
p(θ | D)Zp(Z | θ) dZ = p(θ | D)

∫
Z
Zp(Z | θ) dZ

= p(θ | D)E [Z | θ] .

By linearity of expectation we have

p(θ | D)E [Z | θ] =
p(θ | D)

L(D;θ)
E
[
L̂(D;θ) | θ

]
.
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We also have E
[
L̂(D;θ) | θ

]
= L(D;θ), since the Monte Carlo estimator for the likelihood is

unbiased. Therefore, ∫
Z
p(Z,θ) dZ ∝ p(θ | D).

We conclude that the original chain has as its stationary distribution the exact posterior, p(θ | D).

5.7.3 MCMC convergence diagnostics

In the main text we apply the rank normalised R̂ statistic and the multiple chain effective

sample size measure, Seff, as defined in the recent work by Vehtari et al. (2019) that improves

earlier definitions (Gelman and Rubin, 1992; Gelman et al., 2014). Since these diagnostics

are relatively recent updates, we present their definitions here (see Diagnostics.jl for

example implementation).

Consider, R chains, taking values in Rd, each consisting of an even number of iterations,M.

Let θrk,m denote the kth dimension of the mth iteration of the rth chain, then we define the rank

normalised transform as

zrk,m = Φ−1

(
ηrk,m − 1/2

RM

)
,

where ηrk,m is the rank of θrk,m taken over all m = 1, 2, . . . ,M and r = 1, 2, . . . ,R, and Φ−1 :

[0, 1] → R is the inverse cumulative distribution function of the standard Normal distribution.

Then the rank normalised R̂k statistic for the k parameter is defined as

R̂k =

√
Vk
Wk

,

where

Vk =
M− 2

M Wk +
2

MBk,

with within-chain variance estimate Wk and between-chain variance estimate Bk. These esti-

mates are given by

Bk =
M

4R− 2

R∑
r=1

(
z̄rk,+ − ¯̄zk

)2
+
(
z̄rk,− − ¯̄zk

)2 and Wk =
1

2R
R∑
r=1

srk,+ + srk,−,
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where

z̄rk,+ =
2

M
M∑

m=M/2+1

zrk,m, z̄rk,− =
2

M

M/2∑
m=1

zrk,m, ¯̄zk =
1

2R
R∑
r=1

z̄rk,+ + z̄rk,−

srk,+ =
2

M− 2

M∑
m=M/2+1

(
zrk,m − z̄rk,+

)2 and srk,− =
2

M− 2

M/2∑
m=1

(
zrk,m − z̄rk,−

)2
.

The multiple chain effective sample size measure is computed according to

Seff,k =
RM
τ̂k

,

where

τ̂k = 1 + 2

Lk∑
`=1

ρ̂k,`, ρ̂k,` = 1− 1

Vk

(
Wk −

1

R
R∑
r=1

ρ̂rk,`

)
,

and ρ̂rk,` = C
[
zrk,m, z

r
k,m+`

]
/V
[
zrk,m

]
is the autocorrelation function for the trace of the kth

dimension of the rth chain at lag `. Lk is the largest odd integer such that ρ̂k,`+1 + ρ̂k,`+2 > 0

for all ` = 1, 3, . . . , Lk − 2 (Gelman et al., 2014; Vehtari et al., 2019).

To reliably use the chains θ1
m,θ

2
m, . . . ,θ

R
m for estimation of the posterior mean, Vehtari et al.

(2019) recommend that the chains should at least satisfy the conditions R̂k < 1.01 and Seff,k > 400

for all k = 1, 2, . . . , d. Of course, this does not guarantee that the chains have converged, but it

is a guide that, coupled with trace plots and ACF plots, provide reasonably conservative results.

5.7.4 Observed data

The synthetic data used throughout this chapter and example code is provided in Table 5.7 for

the stationary production-degradation model model, Table 5.8 for the Michaelis-Menten model,

Table 5.9 for the Schlögl model and Table 5.10 for the repressilator model.

Table 5.7: Data, D, used for inference on the production-degradation model. Generated
using parameter values k1 = 1.0 and k2 = 0.01, initial conditions X0 = 10, and final time
t = 1, 000, 000.

Y
(1)

obs Y
(2)

obs Y
(3)

obs Y
(4)

obs Y
(5)

obs Y
(6)

obs Y
(7)

obs Y
(8)

obs Y
(9)

obs Y
(10)

obs

X∞ 91.68 101.64 88.13 98.88 96.36 119.59 100.62 105.11 105.30 97.00
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Table 5.8: Data, D, used for inference on the Michaelis-Menten model. Generated using
parameter values k1 = 0.001, k2 = 0.05 and k3 = 0.01, and initial conditions E0 = 100,
S0 = 100, C0 = 0 and P0. The observation error is Gaussian with standard deviation σ = 10.

Y
(1)

obs Y
(2)

obs Y
(3)

obs Y
(4)

obs Y
(5)

obs Y
(6)

obs Y
(7)

obs Y
(8)

obs Y
(9)

obs Y
(10)

obs

t 5 10 15 20 25 30 35 40 45 50

Et 60.84 47.21 39.53 48.64 28.99 43.53 43.78 73.16 38.40 36.84
St 60.77 45.40 46.47 58.84 12.21 48.05 39.03 20.26 0.00 7.73
Ct 42.22 62.48 54.47 59.77 60.34 61.04 57.59 67.03 50.46 64.41
Pt 0.00 0.00 0.00 0.00 21.60 10.04 15.78 20.71 32.32 32.34

Y
(11)

obs Y
(12)

obs Y
(13)

obs Y
(14)

obs Y
(15)

obs Y
(16)

obs Y
(17)

obs Y
(18)

obs Y
(19)

obs Y
(20)

obs

t 55 60 65 70 75 80 85 90 95 100

Et 37.87 37.62 45.81 34.28 49.84 50.68 41.92 42.47 41.36 63.29
St 1.13 15.99 17.57 5.06 5.28 0.00 4.07 17.85 19.97 27.57
Ct 64.41 49.31 53.41 62.54 55.42 42.85 43.01 62.41 37.86 38.02
Pt 17.16 36.85 42.20 27.55 41.33 15.40 28.60 29.29 41.10 63.48

Table 5.9: Data,D, used for inference on the Schlögl model. Generated using parameter values
k1 = 0.18, k2 = 0.00025, k3 = 2200.0 and k4 = 37.5, and initial condition X0 = 0. The
observation error is Gaussian with standard deviation σ = 10.

Y
(1)

obs Y
(2)

obs Y
(3)

obs Y
(4)

obs Y
(5)

obs Y
(6)

obs Y
(7)

obs Y
(8)

obs

t 12.5 25 37.5 50 62.5 75 87.5 100

Xt 134.99 95.83 370.91 94.15 470.12 108.17 111.20 59.54

Y
(9)

obs Y
(10)

obs Y
(11)

obs Y
(12)

obs Y
(13)

obs Y
(14)

obs Y
(15)

obs Y
(16)

obs

t 112.5 125 137.5 150 162.5 175 187.5 200

Xt 99.74 347.01 92.66 377.61 416.85 120.85 361.12 282.14
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Table 5.10: Data, D, used for inference on the repressilator model. Generated using parameter
values α = 1000, α0 = 1, n = 2 β = 5 and γ = 1, and initial conditions M1,0 = 0, P1,0 = 2,
M2,0 = 0, P2,0 = 1, M3,0 = 0 and P3,0 = 3. The observation error is Gaussian with standard
deviation σ = 10.

Y
(1)

obs Y
(2)

obs Y
(3)

obs Y
(4)

obs Y
(5)

obs Y
(6)

obs Y
(7)

obs Y
(8)

obs Y
(9)

obs Y
(10)

obs

t 5 10 15 20 25 30 35 40 45 50

M1,t 54.09 0.00 303.69 5.46 157.54 0.00 21.27 7.88 0.00 179.26
P1,t 45.65 6.54 416.10 17.78 141.51 26.29 4.97 24.36 21.30 264.20
M2,t 0.00 498.38 27.63 70.33 44.20 13.44 75.85 0.00 448.41 8.83
P2,t 0.00 532.66 2.56 32.25 67.96 0.00 86.08 0.00 562.18 7.73
M3,t 20.30 11.97 27.58 213.90 0.00 376.09 6.92 439.23 0.00 323.84
P3,t 19.87 46.03 3.61 270.08 7.55 287.98 12.58 413.75 0.00 227.21

Y
(11)

obs Y
(12)

obs Y
(13)

obs Y
(14)

obs Y
(15)

obs Y
(16)

obs Y
(17)

obs Y
(18)

obs Y
(19)

obs Y
(20)

obs

t 55 60 65 70 75 80 85 90 95 100

M1,t 0.00 277.77 40.45 0.00 222.82 0.00 231.91 58.95 8.22 144.86
P1,t 0.13 177.32 24.31 0.00 241.58 19.47 157.78 70.00 6.84 120.19
M2,t 66.17 58.86 3.03 608.50 7.38 40.98 61.72 6.91 217.20 0
P2,t 46.77 67.67 10.50 579.68 9.09 48.01 95.46 13.10 270.19 13.40
M3,t 136.19 4.53 135.78 18.84 8.62 146.78 0.00 404.93 26.80 29.69
P3,t 197.56 3.01 136.12 8.00 5.35 174.83 0.00 393.10 22.28 8.00
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Multilevel Rejection Sampling for

Approximate Bayesian Computation

A paper published in Computational Statistics and Data Analysis.

David J. Warne, Ruth E. Baker and Matthew J. Simpson (2018). Multilevel rejection sampling

for approximate Bayesian computation. Computational Statistics and Data Analysis, 124:71–

86. DOI:10.1016/j.csda.2018.02.009

Abstract Likelihood-free methods, such as approximate Bayesian computation, are powerful

tools for practical inference problems with intractable likelihood functions. Markov chain

Monte Carlo and sequential Monte Carlo variants of approximate Bayesian computation can

be effective techniques for sampling posterior distributions in an approximate Bayesian compu-

tation setting. However, without careful consideration of convergence criteria and selection of

proposal kernels, such methods can lead to very biased inference or computationally inefficient

sampling. In contrast, rejection sampling for approximate Bayesian computation, despite being

computationally intensive, results in independent, identically distributed samples from the ap-

proximated posterior. An alternative method is proposed for the acceleration of likelihood-free

Bayesian inference that applies multilevel Monte Carlo variance reduction techniques directly to

rejection sampling. The resulting method retains the accuracy advantages of rejection sampling
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while significantly improving the computational efficiency.

6.1 Introduction

Statistical inference is of fundamental importance to all areas of science. Inference enables the

testing of theoretical models against observations, and provides a rational means of quantifying

uncertainty in existing models. Modern approaches to statistical inference, based on Monte

Carlo sampling techniques, provide insight into many complex phenomena (Beaumont et al.,

2002; Pooley et al., 2015; Ross et al., 2017; Stumpf, 2014; Sunnåker et al., 2013; Tavaré et al.,

1997; Thorne and Stumpf, 2012; Vo et al., 2015a).

Suppose we have: a set of observations, D; a method of determining the likelihood of these

observations, L(θ;D), under the assumption of some model characterised by parameter vector

θ ∈ Θ; and a prior probability density, p(θ). The posterior probability density, p(θ | D), can

be computed using Bayes’ Theorem,

p(θ | D) =
L(θ;D)p(θ)∫

Θ
L(θ;D)p(θ)dθ

. (6.1)

Explicit expressions for likelihood functions are rarely available (Tavaré et al., 1997; Wilkinson,

2009) (see Chapter 4); motivating the development of likelihood-free methods, such as ap-

proximate Bayesian computation (ABC) (Stumpf, 2014; Sunnåker et al., 2013). ABC methods

approximate the likelihood through evaluating the discrepancy between data generated by a

simulation of the model of interest and the observations, yielding an approximate posterior,

p(θ | ρ(D,Ds) < ε) ∝ P(ρ(D,Ds) < ε | θ)p(θ). (6.2)

Here, Ds ∼ s(D | θ) is data generated by the model simulation process, s(D | θ), ρ is

a discrepancy metric, and ε > 0 is the acceptance threshold. Due to this approximation,

Monte Carlo estimators based on Equation (6.2) are biased (Barber et al., 2015). In spite of

this bias, however, ABC methods have proven to be very powerful tools for practical inference

applications in many scientific areas, including evolutionary biology (Beaumont et al., 2002;

Tavaré et al., 1997; Thorne and Stumpf, 2012), ecology (Stumpf, 2014), cell biology (Ross

et al., 2017; Johnston et al., 2014; Vo et al., 2015a) and systems biology (Wilkinson, 2009).
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6.1.1 Sampling algorithms for ABC

The most elementary implementation of ABC is ABC rejection sampling (Pritchard et al., 1999;

Sunnåker et al., 2013), see Algorithm 6.1. This method generates N independent and identi-

cally distributed samples θ1, . . . ,θN from the posterior distribution by accepting proposals,

θ∗ ∼ p(θ), when the data generated by the model simulation process s(D | θ∗) is within

ε of the observed data, D, under the discrepancy metric ρ(D, ·). ABC rejection sampling is

simple to implement, and samples are independent and identically distributed. Therefore ABC

rejection sampling is widely used in many applications (Browning et al., 2018; Grelaud et al.,

2009; Navascués et al., 2017; Ross et al., 2017; Vo et al., 2015a). However, ABC rejection

sampling can be computationally prohibitive in practice (Barber et al., 2015; Fearnhead and

Prangle, 2012). This is especially true when the prior density is highly diffuse compared with

the target posterior density (Marin et al., 2012), as most proposals are rejected.

Algorithm 6.1 ABC rejection sampler
1: for i = 1, . . . , N do
2: repeat
3: Sample prior, θ∗ ∼ p(θ).
4: Generate data, Ds ∼ s(D | θ∗).
5: until ρ(D,Ds) ≤ ε
6: Set θi ← θ∗.
7: end for

To improve the efficiency of ABC rejection sampling, one can consider a likelihood-free modi-

fication of Markov chain Monte Carlo (MCMC) (Beaumont et al., 2002; Marjoram et al., 2003;

Tanaka et al., 2006) in which a Markov chain is constructed with a stationary distribution

identical to the desired posterior. Given the Markov chain is in state θi, a state transition is

proposed via a proposal kernel, q(θ | θi).

The Metropolis-Hastings (Hastings, 1970; Metropolis et al., 1953) state transition probability,

h, can be modified within an ABC framework to yield

h =


min

(
p(θ∗)q(θi | θ∗)
p(θi)q(θ∗ | θi) , 1

)
if ρ(D,Ds) ≤ ε,

0 otherwise.
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The stationary distribution of such a Markov chain is the desired approximate posterior (Marjo-

ram et al., 2003). Algorithm 6.2 provides a method for computing NT iterations of this Markov

chain.

While MCMC-ABC sampling can be highly efficient, the samples in the sequence, θ1, . . . ,θNT ,

are not independent. This can be problematic as it is possible for the Markov chain to take

long excursions into regions of low posterior probability. This incurs additional bias that is

potentially significant (Sisson et al., 2007). A poor choice of proposal kernel can also have

considerable impact upon the efficiency of MCMC-ABC (Green et al., 2015). The question

of how to choose the proposal kernel is non-trivial. Typically proposal kernels are determined

heuristically. However, automatic and adaptive schemes are available to assist in obtaining near

optimal proposals in some cases (Cabras et al., 2015; Roberts and Rosenthal, 2009). Another

additional complication is that of determining when the Markov Chain has converged; this is a

challenging problem to solve in practice (Roberts and Rosenthal, 2004).

Algorithm 6.2 MCMC-ABC

1: Given initial sample θ1 ∼ p(θ | ρ(D,Ds) < ε).
2: for i = 2, . . . , NT do
3: Sample transition kernel, θ∗ ∼ q(θ | θi−1).
4: Generate data, Ds ∼ s(D | θ∗).
5: if ρ(D,Ds) ≤ ε then
6: Set h← min (p(θ∗)q(θi−1 | θ∗)/p(θi−1)q(θ∗ | θi−1), 1).
7: Sample uniform distribution, u ∼ U(0, 1).
8: if u ≤ h then
9: Set θi ← θ∗.

10: else
11: Set θi ← θi−1.
12: end if
13: else
14: Set θi ← θi−1.
15: end if
16: end for

Sequential Monte Carlo (SMC) sampling was introduced to address these potential inefficien-

cies (Del Moral et al., 2006) and later extended within an ABC context (Sisson et al., 2007;

Drovandi and Pettitt, 2011; Toni et al., 2009). A set of samples, referred to as particles, is

evolved through a sequence of ABC posteriors defined through a sequence of T acceptance

thresholds, ε1, . . . , εT (Sisson et al., 2007; Beaumont et al., 2009). At each step, t ∈ [0, T ],

the current ABC posterior, p(θ | ρ(D,Ds) < εt), is approximated by a discrete distribution
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constructed from a set of NP particles θ1
t , . . . ,θ

NP
t with importance weights W 1

t , . . . ,W
NP
t

that is, P(θ = θit) = W i
t for i = 1, . . . , NP . The collection is updated to represent the ABC

posterior of the next step, p(θ | ρ(D,Ds) < εt+1), through application of rejection sampling

on particles perturbed by a proposal kernel, q(θ | θi−1). If p(θ | ρ(D,Ds) < εt) is similar

to p(θ | ρ(D,Ds) < εt+1), the acceptance rate should be high. The importance weights of

the new family of particles are updated using an optimal backwards kernel (Sisson et al., 2007;

Beaumont et al., 2009). Algorithm 6.3 outlines the process.

Algorithm 6.3 SMC-ABC

1: Initialise θi1 ∼ p(θ) and W i
1 = 1/NP , for i = 1, . . . , NP .

2: for t = 2, . . . , T do
3: for i = 1, . . . , NP do
4: repeat
5: Set θ∗ ← θjt−1 with probability W j

t−1.
6: Sample transition kernel, θ∗∗ ∼ q(θ | θ∗).
7: Generate data, Ds ∼ s(D | θ∗∗).
8: until ρ(D,Ds) ≤ εt
9: Set θit ← θ∗∗.

10: Set W i
t ← p(θit)/

∑NP
j=1 W

j
t−1q(θ

i
t | θjt−1).

11: end for
12: Normalise weights so that

∑NP
i=1 W

i
t = 1.

13: end for

Through the use of independent weighted particles, SMC-ABC avoids long excursions into the

distribution tails that are possible with MCMC-ABC. However, SMC-based methods can be

affected by particle degeneracy, and the efficiency of each step is still dependent on the choice

of proposal kernel (Green et al., 2015; Filippi et al., 2013). Just as with MCMC-ABC, adaptive

schemes are available to guide proposal kernel selection (Beaumont et al., 2009; Del Moral

et al., 2012). The choice of the sequence of acceptance thresholds is also important for the

efficiency of SMC-ABC. However, there are good solutions to generate these sequences in an

adaptive manner (Drovandi and Pettitt, 2011; Silk et al., 2013).

6.1.2 Multilevel Monte Carlo

Multilevel Monte Carlo (MLMC) is a recent development that can significantly reduce the

computational burden in the estimation of expectations (Giles, 2008). To demonstrate the basic

idea of MLMC, consider computing the expectation of a continuous-time stochastic process Xt
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at time T . Let Zτ
t denote a discrete-time approximation to Xt with time step τ : the expectations

of XT and Zτ
T are related according to

E [XT ] = E [Zτ
T ] + E [XT − Zτ

T ] .

That is, an estimate of E [Zτ
T ] can be treated as a biased estimate of E [XT ]. By taking a sequence

of time steps τ1 > · · · > τL, the indices of which are referred to as levels, we can arrive at a

telescoping sum,

E [ZτL
T ] = E [Zτ1

T ] +
L∑
`=2

E
[
Zτ`
T − Z

τ`−1

T

]
. (6.3)

Computing this form of the expectation returns the same bias as that returned when computing

E [ZτL
T ] directly. However, Giles (2008) demonstrates that a Monte Carlo estimator for the

telescoping sum can be computed more efficiently than directly estimating E [ZτL
T ] in the context

of stochastic differential equations (SDEs). This efficiency comes from exploiting the fact

that the bias correction terms, E
[
Zτ`
T − Z

τ`−1

T

]
, measure the expected difference between the

estimates on levels ` and ` − 1. Therefore, sample paths of Zτ`−1

T need not be independent of

sample paths of Zτ`
T . In the case of SDEs, samples may be generated in pairs driven by the same

underlying Brownian motion, that is, the pair is coupled. By the strong convergence properties

of numerical schemes for SDEs, Giles (2008) shows that this coupling is sufficient to reduce the

variance of the Monte Carlo estimator. This reduction in variance is achieved through optimally

trading off statistical error and computational cost across all levels. Through this trade-off, an

estimator is obtained with the same accuracy in mean-square to standard Monte Carlo, but at a

reduced computational cost. This saving of computational cost is achieved since fewer samples

of the most accurate discretisation are required.

6.1.3 Related work

Recently, several examples of MLMC applications to Bayesian inference problems have ap-

peared in the literature. One of the biggest challenges in the application of MLMC to inverse

problems is the introduction of a strong coupling between levels. That is, the construction of

a coupling mechanism that reduces the variances of the bias correction terms enough to enable

the MLMC estimator to be computed more efficiently than standard Monte Carlo. Dodwell

et al. (2015) demonstrate a MLMC scheme for MCMC sampling applicable to high-dimensional
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Bayesian inverse problems with closed-form likelihood expressions. The coupling of Dodwell

et al. (2015) is based on correlating Markov chains defined on a hierarchy in parameter space.

A similar approach is also employed by Efendiev et al. (2015). A multilevel method for en-

semble particle filtering is proposed by Gregory et al. (2016) that employs an optimal transport

problem to correlate a sequence of particle filters of different levels of accuracy. Due to the

computational cost of the transport problem, a local approximation scheme is introduced for

multivariate parameters (Gregory et al., 2016). Beskos et al. (2017) look more generally at

the case of applying MLMC methods when independent and identically distributed sampling

of the distributions on some levels is infeasible, the result is an extension of MLMC in which

coupling is replaced with sequential importance sampling, that is, a multilevel variant of SMC

(MLSMC).

MLMC has also recently been considered in an ABC context. Guha and Tan (2017) extend the

work of Efendiev et al. (2015) by replacing the Metropolis-Hasting acceptance probability in a

similar way to the MCMC-ABC method (Marjoram et al., 2003). The MLSMC method (Beskos

et al., 2017) is exploited to achieve coupling in an ABC context by Jasra et al. (2019).

6.1.4 Aims and contribution

ABC samplers based on MCMC and SMC are generally more computationally efficient than

ABC rejection sampling (Marjoram et al., 2003; Sisson et al., 2007; Toni et al., 2009). However,

there are many advantages to using ABC rejection sampling. Specific advantages are: (i) its

simple implementation; (ii) it produces truly independent and identically distributed samples,

that is, there is no need to re-weight samples; and (iii) there are no algorithm parameters that

affect the computational efficiency. In particular, no proposal kernels need be heuristically

defined for ABC rejection sampling.

The aim of this work is to design a new algorithm for ABC inference that retains the afore-

mentioned advantages of ABC rejection sampling, while still being efficient and accurate. The

aim is not to develop a method that is always superior to MCMC and SMC methods, but rather

provide a method that requires little user-defined configuration, and is still computationally

reasonable. To this end, we investigate MLMC methods applied directly to ABC rejection

sampling.



216 CHAPTER 6. MULTILEVEL APPROXIMATE BAYESIAN COMPUTATION

Various applications of MLMC to ABC inference have been demonstrated very recently in

the literature (Guha and Tan, 2017; Jasra et al., 2017), with each implementation contributing

different ideas for constructing effective control variates in an ABC context. It is not yet clear

when one approach will be superior to another. Thus the question of how best to apply MLMC

in an ABC context remains an open problem. Since there are no examples of an application of

MLMC methods to the most fundamental of ABC samplers, that is rejection sampling, such an

application is a significant contribution to this field.

We describe a new algorithm for ABC rejection sampling, based on MLMC. Our new algorithm,

called MLMC-ABC, is as general as standard ABC rejection sampling but is more computation-

ally efficient through the use of variance reduction techniques that employ a novel construction

for the coupling problem. We describe the algorithm, its implementation, and validate the

method using a tractable Bayesian inverse problem. We also compare the performance of the

new method against MCMC-ABC and SMC-ABC using a standard benchmark problem from

epidemiology.

Our method benefits from the simplicity of ABC rejection sampling. We require only the

discrepancy metric and a sequence of acceptance thresholds to be defined for a given inverse

problem. Our approach is also efficient, and achieves comparable or superior performance

to MCMC-ABC and SMC-ABC methods, at least for the examples considered in this paper.

Therefore, we demonstrate that our algorithm is a promising method that could be extended to

design viable alternatives to current state-of-the-art approaches. This work, along with that of

Guha and Tan (2017) and Jasra et al. (2017), provides an additional set of computational tools

to further enhance the utility of ABC methods in practice.

6.2 Methods

In this section, we demonstrate our application of MLMC ideas to the likelihood-free inference

problem given in Equation (6.2). The initial aim is to compute an accurate approximation to

the joint posterior cumulative distribution function (CDF) of θ, using as few data generation

steps as possible. We define a data generation step to be a simulation of the model of interest

given a proposed parameter vector. While the initial presentation is given in the context of

estimating the joint CDF, the method naturally extends to expectations of other functions (see
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6.5.2). However, the joint CDF is considered first for clarity in the introduction of the MLMC

coupling strategy.

We apply MLMC methods to likelihood-free Bayesian inference by reposing the problem of

computing the posterior CDF as an expectation calculation. This allows the MLMC telescoping

sum idea, as in Equation (6.3), to be applied. In this context, the levels of the MLMC estimator

are parameterised by a sequence of L acceptance thresholds ε1, . . . , εL with ε` > ε`+1 for all

` ∈ [1, L). The efficiency of MLMC relies upon computing the terms of the telescoping sum

with low variance. Variance reduction is achieved through exploiting features of the telescoping

sum for CDF approximation, and further computational gains are achieved by using properties

of nested ABC rejection samplers.

6.2.1 ABC posterior as an expectation

We first reformulate the Bayesian inference problem (Equation (6.1)) as an expectation. To this

end, note that, given a k-dimensional parameter space, Θ, and the random parameter vector,

θ, if the joint posterior CDF, F (s) = P(θ1 ≤ s1, . . . , θk ≤ sk) is differentiable, that is, its

probability density function (PDF) exists, then

P(θ1 ≤ s1, . . . , θk ≤ sk) =

∫ s1

−∞
· · ·
∫ sk

−∞
p(θ | D) dθk . . . dθ1

=

∫
As

p(θ | D) dθk . . . dθ1,

where As = {θ ∈ Θ : θ1 ≤ s1, . . . , θk ≤ sk}. This can be expressed as an expectation by

noting

∫
As

p(θ | D) dθk . . . dθ1 =

∫
Θ

1As(θ)p(θ | D) dθk . . . dθ1

= E [1As(θ) | D] ,

where 1As(θ) is the indicator function: 1As(θ) = 1 whenever θ ∈ As and 1As(θ) = 0

otherwise. Now, consider the ABC approximation given in Equation (6.2) with discrepancy

metric ρ(D,Ds) and acceptance threshold ε. The ABC posterior CDF, denoted by Fε(s), will
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be

Fε(s) =

∫
As

p(θ | ρ(D,Ds) < ε) dθk . . . dθ1

= E [1As(θ) | ρ(D,Ds) < ε] . (6.4)

The marginal ABC posterior CDFs, Fε,1(s), . . . , Fε,k(s), are

Fε,j(s) = lim
si6=j→∞

Fε(s).

6.2.2 Multilevel estimator formulation

We now introduce some notation that will simplify further derivations. We define θε to be a

random vector distributed according to the ABC posterior CDF, Fε(s), with acceptance thresh-

old, ε, as given in Equation (6.4). This provides us with simplification in notation for the ABC

posterior PDF, p(θε) = p(θ | ρ(D,Ds) < ε), and the conditional expectation,

E [1As(θε)] = E [1As(θ) | ρ(D,Ds) < ε]. For any expectation, P , we use P̂N to denote the

Monte Carlo estimate of this expectation using N samples.

The standard Monte Carlo integration approach is to generate N samples θ1
ε , . . . ,θ

N
ε from the

ABC posterior, p(θε), then evaluate the empirical CDF (eCDF),

F̂N
ε (s) =

1

N

N∑
i=1

1As(θ
i
ε), (6.5)

for s ∈ S, where S is a discretisation of the parameter space Θ. For simplicity, we will consider

S to be a k-dimensional regular lattice. In general, a regular lattice will not be well suited for

high dimensional problems. However, since this is the first time that this MLMC approach

has been presented, it is most natural to begin the exposition with a regular lattice, and then

discuss other more computationally efficient approaches later. More attention is given to other

possibilities in Section 6.4.

The eCDF is not, however, the only Monte Carlo approximation to the CDF one may consider.

In particular, Giles et al. (2015) demonstrate the application of MLMC to a univariate CDF

approximation. We now present a multivariate equivalent of the MLMC CDF of Giles et al.
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(2015) in the context of ABC posterior CDF estimation. Consider a sequence of L acceptance

thresholds, {ε`}`=L`=1 , that is strictly decreasing, that is, ε` > ε`+1. In this work, the problem of

constructing optimal sequences is not considered, as the focus is the initial development of the

method. More discussion around this problem is given in Section 6.4. Given such a sequence,

{ε`}`=L`=1 , we can represent the CDF (Equation (6.4)) using the telescoping sum

FεL(s) = E [1As(θεL)] =
L∑
`=1

Y`(s), (6.6)

where

Y`(s) =

E [1As(θε1)] if ` = 1,

E
[
1As(θε`)− 1As(θε`−1

)
]

if ` > 1.

(6.7)

Using our notation, the MLMC estimator for Equation (6.6) and Equation (6.7) is given by

F̂N1,...,NL
εL

(s) =
L∑
`=1

Ŷ N`
` (s), (6.8)

where

Ŷ N`
` (s) =


1
N1

∑N1

i=1 gs(θ
i
ε1

) if ` = 1,

1
N`

∑N`
i=1

[
gs(θ

i
ε`

)− gs(θ
i
ε`−1

)
]

if ` > 1,

(6.9)

and gs(θ) is a Lipschitz continuous approximation to the indicator function; this approximation

is computed using a tensor product of cubic polynomials,

gs(θ) =
k∏
j=1

ξ

(
sj − θj
δj

)
,

where δj is the lattice spacing in the jth dimension, and ξ(x) is a piece-wise continuous

polynomial,

ξ(x) =


1 x ≤ −1,

5
8
x3 − 9

8
x+ 1

2
−1 < x < 1,

0 x ≥ 1.

This expression is based on the rigorous treatment of smoothing required in the univariate

case given by Giles et al. (2015). While other polynomials that satisfy certain conditions are

possible (Giles et al., 2015; Reiss, 1981), here we restrict ourselves to this relatively simple
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form. Application of the smoothing function improves the quality of the final CDF estimate,

just as using smoothing kernels improves the quality of PDF estimators (Silverman, 1986).

Such a smoothing is also necessary to avoid convergence issues with MLMC caused by the

discontinuity of the indicator function (Avikainen, 2009; Giles et al., 2015).

To compute the Ŷ N1
1 (s) term (Equation (6.9)), we generate N1 samples θ1

ε1
, . . . ,θN1

ε1
from

p(θε1); this represents a biased estimate for FεL(s). To compensate for this bias, correction

terms, Ŷ N`
` (s), are evaluated for ` > 2, each requiring the generation ofN` samples θ1

ε`
, . . . ,θN`ε`

from p(θε`) and N` samples θ1
ε`−1

, . . . ,θN`ε`−1
from p(θε`−1

), as given in Equation (6.9). It is

important to note that the samples, θ1
ε`−1

, . . . ,θN`ε`−1
, used to compute Ŷ N`

` (s) are independent of

the samples, θ1
ε`−1

, . . . ,θ
N`−1
ε`−1 , used to compute Ŷ N`−1

`−1 (s).

6.2.3 Variance reduction

The goal is to introduce a coupling between levels that controls the variance of the bias correc-

tion terms. With an effective coupling, the result is an estimator with lower variance, hence the

number of samples required to obtain an accurate estimate is reduced. Denote v` as the variance

of the estimator Ŷ N`
` (s). For ` ≥ 2 this can be expressed as

v` =V
[
gs(θε`)− gs(θε`−1

)
]

=V [gs(θε`)] + V
[
gs(θε`−1

)
]
− 2 · C

[
gs(θε`), gs(θε`−1

)
]
,

where V [·] and C [·, ·] denote the variance and covariance, respectively. Introducing a positive

correlation between the random variables θε` and θε`−1
will have the desired effect of reducing

the variance of Ŷ N`
` (s).

In many applications of MLMC, a positive correlation is introduced through driving samplers at

both the ` and `−1 level with the same randomness. Properties of Brownian motion or Poisson

processes are typically used for the estimation of expectations involving SDEs or Markov

processes (Giles, 2008; Anderson and Higham, 2012; Lester et al., 2016). In the context of

ABC methods, however, simulation of the quantity of interest is necessarily based on rejection

sampling. The reliance on rejection sampling makes a strong coupling, in the true sense of

MLMC, a difficult, if not impossible task. Rather, here we introduce a weaker form of coupling
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through exploiting the fact that our MLMC estimator is performing the task of computing an

estimate of the ABC posterior CDF. We combine this with a property of nested ABC rejection

samplers to arrive at an efficient algorithm for computing F̂εL(s).

We proceed to establish a correlation between levels as follows. Assume we have computed,

for some ` < L, the terms Ŷ N1
1 (s), . . . , Ŷ N`

` (s) in Equation (6.8). That is, we have an estimator

to the CDF at level ` by taking the sum

F̂N1,...,N`
ε`

(s) =
∑̀
m=1

Ŷ Nm
m (s),

with marginal distributions F̂N1,...,N`
ε`,j

(sj) for j = 1, . . . , k. We can use this to determine a cou-

pling based on matching marginal probabilities when computing Ŷ`+1(s). After generatingN`+1

samples θ1
ε`+1

, . . . ,θ
N`+1
ε`+1 from p(θε`+1

), we compute the eCDF, F̂N`+1
ε`+1 (s), using Equation (6.5)

and obtain the marginal distributions, F̂N`+1

ε`+1,j
(sj) for j = 1, . . . , k. We can thus generate

N`+1 coupled pairs {θiε`+1
,θiε`} by choosing the θiε` with the same marginal probabilities as

the empirical probability of θiε`+1
. That is, the jth component of θiε` is given by

θiε`,j = ĜN1,...,N`
ε`

(
F̂
N`+1

ε`+1,j
(θiε`+1,j

)
)
,

where θiε`+1,j
is the jth component of θiε`+1

and ĜN1,...,N`
ε`,j

(s) is the inverse of the jth marginal

distribution of F̂N1,...,N`
ε`

(s). This introduces a positive correlation between the sample pairs,

{θiε`+1
,θiε`}, since an increase in any of the components of θiε`+1

will cause an increase in the

same component θiε` . This correlation reduces the variance in the bias correction estimator

Ŷ
N`+1
ε`+1 (s) computed according to Equation (6.9). We can then update the MLMC CDF to get an

improved estimator by using

F̂N1,...,N`+1
ε`+1

(s) = F̂N1,...,N`
ε`

(s) + Ŷ N`+1
ε`+1

(s),

and apply an adjustment that ensures monotonicity. We continue this process iteratively to

obtain F̂N1,...,NL
εL

(s).

It must be noted here that this coupling mechanism introduces an approximation for the general

inference problem; therefore some additional bias can be introduced. This is made clear when

one considers the process in terms of the copula distributions of θε`+1
and θε` . If these copula
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distributions are the same, then the coupling is exact and there is no additional bias. The

coupling is also exact for the univariate case (k = 1). Therefore, under the assumption that the

correlation structure does not change significantly between levels, then the bias should be low.

In practice, this requirement affects the choice of the acceptance threshold sequence, ε1, . . . , εL;

we discuss this in more detail in Section 6.4. In Section 6.3.1, we demonstrate that for sensible

choices of this sequence, the introduced bias is small compared with the bias that is inherent in

the ABC approximation.

6.2.4 Optimal sample sizes

We now require the sample numbersN1, . . . , NL that are the optimal trade-off between accuracy

and efficiency. Denote d` as the number of data generation steps required during the computa-

tion of Ŷ N`
` (s) and let c` = d`/N` be the average number of data generation steps per accepted

ABC posterior sample using acceptance threshold ε`.

Given v1 = V [gs(θε1)] and v` = V
[
gs(θε`)− gs(θε`−1)

]
, for ` > 1, one can construct the

optimal N` under the constraint V
[
F̂N1,...,NL
εL

(s)
]

= O(h2), where h2 is the target variance of

the MLMC CDF estimator. As shown by Giles (2008), using a Lagrange multiplier method, the

optimal N1, . . . , NL are given by

N` = O
(
h−2
)√v`

c`

L∑
m=1

√
vmcm, ` = 1, . . . , L. (6.10)

In practice, the values for v1, . . . , vL and c1, . . . , cL will not have analytic expressions available;

rather, we perform a low accuracy trial simulation with all N1 = · · · = NL = c, for some

comparatively small constant, c, to obtain the relative scaling of variances and data generation

requirements.

6.2.5 Improving acceptance rates

A MLMC method based on the estimator in Equation (6.8) and the variance reduction strategy

given in Section 6.2.3 would depend on standard ABC rejection sampling (Algorithm 6.1) for

the final bias correction term Ŷ NL
εL

. For many ABC applications of interest, the computation of
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this final term will dominate the computational costs. Therefore, the potential computational

gains depend entirely on the size of NL compared to the number of samples, N , required for

the equivalent standard Monte Carlo approach (Equation (6.5)). While this approach is often an

improvement over rejection sampling, we can achieve further computational gains by exploiting

the iterative computation of the bias correction terms.

Let supp(f(x)) denote the support of a function f(x), and note that, for any ` ∈ [2, L],

supp(p(θε`)) ⊆ supp(p(θε`−1
)). This follows from the fact that if, for any θ,

P(ρ(D,Ds) < ε` | θ) > 0, then P(ρ(D,Ds) < ε`−1 | θ) > 0 since ε` < ε`−1. That is, any

simulated data generated using parameter values taken from outside supp(p(θε`−1
)) cannot be

accepted on level ` since ρ(D,Ds) > ε`−1 almost surely. Therefore, we can truncate the prior

to the support of p(θε`−1
) when computing Ŷ N`

` (s), thus increasing the acceptance rate of level

` samples. In practice, we need to approximate the support regions through sampling. For

simplicity, in this work we restrict sampling of the prior at level ` to within the bounding box

that contains all the samples generated at level `− 1. However, more sophisticated approaches

could be considered, and may result in further computational improvements.

6.2.6 The algorithm

We now have all the components to construct our MLMC-ABC algorithm. We compute the

MLMC CDF estimator (Equation (6.8)) using the coupling technique for the bias correction

terms (Section 6.2.3) and prior truncation for improved acceptance rates (Section 6.2.5).

Optimal N1, . . . , NL are estimated as per Equation (6.10) and Section 6.2.4. Once N1, . . . , NL

have been estimated, computation of the MLMC-ABC posterior CDF F̂εL(s) proceeds accord-

ing to Algorithm 6.4.

The computational complexity of MLMC-ABC (Algorithm 6.4) is roughlyO(cS+NL(cL+cG))

where cL is the expected cost of generating a single sample of the ABC posterior with threshold

εL, cS is the cost of updating the CDF estimate and cG is the cost of the coupling which involves

the marginal CDF inverses. From Algorithm 6.4, we have cS = O(N1|S|) and from Barber

et al. (2015) we have cL = O(ε−n) where n is the dimensionality of D. The marginal inverse

operations require only two steps:
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Algorithm 6.4 MLMC-ABC

1: Initialise ε1, . . . , εL, N1, . . . , NL and prior p(θ).
2: Set p(θε0)← p(θ).
3: for ` = 1, . . . , L do
4: for i = 1, . . . , N` do
5: repeat
6: Sample θ∗ ∼ p(θ) restricted to supp(p(θε`−1

)).
7: Generate data, Ds ∼ s(D | θ∗).
8: until ρ(D,Ds) ≤ ε`.
9: Set θiε` ← θ∗.

10: end for
11: for s ∈ S do
12: Set F̂N`

ε`
(s)←∑N`

i=1 gs(θ
i
ε`

)/N`.
13: end for
14: if ` > 1 then
15: for i = 1, . . . , N` do
16: for j = 1, . . . , k do
17: Set θiε`−1,j

← Ĝ
N1,...,N`−1

ε`−1,j

(
F̂N`
ε`,j

(
θiε`,j

))
.

18: end for
19: end for
20: for s ∈ S do
21: Set Ŷ N`

ε`
(s)←∑N`

i=1

[
gs(θ

i
ε`

)− gs(θ
i
ε`−1

)
]
/N`.

22: Set F̂N1,...,N`
ε`

(s)← F̂
N1,...,N`−1
ε`−1 (s) + Ŷ N`

ε`
(s).

23: end for
24: end if
25: end for

1. find s ∈ S such that, sj ≤ θiε`,j < sj + δj . Such an operation is, at most, O(logk |S|);

2. invert the interpolating cubic spline, which can be done in O(1).

It follows that cG = O(logk |S|). For any practical application, εL will need to be sufficiently

small, that is, (N1|S|/NL− logk |S|)� cL, in order for the cost of generating posterior samples

at level L to dominate the cost of the marginal CDF inverse operations and the lattice updating.

Computational gains over ABC rejection sampling are achieved through decreasing NL and cL,

via variance reduction and prior truncation.

Our primary focus in Algorithm 6.4 is on using MLMC to estimate the posterior CDF. The

coupling mechanism is more readily communicated in this case. However, the MLMC-ABC

method is more general and can be used to estimate E [U(θε`)] where U(θε`) is any Lipschitz

continuous function. In this more general case, only the marginal CDFs need be accumulated

to facilitate the coupling mechanism. For more details see 6.5.2.
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6.3 Results

In this section, we provide numerical results to demonstrate the validity, accuracy and perfor-

mance of our MLMC-ABC method using some common models from epidemiology. In the

first instance, we consider a tractable compartmental model, the stochastic SIS (Susceptible-

Infected-Susceptible) model (Weiss and Dishon, 1971), to confirm the convergence and ac-

curacy of MLMC-ABC. We then consider the Tuberculosis transmission model introduced

by Tanaka et al. (2006) as a benchmark to compare our method with MCMC-ABC (Algo-

rithm 6.2) and SMC-ABC (Algorithm 6.3). While we have chosen to perform our evaluation

using an epidemiological model due to the particular prevalence of ABC methods in the life

sciences, the techniques outlined in this manuscript are completely general and applicable to

many areas of science.

6.3.1 A tractable example

The SIS model is a common model from epidemiology that describes the spread of a disease

or infection for which no significant immunity is obtained after recovery; the common cold, for

example. The model is given by

S + I
β→ 2I,

I
γ→ S,

with parameters θ = {β, γ} and hazard functions for infection and recovery given by

hI(S, I) = βSI and hR(S, I) = γI,

respectively. This process defines a discrete-state continuous-time Markov process with a

forward transitional density function that is computationally feasible to evaluate exactly for

small populations Npop = S+ I . That is, for t > s, the probability of S(t) = x given S(s) = y,

with density denoted by p(x, t | y, s; β, γ), has a solution obtained through the xth element of

the vector

P (y, β, γ) = exp(Q(β, γ)(t− s))y, (6.11)
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where the yth element of column vector, y, is one and all other elements zero, exp(·) denotes

the matrix exponential and Q(β, γ) is the infinitesimal generator matrix of the Markov process;

for the SIS model, Q(β, γ) is a tri-diagonal matrix dependent only on the parameters of the

model.

Let Sobs(t) be an observation at time t of the number of susceptible individuals in the population.

We generate observations using a single realisation of the SIS model with parameters β = 0.003

and γ = 0.1, population size Npop = 101, and initial conditions S(0) = 100 and I(0) = 1;

Observations are taken at times t1 = 4, t2 = 8, . . . , t10 = 40. Using the analytic solution to the

SIS transitional density (using Equation (6.11)), we arrive at the likelihood function

L(β, γ;D) =
10∏
i=1

p(Sobs(ti), ti | Sobs(ti−1), ti−1; β, γ), (6.12)

where Sobs(t0) = s0 almost surely. Hence, we can obtain an exact solution to the SIS posterior

p(β, γ | D) given the priors β ∼ U(0, 0.06) and γ ∼ U(0, 2). Given this exact posterior,

quadrature can be applied to compute the posterior CDF, given by

F (s1, s2) =

∫ s1

−∞

∫ s2

−∞
p(β, γ | D) dβdγ.

For the ABC approximation we use a discrepancy metric based on the sum of squared errors,

ρ(D,Ds) =

[
10∑
i=1

(Sobs(ti)− S∗(ti))2

]1/2

,

where S∗(t) is a realisation of the model generated using the Gillespie algorithm (Gillespie,

1977) for a given set of parameters, and Ds = [S∗(t1), S∗(t2), . . . , S∗(t10)]. An appropriate

acceptance threshold sequence for this metric is ε1, . . . , εL, with ε` = ε1m
1−`, m = 2 and

ε1 = 75 (Toni et al., 2009).

We can use the exact likelihood (Equation (6.12)) to evaluate the convergence properties of

our MLMC-ABC method. Based on the analysis of ABC rejection sampling by Barber et al.

(2015), the rate of decay of the root mean-squared error (RMSE) as the computational cost

is increased is slower for ABC than standard Monte Carlo. We find experimentally for ABC

rejection sampling, that the decay of RMSE of the SIS model is approximately O(C−1/4),
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where C is the expected computational cost of generating N ABC posterior samples. The 95%

confidence interval of this experimental rate is [−0.27,−0.23], which is consistent with the

expected theoretical result of −0.25 (Barber et al., 2015). This is slower than the expected

O(C−1/2) decay typically achieved with standard Monte Carlo. We compare the ABC rejection

sampler decay rate with that achieved by our MLMC-ABC methods.

We use the L∞ norm for the RMSE, that is,

RMSE =

√
E
[∥∥∥F − F̂εL∥∥∥2

∞

]
,

where F is the exact posterior CDF, evaluated directly from the likelihood (Equation (6.12)),

and F̂εL is the Monte Carlo estimate of the CDF. A regular lattice that consists of 300 × 300

points is used for this estimate. The computation required for Gillespie simulations completely

dominates the added computation of updating the lattice. The RMSE is computed using 20

independent MLMC-ABC CDF estimations for L = 1, . . . , 3. The sequence of sample num-

bers, N1, . . . , NL, is computed using Equation (6.10) with target variance of O(ε2) and 100

trial samples. Figure 6.1 demonstrates the improved convergence rate over the ABC rejection

sampler convergence rate. Based on the least-squares fit, the RMSE decay is approximately

O(C−1/3). The 95% confidence interval for the rate is [−0.26,−0.34] which is consistent with

theory from Giles et al. (2015) for the univariate situation. For smaller target RMSE, this results

in an order of magnitude reduction in the computational cost.

Figure 6.1: RMSE convergence for MLMC-ABC compared with ABC rejection sampling. The
RMSE is computed using the exact solution to the posterior density of the SIS model.



228 CHAPTER 6. MULTILEVEL APPROXIMATE BAYESIAN COMPUTATION

m

1.50 1.75 2.00 2.25 2.50

B
ia
s

0.01

0.02

0.03

0.04

0.05

0.06

Coupling bias

ABC bias

Figure 6.2: Convergence of coupling bias as a function of m.

We also consider the effect of the additional bias introduced through the coupling mechanism

as presented in Section 6.2.3. We set the sample numbers at all levels to be 104 to ensure the

Monte Carlo error is negligible and compare the bias for different values of acceptance threshold

scaling factor m. The bias is computed according to the L∞ norm, that is,

Bias = E
[∥∥∥F̂ c

εL
− F̂ u

εL

∥∥∥
∞

]
,

where F̂ c
εL

denotes the estimator computed according to Algorithm 6.4 and F̂ u
εL

denotes the esti-

mator computed without any coupling. That is, F̂ u
εL

is computed using standard Monte Carlo to

evaluate each term in the MLMC telescoping sum (Equation (6.6)). Note that, computationally,

F̂ u
εL

will always be inferior to a standard Monte Carlo estimate. Figure 6.2 shows that, not

only does the bias decay as m decreases, but also the additional bias is well within the order of

bias expected from the ABC approximation. This result, along with Figure 6.1, demonstrates

that the reduction in estimator variance can dominate the increase in bias. Thus, compared

with standard Monte Carlo, a significantly lower RMSE for the same computational effort is

achieved with MLMC using this coupling strategy.

6.3.2 Performance evaluation

We now evaluate the performance of MLMC-ABC using the model developed by Tanaka et al.

(2006) in the study of tuberculosis transmission rate parameters using DNA fingerprint data (Small
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et al., 1994). This model has been selected due to the availability of published comparative

performance evaluations of MCMC-ABC and SMC-ABC (Tanaka et al., 2006; Sisson et al.,

2007).

The model proposed by Tanaka et al. (2006) describes the occurrence of tuberculosis infections

over time and the mutation of the bacterium responsible, Myobacterium tuberculosis. The

number of infections, I , at time t is

It =
Gt∑
i=1

Xi,t,

where Gt is the number of distinct genotypes and Xi,t is the number of infections caused by

the ith genotype at time t. For each genotype, new infections occur with rate α, infections

terminate with rate δ, and mutation occurs with rate µ; causing an increase in the number of

genotypes. This process, as with the SIS model, can be described by a discrete-state continuous-

time Markov process. In this case, however, the likelihood is intractable, but the model can

still be simulated using the Gillespie algorithm (Gillespie, 1977). After a realisation of the

model is completed, either by extinction or when a maximum infection count is reached, a

sub-sample of 473 cases is collected and compared against the IS6110 DNA fingerprint data of

tuberculosis bacteria samples (Small et al., 1994). The dataset consists of 326 distinct geno-

types; the infection cases are clustered according to the genotype responsible for the infection.

The collection of clusters can be summarised succinctly as 301 231 151 101 81 52 44 313 220 1282,

where nj denotes there are j clusters of size n. The discrepancy metric used is

ρ(D,Ds) =
1

n
|g(D)− g(Ds)|+ |H(D)−H(Ds)| , (6.13)

where n is the size of the population sub-sample (e.g., n = 473), g(D) denotes the number of

distinct genotypes in the dataset (e.g., g(D) = 326) and the genetic diversity is

H(D) = 1− 1

n2

g(D)∑
i=1

ni(D)2,

where ni(D) is the cluster size of the ith genotype in the dataset.

We perform likelihood-free inference on the tuberculosis model for the parameters θ = {α, δ, µ}
with the goal of evaluating the efficiencies of MLMC-ABC, MCMC-ABC and SMC-ABC.

We use a target posterior distribution of p(θ | ρ(D,Ds) < ε) with ρ(D,Ds) as defined in
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Equation (6.13) and ε = 0.0025. The acceptance threshold sequence, ε1, . . . , ε10, used for both

SMC-ABC and MLMC-ABC is εi = ε10 + (εi−1 − ε10)/2 with ε1 = 1 and ε10 = 0.0025. The

improper prior is given by α ∼ U(0, 5), δ ∼ U(0, α) and µ ∼ N (0.198, 0.067352) (Sisson

et al., 2007; Tanaka et al., 2006). For the MCMC-ABC and SMC-ABC algorithms we apply a

typical Gaussian proposal kernel,

q(θ(i) | θ(i−1)) = N
(
θ(i−1),Σ

)
,

with covariance matrix

Σ =


0.752 0 0

0 0.752 0

0 0 0.032


. (6.14)

Such a proposal kernel is reasonable to characterise the initial explorations of an ABC posterior

as no correlations between parameters are assumed.

While MLMC-ABC does not require a proposal kernel function, some knowledge of the vari-

ance of each bias correction term is needed to determine the optimal sample numbers,N1, . . . , NL.

This is achieved using 100 trial samples of each level. The number of data generation steps is

also recorded to compute N1, . . . , NL, as per Equation (6.10). The resulting sample numbers

are then scaled such that NL is a user prescribed value.

The efficiency metric we use is the root mean-squared error (RMSE) of the CDF estimate versus

the total number of data generation steps, Ns. The mean-squared error (MSE) is taken under

the L∞ norm, that is, MSE = E
[
‖Fε` − F̂ε`‖2

∞

]
where Fε` is the exact ABC posterior CDF and

F̂ε` is the Monte Carlo estimate using a regular lattice with 100×100×100 points. To compute

the RMSE, a high precision solution is computed using 106 ABC rejection samples of the target

ABC posterior. This is computed over a period of 48 hours using 500 processor cores.

Table 6.1 presents the RMSE for MCMC-ABC, SMC-ABC and MLMC-ABC for different

configurations. The RMSE values are computed using 10 independent estimator calculations.

The algorithm parameter varied is the number of particles, NP , for SMC-ABC, the number of
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MLMC-ABC MCMC-ABC SMC-ABC
NL Ns RMSE NT Ns RMSE NP Ns RMSE

100 102, 246 0.1362 160, 000 163, 800 0.2434 400 347, 281 0.1071

200 255, 443 0.1136 320, 000 323, 841 0.1828 800 701, 100 0.0954

400 577, 312 0.1067 640, 000 643, 930 0.1832 1, 600 1, 385, 790 0.0858

800 1, 040, 140 0.0861 1, 280, 000 1, 283, 590 0.1345 3, 200 2, 792, 510 0.0784

Table 6.1: Comparison of MLMC-ABC against MCMC-ABC and SMC-ABC using a naive
proposal kernel.

Figure 6.3: Estimated marginal CDFs–(A) α, (B) δ and (C) µ–for the tuberculosis transmission
stochastic model. Estimate computed using using MLMC-ABC with NL = 800 (solid yellow),
MCMC-ABC over 1.2× 106 iterations (solid blue), SMC-ABC with 3, 200 particles (solid red)
and high precision solution (dashed black).

iterations, NT , for MCMC-ABC and the level L sample number, NL, for MLMC-ABC. Using

the proposal kernel provided in Equation (6.14), SMC-ABC requires almost 30% more data

generation steps than MLMC-ABC to obtain the same RMSE. MLMC-ABC obtains nearly

double the accuracy of MCMC-ABC for the same number of data generation steps. Figure 6.3

shows an example of the high precision marginal posterior CDFs, Fα(s), Fδ(s) and Fµ(s),

compared with the numerical solutions computed using the three methods.

We note that these results represent a typical scenario when solving this problem with a standard

choice of proposal densities for MCMC-ABC and SMC-ABC. However, obtaining a good pro-

posal kernel is a difficult open problem, and infeasible to do heuristically for high-dimensional

parameter spaces. Therefore, efficient proposal kernels are almost never obtained without

significant manual adjustment or additional algorithmic modifications such as adaptive schemes

(Beaumont et al., 2009; Del Moral et al., 2012; Roberts and Rosenthal, 2009). Nevertheless, we

demonstrate in Table 6.2 the increased efficiency for MCMC-ABC and SMC-ABC when using

a highly configured Gaussian proposal kernel with covariance matrix as determined by Tanaka
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MLMC-ABC MCMC-ABC SMC-ABC
NL Ns RMSE NT Ns RMSE NP Ns RMSE

100 102, 246 0.1362 160, 000 161, 604 0.1718 400 102, 902 0.1270

200 255, 443 0.1136 320, 000 322, 962 0.1254 800 198, 803 0.0767

400 577, 312 0.1067 640, 000 642, 412 0.1127 1, 600 402, 334 0.0652

800 1, 040, 140 0.0861 1, 280, 000 1, 305, 340 0.0934 3, 200 797, 893 0.0560

Table 6.2: Comparison of MLMC-ABC against MCMC-ABC and SMC-ABC using
heuristically chosen proposal densities.

et al. (2006)

Σ =


0.52 0.225 0

0.225 0.52 0

0 0 0.0152


. (6.15)

We note that Sisson et al. (2007) use a similar proposal kernel, however they do not explicitly

state the difference in the covariance matrix Σ; we therefore assume that Equation (6.15)

represents a proposal kernel that is heuristically optimal to the target posterior density. We

emphasise that it would be incredibly rare to arrive at an optimal proposal kernel without

any additional experimentation. Even in this unlikely case, MLMC-ABC is still comparable

with MCMC-ABC. However, MLMC-ABC is clearly not as efficient as SMC-ABC for this

heuristically optimised scenario. The scenario is intentionally biased toward MCMC-ABC and

SMC-ABC, so this result is not unexpected. Future research could consider a comparison

of the methods when the extra computational burden of determining the optimal Σ, such as

implementation of an adaptive scheme, is taken into account.

6.4 Discussion

Our results indicate that, while SMC-ABC and MCMC-ABC can be heuristically optimised

to be highly efficient, an accurate estimate of the parameter posterior can be obtained using

the MLMC-ABC method presented here in a relatively automatic fashion. Furthermore, the

efficiency of MLMC-ABC is comparable or improved over MCMC-ABC and SMC-ABC, even
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in the case when efficient proposal kernels are employed.

The need to estimate the variances of each bias correction term could be considered a limitation

of the MLMC-ABC approach. However, we find in practice that these need not be computed

to high accuracy and can often be estimated with a relatively small number of samples. There

could be examples of Bayesian inference problems where MLMC-ABC is inefficient on account

of the variance estimation inaccuracy. We have so far, however, failed to find an example for

which 100 samples of each bias correction term is insufficient to obtain a good MLMC-ABC

estimator.

There are many modifications one could consider to further improve MLMC-ABC. In this work,

we explicitly specify the sequence of acceptance thresholds in advance for both MLMC-ABC

and SMC-ABC. As this is the initial presentation of the method, it is appropriate to consider

this idealised case. However, it is unclear if an optimal sequence of thresholds for SMC-ABC

will also be optimal for MLMC-ABC and vice versa. Furthermore, as mention in Section 6.1,

practical applications of SMC-ABC often determine such sequences adaptively (Drovandi and

Pettitt, 2011; Silk et al., 2013). A modification of MLMC-ABC to allow for adaptive acceptance

thresholds would make MLMC-ABC even more practical as it could be used to minimise the

coupling bias. The exact mechanisms to achieve this could be based on similar ideas to adaptive

SMC-ABC (Drovandi and Pettitt, 2011). Given the solution at level `− 1, the next level ` could

be determined through: (i) sampling a fixed set of prior samples; (ii) sorting these samples

based on the discrepancy metric; (iii) selecting a discrepancy threshold, ε`, that optimises

coupling bias and the variance of the bias correction term. Future work should address these

open problems.

Other improvements could focus on the discretisation used for the eCDF calculations. The

MLMC-ABC method has no requirement of a regular lattice, and alternative choices would

likely enable MLMC-ABC to scale to much higher dimensional parameter spaces. Adaptive

grids that refine with each level is one option that could be considered; however, unstructured

grids or kernel based methods also have potential.

Improvements to the coupling scheme are also possible avenues for future consideration. The

coupling approach we have considered depends only on the computation of the marginal pos-

terior CDFs and assumes nothing about the underlying model. It may be possible to take



234 CHAPTER 6. MULTILEVEL APPROXIMATE BAYESIAN COMPUTATION

advantage of certain model specific features to improve variance reduction. There may also

be cases where the rejection sampling scheme is prohibitive for the more accurate acceptance

levels. The combination of our coupling scheme with the MLSMC scheme recently proposed

by Beskos et al. (2017) and Jasra et al. (2019) is a promising possibility to mitigate these issues.

Future work should investigate, compare and contrast the variety of available coupling strategies

in the growing body of literature on MLMC for ABC and Bayesian inverse problems.

We have shown, in a practical way, how MLMC techniques can be applied to ABC inference.

We also demonstrate that variance reduction strategies, even when applied to simple methods

such as rejection sampling, can achieve performance improvements comparable, and in some

cases superior, to modern advanced ABC methods based on MCMC and SMC methods. There-

fore, the MLMC framework is a promising area for designing improved samplers for complex

statistical problems with intractable likelihoods.
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6.5 Supplementary material

6.5.1 Derivation of optimal number of samples per level

In this section, we demonstrate how the sequence of sample numbers N1, . . . , NL is obtained,

as stated in Equation (6.10). First, we assume the variances v1 = V [gs(θε1)] and

v` = V
[
gs(θε`)− gs(θε`−1

)
]
, for ` > 1, are known quantities. We also assume that, on average,

d` = c`N` data generation steps are required to compute the estimator Ŷ N`
ε`

(s).

Let C(N1, . . . , NL) denote the total number of data generation steps to compute F̂N1,...,NL
εL

(s)

given a choice of N1, . . . , NL. Likewise, let E(N1, . . . , NL) denote the Monte Carlo error in

the estimator F̂N1,...,NL
εL

(s).

The sequence N1, . . . , NL is considered optimal if C(N1, . . . , NL) is minimised subject to the

constraint E(N1, . . . , NL) ≤ Kh2 for some constant K > 0 and target Monte Carlo error h2.

To determine optimal N1, . . . , NL, we consider the Lagrangian

G(N1, . . . , NL, λ) =C(N1, . . . , NL)

+ λ
(
E(N1, . . . , NL)−Kh2

)
,

and note that solutions to the optimisation problem exist at ∇G(N1, . . . , Nl, λ) = 0. That is,

∇G(N1, . . . , Nl, λ) =
L∑
`=1

∂G
∂N`

e` +
∂G
∂λ

eL+1 = 0,

L∑
`=1

[
∂C

∂N`

+ λ
∂E

∂N`

]
e` +

[
E(N1, . . . , NL)−Kh2

]
eL+1 = 0,

where e1, . . . , eL+1 are the standard orthonormal basis vectors of (L+1)-dimensional Euclidean

space. We obtain the following system of equations,

∂C

∂N`

= −λ ∂E
∂N`

, ` = 1, . . . L, (6.16)

E(N1, . . . , NL) = Kh2. (6.17)

First we consider the forms of C(N1, . . . , NL) and E(N1, . . . , NL). By definition of the MLMC
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estimator given in Section 6.2.2, we have

E(N1, . . . , NL) = V
[
F̂N1,...,NL
εL

(s)
]

= V

[
L∑
`=1

Ŷ N`
` (s)

]
.

Furthermore, since Ŷ1(s), . . . , ŶL(s) are independent,

V

[
L∑
`=1

Ŷ N`
` (s)

]
=

L∑
`=1

V
[
Ŷ N`
` (s)

]
=V

[
1

N1

N1∑
i=1

gs(θ
i
ε1

)

]
+

L∑
`=2

V

[
1

N`

N∑̀
i=1

gs(θ
i
ε`

)− gs(θ
i
ε`−1

)

]

=
L∑
`=1

1

N2
`

N∑̀
i=1

v`.

That is,

E(N1, . . . , NL) =
L∑
`=1

v`
N`

. (6.18)

The total number of data generation steps is simply

C(N1, . . . , NL) =
L∑
`=1

d` =
L∑
`=1

c`N`. (6.19)

Substitution of Equation (6.18) and Equation (6.19) into Equation (6.16) yields

N` =

√
λ
v`
c`
. (6.20)

Substitution of Equation (6.18) and Equation (6.20) into Equation (6.17) allows us to obtain λ,

L∑
`=1

v`

(√
λ
v`
c`

)−1

= Kh2 ⇒
√
λ =

1

Kh2

L∑
`=1

√
v`c`. (6.21)

Finally, through substitution of Equation (6.21) back into Equation (6.20) we find that the

optimal N1, . . . , N` is given by,

N` =
1

Kh2

√
v`
c`

L∑
m=1

√
vmcm, (6.22)

as required.
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6.5.2 MLMC for ABC with general Lipschitz functions

Minor modifications of the MLMC-ABC method (Algorithm 6.4) are possible to enable the

computation of expectations of the form

E [U(θ) | ρ(D,Ds) < ε] =

∫
Θ

U(θ)p(θ | ρ(D,Ds) < ε) dθk . . . dθ1,

where U(θ) is any Lipschitz continuous function.

Using the same notation as defined in Section 6.2.2, the MLMC telescoping sum may be formed

for a given sequence of acceptance thresholds, ε1 > · · · > εL, to compute the expectation

EεL = E [U(θεL)]. That is,

EεL =
L∑
`=1

Pε` , Pε` =

E [U(θε1)] , ` = 1,

E
[
U(θε`)− U(θε`−1

)
]
, ` > 1.

(6.23)

From Equation (6.23), it is straightforward to obtain equivalent expressions to Equation (6.8)

and Equation (6.9).

The modified MLMC-ABC algorithm proceeds in a very similar fashion to Algorithm 6.4,

however, there is no need to hold a complete discretisation of the parameter space, Θ. This is

because only the k marginal CDFs, Fε`,1 (s1) , . . . , Fε`,k (sk), are required to form the coupling

strategy in Section 6.2.3. Thus, we denote Sj to be a discretisation of the jth coordinate axis.

This significantly reduces the computational burden of the lattice in higher dimensions since

|Sj| = O(logk |S|). The resulting algorithm is given in Algorithm 6.5.
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Algorithm 6.5 Modified MLMC-ABC

Initialise ε1, . . . , εL, N1, . . . , NL and prior p(θ).
Set p(θε0)← p(θ).
for ` = 1, . . . , L do

for i = 1, . . . , N` do
repeat

Sample θ∗ ∼ p(θ) restricted to supp(p(θε`−1
)).

Generate data, Ds ∼ s(D | θ∗).
until ρ(D,Ds) ≤ ε`.
Set θiε` ← θ∗.

end for
for j = 1, . . . , k do

for s ∈ Sj do
Set F̂N`

ε`,j
(s)←∑N`

i=1 ξ
(
(sj − θiε`,j)/δj

)
/N`.

end for
end for
if ` = 1 then

ÊN`
ε`
←∑N`

i=1 U(θiε`)/N`

else
for i = 1, . . . , N` do

for j = 1, . . . , k do
Set θiε`−1,j

← Ĝ
N1,...,N`−1

ε`−1,j

(
F̂N`
ε`,j

(
θiε`,j

))
.

end for
end for
for j = 1, . . . , k do

for s ∈ Sj do
Set Ŷ N`

ε`,j
(s)←∑N`

i=1

[
ξ
(
(sj − θiε`,j)/δj

)
− ξ

(
(sj − θiε`−1,j

)/δj

)]
/N`.

Set F̂N1,...,N`
ε`,j

(s)← F̂
N1,...,N`−1

ε`−1,j
(s) + Ŷ N`

ε`,j
(s).

end for
end for
P̂N`
ε`
←∑N`

i=1

[
U(θiε`)− U(θiε`−1

))
]
/N`

ÊN1,...,N`
ε`

← Ê
N1,...,N`−1
ε`−1 + P̂N`

ε`
.

end if
end for
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Abstract Almost all fields of science rely upon statistical inference to estimate unknown pa-

rameters in theoretical and computational models. While the performance of modern computer

hardware continues to grow, the computational requirements for the simulation of models are

growing even faster. This is largely due to the increase in model complexity, often including

stochastic dynamics, that is necessary to describe and characterize phenomena observed using

modern, high resolution, experimental techniques. Such models are rarely analytically tractable,

meaning that extremely large numbers of stochastic simulations are required for parameter

inference. In such cases, parameter inference can be practically impossible. In this work,

we present new computational Bayesian techniques that accelerate inference for expensive

stochastic models by using computationally inexpensive approximations to inform feasible

regions in parameter space, and through learning transforms that adjust the biased approximate

inferences to closer represent the correct inferences under the expensive stochastic model.

239
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Using topical examples from ecology and cell biology, we demonstrate a speed improvement

of an order of magnitude without any loss in accuracy.

7.1 Introduction

Modern experimental techniques allow us to observe the natural world in unprecedented detail

and resolution (Chen et al., 2014). Advances in machine learning and artificial intelligence

provide many new techniques for pattern recognition and prediction, however, in almost all

scientific inquiry there is a need for detailed mathematical models to provide mechanistic insight

into the phenomena observed (Baker et al., 2018; Coveney et al., 2016). This is particularly true

in the biological and ecological sciences, where detailed stochastic models are routinely applied

to develop and validate theory as well as interpret and analyze data (Black and McKane, 2012;

Drawert et al., 2017; Wilkinson, 2009).

Two distinct computational challenges arise when stochastic models are considered, they are:

(i) the forwards problem; and (ii) the inverse problem, sometimes called the backwards prob-

lem Chapter 4. While the computational generation of a single sample path, that is the forwards

problem, may be feasible, hundreds or thousands or more of such sample paths may be required

to gain insight into the range of possible model predictions and to conduct parameter sensitivity

analysis (Gunawan et al., 2005; Lester et al., 2017; Marino et al., 2008). The problem is

further compounded if the models must be calibrated using experimental data, that is the inverse

problem of parameter estimation, since millions of sample paths may be necessary.

In many cases, the forwards problem can be sufficiently computationally expensive to render

both parameter sensitivity analysis and the inverse problem completely intractable, despite

recent advances in computational inference (Sisson et al., 2018). This has prompted recent

interest in the use of mathematical approximations to circumvent the computational burden,

both in the context of the forwards and inverse problems. For example, linear approximations

are applied to the forwards problem of chemical reaction networks with bimolecular and higher-

order reactions (Cao and Grima, 2018), and various approximations, including surrogate mod-

els (Rynn et al., 2019), emulators (Buzbas and Rosenberg, 2015) and transport maps (Parno and

Marzouk, 2018), are applied to inverse problems with expensive forwards models, for example,

in the study of climate science (Holden et al., 2018). Furthermore, a number of developments,
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such as multilevel Monte Carlo methods (Giles, 2015), have demonstrated that families of

approximations can be combined to improve computational performance without sacrificing

accuracy.

In recent years, the Bayesian approach to the inverse problem of model calibration and pa-

rameter inference has been particularly successful in many fields of science including, astron-

omy (The Event Horizon Telescope Collaboration et al., 2019), anthropology and archaeol-

ogy (King et al., 2014; Malaspinas et al., 2016), paleontology and evolution (O’Dea et al., 2016;

Pritchard et al., 1999; Tavaré et al., 1997), epidemiology (Liu et al., 2018), biology (Lawson et

al., 2018; Guindani et al., 2014; Woods and Barnes, 2016; Vo et al., 2015a), and ecology (Elli-

son, 2004; Stumpf, 2014). For complex stochastic models, parameterized by θ ∈ Θ, computing

the likelihood of observing data, D ∈ D, is almost always impossible (Browning et al., 2018;

Johnston et al., 2014; Vankov et al., 2019). Thus, approximate Bayesian computation (ABC)

methods (Sisson et al., 2018) are essential. ABC methods replace likelihood evaluation with an

approximation based on stochastic simulations of the proposed model, this is captured directly

in ABC rejection sampling (Beaumont et al., 2002; Pritchard et al., 1999; Tavaré et al., 1997)

(Section 7.2) where samples are generated from an approximate posterior using stochastic

simulations of the forwards problem as a replacement for the likelihood.

Unfortunately, ABC rejection sampling can be computationally expensive or even completely

prohibitive, especially for high-dimensional parameter spaces, since a very large number of

stochastic simulations are required to generate enough samples from the approximate Bayesian

posterior distribution (Sisson et al., 2018) (Chapter 5). This is further compounded when the

forwards problem is computationally expensive. In contrast, an appropriately chosen approxi-

mate model may yield a tractable likelihood that removes the need for ABC methods (Browning

et al., 2019) (Chapters 2 and 3). This highlights a key advantage of such approximations because

no ABC sampling is required. However, approximations can perform poorly in terms of their

predictive capability, and inference based on such models will always be biased, with the extent

of the bias dependent on the level of accuracy.

We consider ABC-based inference algorithms for the challenging problem of parameter infer-

ence for computationally expensive stochastic models when an appropriate approximation is

available to inform the search in parameter space. Under our approach, the approximate model

need not be quantitatively accurate in terms of the forwards problem, but must qualitatively
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respond to changes in parameter values in a similar way to the stochastic model. In particu-

lar, we extend the sequential Monte Carlo ABC sampler (SMC-ABC) of Sisson et al. (2007)

(Section 7.2) to exploit the approximate model in two ways: (i) to generate an intermediate

proposal distribution, that we call a preconditioner, to improve ABC acceptance rates for the

stochastic model; and (ii) to construct a biased ABC posterior, then reduce this bias using a

moment-matching transform. We describe both methods and then present relevant examples

from ecology and cell biology. Example calculations demonstrate that our methods generate

ABC posteriors with a significant reduction in the number of required expensive stochastic

simulations, leading to as much as a tenfold computational speedup.

As a motivating case study for this work, we focus on stochastic models that can replicate many

spatiotemporal patterns that naturally arise in biological and ecological systems. Stochastic

discrete random walk models (Section 7.3), henceforth called discrete models, can accurately

characterize the microscale interactions of individual agents, such as animals, plants, micro-

organisms, and cells (Agnew et al., 2014; Codling et al., 2008; von Hardenberg et al., 2001;

Law et al., 2003; Taylor and Hastings, 2005; Vincenot et al., 2016). Mathematical modeling

of populations as complex systems of agents can enhance our understanding of real biological

and ecological populations with applications in cancer treatment (Böttger et al., 2015), wound

healing (Callaghan et al., 2006), wildlife conservation (McLane et al., 2011; DeAngelis and

Grimm, 2014), and the management of invasive species (Chkrebtii et al., 2015; Taylor and

Hastings, 2005).

For example, the discrete model formulation can replicate many realistic spatiotemporal pat-

terns observed in cell biology. Figure 7.1(A),(B) demonstrates typical microscopy images ob-

tained from in vitro cell culture assays; ubiquitous and important experimental techniques used

in the study of cell motility, cell proliferation and drug design. Various patterns are observed:

prostate cancer cells (PC-3 line) tend to be highly motile, and spread uniformly to invade vacant

spaces (Figure 7.1(A)); in contrast breast cancer cells (MBA-MD-231 line) tend be relatively

stationary with proliferation events driving the formation of aggregations (Figure 7.1(B)). These

phenomena may be captured using a lattice-based discrete model framework by varying the

ratio Pp/Pm where Pp ∈ [0, 1] and Pm ∈ [0, 1] are, respectively, the probabilities that an agent

attempts to proliferate and attempts to move during a time interval of duration τ > 0. For

Pp/Pm � 1, behavior akin to PC-3 cells is recovered (Figure 7.1(C)–(F)) (Jin et al., 2016a).
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Setting Pp/Pm � 1, as in Figure 7.1(H)–(K), leads to clusters of occupied lattices sites that are

similar to the aggregates of MBA-MD-231 cells (Agnew et al., 2014; Simpson et al., 2013).

It is common practice to derive approximate continuum-limit differential equation descrip-

tions of discrete models (Callaghan et al., 2006; Jin et al., 2016a; Simpson et al., 2010) (Sec-

tion 7.5.2). Such approximations provide a means of performing analysis with significantly

reduced computational requirements, since evaluating an exact analytical solution, if available,

or otherwise numerically solving a differential equation is typically several orders of magni-

tude faster than generating a single realization of the discrete model, of which hundreds or

thousands may be required for reliable ABC sampling (Browning et al., 2018). However, such

approximations are generally only valid within certain parameter regimes, for example here

when Pp/Pm � 1 (Callaghan et al., 2006; Simpson et al., 2010). Consider Figure 7.1(G),

the population density growth curve from the continuum-limit logistic growth model is super-

imposed with stochastic data for four realizations of a discrete model with Pp/Pm � 1 and

Pp/Pm � 1, under initial conditions simulating a proliferation assay, where each lattice site

is randomly populated with constant probability, such that there are no macroscopic gradients

present at t = 0. The continuum-limit logistic growth model is an excellent match for the

Pp/Pm � 1 case (Figure 7.1(C)–(F)), but severely overestimates the population density when

Pp/Pm � 1 since the mean-field assumptions underpinning the continuum-limit model are

violated by the presence of clustering (Figure 7.1(H)–(K)) (Agnew et al., 2014; Simpson et al.,

2013).
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Figure 7.1: Discrete random walk models can replicate observed spatial patterns in cell culture: (A) PC-3 prostate cancer cells (reprinted from Jin
et al. (2017) with permission); and (B) MBA-MD-231 breast cancer cells (reprinted from Simpson et al. (2013) with permission). (C)–(F) Discrete
simulations with Pp/Pm � 1 replicate the uniform distribution of (A) PC-3 cells. (H)–(K) Discrete simulations with Pp/Pm � 1 replicate spatial
clustering of (B) MBA-MD-231 cells. (G) Averaged population density profiles C(t) for the discrete model with highly motile agents, Pm = 1
(dashed green), and near stationary agents, Pm = 5× 10−4 (dashed orange), compared with the logistic growth continuum limit (solid black), time
is non-dimensionalised with T = Ppt/τ .
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As we demonstrate in Section 7.3, our methods generate accurate ABC posteriors for inference

on the discrete problem for a range of biologically relevant parameter regimes, including those

where the continuum-limit approximation is poor. In this respect we demonstrate a novel use of

approximations that qualitatively respond to changes in parameters in a similar way to the full

exact stochastic model.

7.2 Methods

In this section, we present details of two new algorithms for the acceleration of ABC inference

for expensive stochastic models when an appropriate approximation is available. First, we

present essential background in ABC inference and sequential Monte Carlo (SMC) samplers

for ABC (Sisson et al., 2007; Toni et al., 2009). We then describe our extensions to SMC

samplers for ABC and provide numerical examples of our approaches using topical examples

from ecology and cell biology.

7.2.1 Sequential Monte Carlo for Approximate Bayesian computation

Bayesian analysis techniques are powerful tools for the quantification of uncertainty in param-

eters, models and predictions (Gelman et al., 2014). Unfortunately, for many stochastic models

of practical interest, the likelihood function is intractable. ABC methods replace likelihood

evaluation with an approximation based on stochastic simulations of the proposed model, this

is captured directly in ABC rejection sampling (Pritchard et al., 1999; Tavaré et al., 1997) where

M samples are generated from an approximate posterior, denoted by p(θ | ρ(D,Ds) ≤ ε).

Here: Ds ∼ s(D | θ) is a data generation process based on simulation of the model; ρ(D,Ds)
is a discrepancy metric; and ε is the discrepancy threshold. The resulting accepted parameter

samples are distributed according to p(θ | ρ(D,Ds) ≤ ε)→ p(θ | D) as ε→ 0.

The average acceptance probability of a proposed parameter sample θ∗ is O(εd) (Fearnhead

and Prangle, 2012), where d is the dimensionality of the data space, D. This renders rejec-

tion sampling computationally expensive or even completely prohibitive, especially for high-

dimensional parameter spaces (Marjoram et al., 2003; Sisson et al., 2007). Summary statistics

can reduce the data dimensionality, however, they will often incur information loss (Barnes et
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al., 2012; Blum et al., 2013; Fearnhead and Prangle, 2012). However, strategies including re-

gression adjustment and marginal adjustment strategies can improve the accuracy of dimension

reductions (Beaumont et al., 2002; Nott et al., 2014).

In the SMC-ABC method, importance resampling is applied to a sequence ofR ABC posteriors

with discrepancy thresholds ε1 > · · · > εR, with εR indicating the target ABC posterior. Given

M weighted samples {(θi, wi)}Mi=1, called particles, from the prior p(θ), particles are filtered

through each ABC posterior using three main steps for each particle θi: (i) the particle is

perturbed using a proposal kernel density qr(θ | θi); (ii) an accept/reject step is performed;

and (iii) importance weights are updated. Once all particles have been updated and reweighted,

resampling of particles is performed to avoid particle degeneracy. For reference, the SMC-

ABC algorithm as initially developed by Sisson et al. (2007) and Toni et al. (2009) is given in

Section 7.5.1.

Efficient use of SMC-ABC depends critically on the selection of appropriate proposal kernels

and threshold sequences. Beaumont et al. (2009) and Filippi et al. (2013) (Section 7.5.1) present

methods to determine proposal kernels such that the importance resampling step from εr−1 to

εr is efficient, that is, the average acceptance probability is high while still targeting the correct

distribution. The efficiency can be evaluated though the Kullback-Leibler divergence (Kullback

and Leibler, 1951) of the proposal distribution at εr−1 relative to the target distribution at εr,

given by,

DKL(ηr−1(·); p(· | ρ(D,Ds) ≤ εr)) =

∫
Θ

p(θr | ρ(D,Ds) ≤ εr) ln
p(θr | ρ(D,Ds) ≤ εr)

ηr−1(θr)
dθr,

where ηr−1(θr) is the proposal process

ηr−1(θr) =
M∑
j=1

qr(θr | θjr−1)wjr−1. (7.1)

In an adaptive SMC scheme, the proposal kernel, qr(θ∗ | θ), is chosen such that the efficiency is

optimal under certain assumptions on the kernel and target distribution families (Section 7.5.1).

In this work, we apply such an adaptive scheme (Beaumont et al., 2009; Drovandi and Pettitt,

2011; Filippi et al., 2013) that seeks to select an optimal proposal kernel, qr(θr | θr−1) based

on the weighted samples from the previous iteration {(θir−1, w
i
r−1)}Mi=1 (Section 7.5.1).
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7.2.2 Preconditioning SMC-ABC

Consider a fixed sequence of ABC posteriors for the stochastic model inference problem,

{p(θ | ρ(D,Ds) ≤ εr)}Rr=1. We want to apply SMC-ABC (Section 7.5.1) to efficiently sample

from this sequence with adaptive proposal kernels, {qr(θ∗ | θ)}Rr=1 (Beaumont et al., 2009;

Filippi et al., 2013). Our method exploits an approximate model to further improve the average

acceptance probability.

7.2.2.1 Algorithm development

Say we have a set of weighted particles that represent the ABC posterior at threshold εr−1

using the stochastic model, that is, {(θir−1, w
i
r−1)}Mi=1 ≈ p(θr−1 | ρ(D,Ds) ≤ εr−1). Now,

consider applying the next importance resampling step using an approximate data genera-

tion step, D̃s ∼ s̃(D̃s | θ), where s̃(D̃s | θ) is the simulation process of an approximate

model1. Furthermore, assume the computational cost of simulating the approximate model,

Cost(D̃s), is significantly less than the computational cost of the exact model, Cost(Ds), that is,

Cost(D̃s)/Cost(Ds) � 1. The result will be a new set of weighted particles that represent the

ABC posterior at threshold εr using this approximate model, denoted by

{(θ̃ir, w̃ir)}Mi=1 ≈ p̃(θ̃r | ρ(D, D̃s) ≤ εr). As noted in the examples in Section 7.1, approximate

models are not always valid. This implies that p̃(θ̃r | ρ(D, D̃s) ≤ εr) is always biased and will

not in general converge to p(θ | D) as εr → 0. However, since Cost(D̃s)/Cost(Ds) � 1, it is

computationally inexpensive to compute the distribution

η̃r(θr) =
M∑
j=1

q̃r(θr | θ̃jr)w̃jr, (7.2)

by comparison to computing ηr−1(θr) (Equation (7.1)). In Equation (7.2), the proposal kernel

q̃r(θr | θ̃jr) is possibly distinct from the qr(θr | θjr−1) used in ηr−1(θr) (Equation (7.1)). To

improve the efficiency of the sampling process we simply require

DKL(ηr−1(·); p(· | ρ(D,Ds) ≤ εr)) > DKL(η̃r(·); p(· | ρ(D, D̃s) ≤ εr)), (7.3)

1Throughout, the overbar tilde notation, e.g. x̃, is used to refer to the ABC entities related to the approximate
model, whereas quantities without the overbar tilde notation, e.g. x, are used to refer fo the ABC entities related
to the exact model.
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for η̃r(θr) (Equation (7.2)) to be more efficient as a proposal mechanism compared with ηr−1(θr)

(Equation (7.1)). Provided the condition Cost(D̃s)/Cost(Ds) � 1 holds, any improvements in

sampling efficiency will translate directly into computational performance improvements. That

is, it does not matter that p̃(θ̃r | ρ(D, D̃s) ≤ εr) is biased, it just needs to be less biased than

p(θr−1 | ρ(D,Ds) ≤ εr−1) and computationally inexpensive.

This idea yields an intuitive new algorithm for SMC-ABC; proceed through the sequential sam-

pling of {p(θ | ρ(D,Ds) ≤ εr)}Rr=1 by applying two resampling steps for each iteration. The

first moves the particles from acceptance threshold εr−1 to εr using the computationally inex-

pensive approximate model, and the second corrects for the bias between p̃(θ̃r | ρ(D, D̃s) ≤ εr)

and p(θr | ρ(D,Ds) ≤ εr) using the expensive stochastic model, but at an improved acceptance

rate. Since the intermediate distribution acts on the proposal mechanism to accelerate the

Algorithm 7.1 Preconditioned SMC-ABC

1: Initialize θi0 ∼ p(θ) and wi0 = 1/M, for i = 1, . . . ,M;
2: for r = 1, . . . , R do
3: for i = 1, . . . ,M do
4: repeat
5: Set θ∗ ← θjr−1 with probability wjr−1/

[∑M
k=1w

k
r−1

]
;

6: Sample transition kernel, θ̃∗∗ ∼ qr(θ̃ | θ∗);
7: Generate data, D̃s ∼ s̃(D | θ̃∗∗);
8: until ρ(D, D̃s) ≤ εr
9: Set θ̃ir ← θ̃∗∗;

10: Set w̃ir ← p(θ̃ir)/
[∑M

j=1w
j
r−1qr(θ̃

i
r | θjr−1)

]
;

11: end for
12: for i = 1, . . . ,M do
13: repeat
14: Set θ̃∗ ← θ̃jr with probability w̃jr/

[∑M
k=1 w̃

k
r

]
;

15: Sample transition kernel, θ∗∗ ∼ q̃r(θ | θ̃∗);
16: Generate data, Ds ∼ s(D | θ∗∗);
17: until ρ(D,Ds) ≤ εr
18: Set θir ← θ∗∗;
19: Set wir ← p(θir)/

[∑M
j=1 w̃

j
r q̃r(θ

i
r | θ̃jr)

]
;

20: end for
21: Resample weighted particles, {(θir, wir)}Mi=1, with replacement;
22: Set wir ← 1/M for all i = 1, . . . ,M;
23: end for

convergence time of SMC-ABC, we denote the sequence {p̃(θ̃r | ρ(D, D̃s) ≤ εr)}Rr=1 as the



7.2. METHODS 249

preconditioner distribution sequence. The algorithm, called preconditioned SMC-ABC (PC-

SMC-ABC), is given in Algorithm 7.1. We note that similar notions of preconditioning with

approximation informed proposals have been applied in the context of Markov chain Monte

Carlo samplers (Parno and Marzouk, 2018). However, to the best of our knowledge, our

approach represents the first application of preconditioning ideas to SMC-ABC.

One particular advantage of the PC-SMC-ABC method, that demonstrate in the next section, is

that it is unbiased. Effectively, one can consider PC-SMC-ABC as standard SMC-ABC method

with a specialized proposal mechanism based on the preconditioner distribution. This means

that PC-SMC-ABC is completely general, as discussed in Section 7.4, and is independent of the

specific stochastic models that we consider here.

7.2.2.2 Analysis of PC-SMC-ABC

Here we demonstrate that the PC-SMC-ABC method is unbiased. Using similar arguments

to Del Moral et al. (Del Moral et al., 2006) and Sisson et al. (Sisson et al., 2007), we show

that the weighting update scheme can be interpreted as importance sampling on the joint space

distribution of particle trajectories and that this joint target density admits the target posterior

density as a marginal.

Given the target sequence, {p(θr | ρ(D,Ds) ≤ εr)}Rr=1, and approximate sequence,

{p̃(θ̃r | ρ(D, D̃s) ≤ εr)}Rr=1, with prior p(θ0), εr−1 > εr and proposal kernels q̃r(θr | θ̃r) and

qr(θ̃r | θr−1), we write the unnormalized weighting update scheme for PC-SMC-ABC. That is,

w̃ir = wir−1

p(θ̃ir | ρ(D, D̃s) ≤ εr)Qr−1(θir−1 | θ̃ir)
p(θir−1 | ρ(D,Ds) ≤ εr−1)qr(θ̃ir | θir−1)

, (7.4)

and

wir = w̃ir
p(θir | ρ(D,Ds) ≤ εr)Q̃r(θ̃

i
r | θir)

p(θ̃ir | ρ(D, D̃s) ≤ εr)q̃r(θir | θ̃ir)
, (7.5)

where Qr−1(θir−1 | θ̃ir) and Q̃r(θ̃
i
r | θir) are arbitrary backwards kernels. Note that Algo-

rithm 7.1 is not expressed in terms of these arbitrary kernels, but rather we utilize optimal

backwards kernels. To proceed we substitute Equation (7.4) into Equation (7.5) and simplify as
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follows,

wir = wir−1

p(θir | ρ(D,Ds) ≤ εr)Q̃r(θ̃
i
r | θir)

p(θ̃ir | ρ(D, D̃s) ≤ εr)q̃r(θir | θ̃ir)
× p(θ̃ir | ρ(D, D̃s) ≤ εr)Qr−1(θir−1 | θ̃ir)
p(θir−1 | ρ(D,Ds) ≤ εr−1)qr(θ̃ir | θir−1)

= wir−1

p(θir | ρ(D,Ds) ≤ εr)Q̃r(θ̃
i
r | θir)Qr−1(θir−1 | θ̃ir)

p(θir−1 | ρ(D,Ds) ≤ εr−1)q̃r(θir | θ̃ir)q(θ̃ir | θir−1)r
× p(θ̃ir | ρ(D, D̃s) ≤ εr)

p(θ̃ir | ρ(D, D̃s) ≤ εr)

= wir−1

p(θir | ρ(D,Ds) ≤ εr)Q̃r(θ̃
i
r | θir)Qr−1(θir−1 | θ̃ir)

p(θir−1 | ρ(D,Ds) ≤ εr−1)q̃r(θir | θ̃ir)qr(θ̃ir | θir−1)
. (7.6)

Now, recursively expand the weight update sequence (Equation (7.6)) to obtain the final weight

for the ith particle,

wiR =
p(θi1 | ρ(D,Ds) ≤ ε1)Q̃1(θ̃i1 | θi1)Q0(θi0 | θ̃i1)

p(θi0)q̃1(θi1 | θ̃i1)q1(θ̃i1 | θi0)

×
R∏
r=2

p(θir | ρ(D,Ds) ≤ εr)Q̃r(θ̃
i
r | θir)Qr−1(θir−1 | θ̃ir)

p(θir−1 | ρ(D,Ds) ≤ εr−1)q̃r(θir | θ̃ir)qr(θ̃ir | θir−1)

=
p(θiR | ρ(D,Ds) ≤ εR)

p(θi0)

R∏
r=1

Q̃r(θ̃
i
r | θir)Qr−1(θir−1 | θ̃ir)

q̃r(θir | θ̃ir)qr(θ̃ir | θir−1)

=
p(θiR | ρ(D,Ds) ≤ εR)

p(θi0)

∏R
r=1 Br−1(θir−1 | θir)∏R
r=1 Fr(θ

i
r | θir−1)

, (7.7)

where Fr(θir | θir−1) = q̃r(θ
i
r | θ̃ir)qr(θ̃ir | θir−1) is the composite proposal kernel and

Br−1(θir−1 | θir) = Qr−1(θir−1 | θ̃ir)Q̃r(θ̃
i
r | θir) is the composite backward kernel. We observe

that Equation (7.7) is equivalent to the weight obtained from direct importance sampling on the

joint space of the entire particle trajectory (Del Moral et al., 2006; Sisson et al., 2007), that is,

wiR =
πR(θi0,θ

i
1, . . . ,θ

i
R)

π0(θi0,θ
i
1, . . . ,θ

i
R)
.

Here, the importance distribution, given by

π0(θi0,θ
i
1, . . . ,θ

i
R) = p(θi0)

R∏
r=1

Fr(θ
i
r | θir−1),

is the process of sampling from the prior and performing a sequence of kernel transitions.

Finally, we note that the target distribution admits the target ABC posterior as a marginal
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density, that is,

∫
RR
πR(θi0,θ

i
1, . . . ,θ

i
R) dθi0 . . . dθ

i
R−1 = p(θiR | ρ(D,Ds) ≤ εR).

Therefore, for any function f(·) that satisfies certain regularity conditions,

M∑
i=1

f(θiR)wiR →
∫
R
f(θR)p(θR | ρ(D,Ds) ≤ εR) dθR = E [f(θR)] ,

asM→∞, that is, the PC-SMC-ABC method is unbiased.

This property of unbiasedness holds even for cases where the approximate model is a poor

approximation of the forward dynamics of the model. However, the closer that η̃r(θr) is to

p(θr | ρ(D,Ds) ≤ εr) the better the performance improvement will be, as we demonstrate in

Section 7.3.

7.2.3 Moment-matching SMC-ABC

The PC-SMC-ABC method is a promising modification to SMC-ABC that can accelerate in-

ference for expensive stochastic models without introducing bias. However, other approaches

can be used to obtain further computational improvements. Here, we consider an alternate

approach to utilizing approximate models that aims to get the most out of a small sample

of expensive stochastic simulations. Unlike PC-SMC-ABC, this method is generally biased,

but it has the advantage of yielding a small and fixed computational budget. Specifically, we

define a parameter α ∈ [0, 1], such that 1/α is the target computational speedup, for example,

α = 1/10 should result in approximate 10 times speedup. We apply the SMC-ABC method

using M̃ = b(1− α)Mc particles based on the approximate model, and then use M̂ = dαMe
particles based on the stochastic model to construct a hybrid population of M = M̂ + M̃
particles that will represent the final inference on the stochastic model. The key idea is that

we use the M̂ particles of the expensive stochastic model to inform a transformation on the

M̃ particles of the approximation such that they the emulate particles of expensive stochastic

model. Here, b·c and d·e are, respectively, the floor and ceiling functions.
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7.2.3.1 Algorithm development

Assume that we have applied SMC-ABC to sequentially sample M̃ particles through the ABC

posteriors from the approximate model, {p̃(θ̃r | ρ(D, D̃s) ≤ εr)}Rr=1, with εR = ε. For the

sake of the derivation, say that for all r ∈ [1, R] we have available the mean vector, µr, and

the covariance matrix, Σr, of the ABC posterior p(θr | ρ(D,Ds) ≤ εr) under the stochastic

model. In this case, we use particles θ̃1
r , . . . , θ̃

M̃
r ∼ p̃(θ̃r | ρ(D, D̃s) ≤ εr) to emulate particles

θ1
r , . . . ,θ

M̂
r ∼ p(θr | ρ(D,Ds) ≤ εr) by using the moment matching transform (Lei and Bickel,

2011; Sun et al., 2016)

θir = Lr

[
L̃−1
r

(
θ̃ir − µ̃r

)]
+ µr, i = 1, 2, . . . ,M̃, (7.8)

where µ̃r and Σ̃r are the empirical mean vector and convariance matrix of particles θ̃1
r , . . . , θ̃

M̃
r ,

Lr and L̃r are lower triangular matrices obtained through the Cholesky factorization (Press et

al., 1997) of Σr and Σ̃r, respectively, and L̃−1
r is the matrix inverse of L̃r. This transform will

produce a collection of particles that has a sample mean vector of µr and covariance matrix Σr.

That is, the transformed sample matches the ABC posterior under the stochastic model up to the

first two moments. In Section 7.3, we demonstrate that matching two moments is sufficient for

the problems we investigate here, however, in principle we could extend this matching to higher

order moments if required. For discussion on the advantages and disadvantages of matching

higher moments, see Section 7.4.

In practice, it would be rare that µr and Σr are known. If p(θr−1 | ρ(D,Ds) ≤ εr−1) is

available, then we can use importance resampling to obtain M̂ particles, θ1
r , . . . ,θ

M̂
r , from

p(θr | ρ(D,Ds) ≤ εr), that is, we perform a step from SMC-ABC using the expensive stochastic

model. We can then use the unbiased estimators

µ̂r =
1

M̂

M̂∑
i=1

θir and Σ̂r =
1

M̂ − 1

M̂∑
i=1

(θir − µ̂r)(θ
i
r − µ̂r)

T, (7.9)

to obtain estimates of µr and Σr. Substituting Equation (7.9) into Equation (7.8) gives an

approximate transform

θ̂ir = L̂r

[
L̃−1
r

(
θ̃ir − µ̃r

)]
+ µ̂r, i = 1, 2, . . . ,M̃, (7.10)
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where Σ̂r = L̂rL̂
T
r . This enables us to construct an estimate of p(θr | ρ(D,Ds) ≤ εr) by

applying the moment-matching transform (Equation (7.10)) to the particles θ̃1
r , . . . , θ̃

M̃
r then

pooling the transformed particles θ̂1
r , . . . , θ̂

M̃
r with the particles θ1

r , . . . ,θ
M̂
r that were used in

the estimates µ̂r and Σ̂r. The goal of the approximate transform application is for the transforms

particles θ̂1
r , . . . , θ̂

M̃
r to be more accurate in higher moments due, despite only matching the first

two moments (see Section 7.3.5 for numerical justification of this property for some specific

examples). This results in an approximation of p(θr | ρ(D,Ds) ≤ εr) using a set ofM particles

θ1
r , . . . ,θ

M
r with θi+M̂r = θ̂ir where 1 ≤ i ≤ M̃.

This leads to our moment-matching SMC-ABC (MM-SMC-ABC) method. First, SMC-ABC

inference is applied using the approximate model with M̃ particles. Then, givenM samples

from the prior, p(θ), we can sequentially approximate

{p(θr | ρ(D,Ds) ≤ εr)}Rr=1. At each iteration the following steps are performed: (i) generate

a small number of particles from p(θr | ρ(D,Ds) ≤ εr) using importance resampling and

stochastic model simulations; (ii) compute µ̂r and Σ̂r = L̂rL̂
T
r ; (iii) apply the transform

from Equation (7.10) to the particles at εr from the approximate model; (iv) pool the resulting

particles with the stochastic model samples; and (v) reweight particles and resample. The final

MM-SMC-ABC algorithm is provided in Algorithm 7.2.

The performance of this method depends on the choice of α. Note that in Algorithm 7.2,

standard SMC-ABC for the expensive stochastic model is recovered as α → 1 (no speedup,

inference unbiased), and standard SMC-ABC using the approximate model is recovered as

α → 0 (maximum speedup, but inference biased). Therefore we expect there is a choice of

α ∈ (0, 1) that provides an optimal trade-off between computational improvement and accuracy.

Clearly, the expected speed improvement is proportional to 1/α, however, if α is chosen to be

too small, then the statistical error in the estimates in Equation (7.9) will be too high. We

explore this trade-off in detail in Section 7.3.5 and find that 0.05 ≤ α ≤ 0.2 seems to give a

reasonable result.
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Algorithm 7.2 Moment-matching SMC-ABC

1: Given α ∈ [0, 1], initialize M̂ = dαMe and M̃ = b(1− α)Mc;
2: Initialize θ̃i0 ∼ p(θ) and w̃i0 = 1/M̃, for i = 1, . . . ,M̃;
3: Initialize θi0 ∼ p(θ) and wi0 = 1/M, for i = 1, . . . ,M;
4: Apply SMC-ABC to generate the sequence of approximate particles {(θ̃i1, w̃i1)}M̃i=1,
{(θ̃i2, w̃i2)}M̃i=1, . . . , {(θ̃iR, w̃iR)}M̃i=1

5: for r = 1, . . . , R do
6: for i = 1, . . . ,M̂ do
7: repeat
8: Set θ∗ ← θjr−1 with probability wjr/

[∑M
k=1w

k
r−1

]
;

9: Sample transition kernel, θ∗∗ ∼ qr(θ | θ∗);
10: Generate data, Ds ∼ s(D | θ∗∗);
11: until ρ(D,Ds) ≤ εr
12: Set θir ← θ∗∗;
13: Set wir ← p(θir)/

[∑M
j=1w

j
r−1qr(θ

i
r | θjr−1)

]
;

14: end for
15: Estimate means and covariances µ̃r, Σ̃r, µ̂r, and Σ̂r;
16: Compute Cholesky decompositions Σ̃r = L̃rL̃

T
r and Σ̂r = L̂rL̂

T
r

17: for i = 1, . . . ,M̃ do
18: Set θi+M̂r ← L̂r[L̃

−1
r (θ̃ir − µ̃r)] + µ̂r and wi+M̂r ← w̃ir;

19: end for
20: Resample weighted particles {(θir, wir)}Mr=1 with replacement;
21: Set wir ← 1/M for all i = 1, . . . ,M;
22: end for

7.3 Results

In this section, we provide numerical examples to demonstrate the accuracy and performance

of the PC-SMC-ABC and MM-SMC-ABC methods. For our first example, we consider the

analysis of spatially averaged population growth data. The discrete model used in this instance

is relevant in the ecological sciences as it describes population growth subject to a weak Allee

effect (Taylor and Hastings, 2005). We then analyze data that is typical of in vitro cell culture

scratch assays in experimental cell biology using a discrete model that leads to the well-studied

Fisher-KPP model (Edelstein-Keshet, 2005; Murray, 2002). In both examples, we present the

discrete model and its continuum limit, then compute the full Bayesian posterior for the model

parameters using the PC-SMC-ABC (Algorithm 7.1) and MM-SMC-ABC (Algorithm 7.2)

methods, and compare the results with the SMC-ABC (Section 7.5.1) using either the discrete

model or continuum limit alone. We also provide numerical experiments to evaluate the effect

of the tuning parameter α on the accuracy and performance of the MM-SMC-ABC method.
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It is important to clarify that when we refer to the accuracy of our methods, we refer to their

ability to sample from the target ABC posterior under the expensive stochastic model. The

evaluation of this accuracy requires sampling from the target ABC posterior under the expensive

stochastic model using SMC-ABC. As a result, the target acceptance thresholds are chosen to

ensure this is computationally feasible.

7.3.1 Lattice-based stochastic discrete random walk model

The stochastic discrete model we consider is a lattice-based random walk model that is often

used to describe populations of motile cells (Jin et al., 2016a). The model involves initially

placing a population of N agents of size δ on a lattice, L (Callaghan et al., 2006; Simpson et

al., 2010), for example an I × J hexagonal lattice (Jin et al., 2016a). This hexagonal lattice is

defined by a set of indices

L = {(i, j) : i ∈ [0, 1, . . . , I − 1], j ∈ [0, 1, . . . , J − 1]}, and a neighborhood function,

N (i, j) =

{(i− 1, j − 1), (i, j − 1), (i+ 1, j − 1), (i+ 1, j), (i, j + 1), (i− 1, j)} if i is even,

{(i− 1, j), (i, j − 1), (i+ 1, j), (i+ 1, j + 1), (i, j + 1), (i− 1, j + 1)} if i is odd.

Lattice indices are mapped to Cartesian coordinates using

(xi, yj) =



(
i

√
3

2
δ, jδ

)
if i is even,(

i

√
3

2
δ,

(
j +

1

2

)
δ

)
if i is odd.

(7.11)

We define an occupancy function such that C(`, t) = 1 if site ` is occupied by an agent at time

t ≥ 0, otherwise C(`, t) = 0. This means that in our discrete model each lattice site can be

occupied by, at most, one agent.

During each discrete time step of duration τ , agents attempt to move with probability Pm ∈ [0, 1]

and attempt to proliferate with probability Pp ∈ [0, 1]. If an agent at site ` attempts a motility

event, then a neighboring site will be selected randomly with uniform probability. The motility

event is aborted if the selected site is occupied, otherwise the agent will move to the selected

site (Figure 7.2(A)–(C)). For proliferation events, the local neighborhood average occupancy,
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Figure 7.2: Example of movement and proliferation events in a lattice-based random walk
model, using a hexagonal lattice with lattice spacing, δ. (A) An example hexagonal lattice
neighborhood N (`). An agent at site ` attempts a motility event (A)–(C) with probability Pm.
(B) Motility events are aborted when the randomly selected neighbor site is occupied. (C) The
agent moves to the selected site, if unoccupied. An agent at site ` attempts a proliferation
event (A),(D)–(E) with probability Pp. (D) Proliferation events are successful with probability
f(Ĉ(`, t)), resulting in an unoccupied site being selected. (E) The daughter agent is placed at
the selected site and the number of agents in the populations is increased by one.

Ĉ(`, t) =
1

6

∑
`′∈N(`)

C(`′, t),

is calculated and a uniform random number u ∼ U(0, 1) is drawn. If u > f(Ĉ(`, t)), where

f(Ĉ(`, t)) ∈ [0, 1] is called the crowding function (Browning et al., 2017; Jin et al., 2016a),

then the proliferation event is aborted due to local crowding effects and contact inhibition.

If u ≤ f(Ĉ(`, t)), then proliferation is successful and a daughter agent is placed at a ran-

domly chosen unoccupied lattice site in N (`) (Figure 7.2(A),(D)–(E)). The evolution of the

model is generated through repeating this process though M time steps, t1 = τ, t2 = 2τ, . . . ,

tM = Mτ . This approach, based on the work by Jin et al. (2016a), supports a generic

proliferation mechanism since f(Ĉ(`, t)) is an arbitrary smooth function satisfying f(0) = 1

and f(K) = 0, where K > 0 is the carrying capacity density. However, in the literature there

are also examples that include other mechanisms such as cell-cell adhesion (Johnston et al.,

2013), directed motility (Binny et al., 2016), and Allee effects (Böttger et al., 2015).
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7.3.2 Approximate continuum-limit descriptions

Discrete models do not generally lend themselves to analytical methods, consequently, their

application is intrinsically tied to computationally intensive stochastic simulations and Monte

Carlo methods (Jin et al., 2016a). As a result, it is common practice to approximate mean

behavior using differential equations by invoking mean-field assumptions, that is, to treat the

occupancy status of lattice sites as independent (Callaghan et al., 2006; Simpson et al., 2010).

The resulting approximate continuum-limit descriptions (Section 7.5.2) are partial differential

equations (PDEs) of the form

∂C(x, y, t)
∂t

= D∇2C(x, y, t) + λC(x, y, t)f(C(x, y, t)), (7.12)

where C(x, y, t) = E [C(`, t)], D = limδ→0,τ→0 Pmδ
2/(4τ) is the diffusivity, λ = limτ→0 Pp/τ

is the proliferation rate with Pp = O(τ), and f(·) is the crowding function that is related

to the proliferation mechanism implemented in the discrete model (Browning et al., 2017;

Jin et al., 2016a). For spatially uniform populations there will be no macroscopic spatial

gradients on average, that is ∇C(x, y, t) = 0. Thus, C(x, y, t) is just a function of time, C(t),

and the continuum limit reduces to an ordinary differential equation (ODE) describing the net

population growth,
dC(t)

dt
= λC(t)f(C(t)). (7.13)

For many standard discrete models, the crowding function is implicitly f(C) = 1−C (Callaghan

et al., 2006). That is, the continuum limits in Equation (7.12) and Equation (7.13) yield the

Fisher-KPP model (Edelstein-Keshet, 2005; Murray, 2002) and the logistic growth model (Tsoularis

and Wallace, 2002) (Chapter 2), respectively. However, non-logistic growth, for example,

f(C) = (1 − C)n for n > 1, have also been considered (Jin et al., 2016a; Simpson et al.,

2010; Tsoularis and Wallace, 2002).

7.3.3 Temporal example: a weak Allee model

The Allee effect refers to the reduction in growth rate of a population at low densities. This

is particularly well studied in ecology where there are many mechanisms that give rise to this

phenomenon (Taylor and Hastings, 2005; Johnston et al., 2017). We introduce an Allee effect



258 CHAPTER 7. RAPID BAYESIAN INFERENCE FOR STOCHASTIC MODELS

into our discrete model by choosing a crowding function of the form

f(Ĉ(`, t)) =

(
1− Ĉ(`, t)

K

)(
A+ Ĉ(`, t)

K

)
,

where Ĉ(`, t) ∈ [0, 1] is the local density at the lattice site ` ∈ L, at time t, K > 0 is the

carrying capacity density, and A is the Allee parameter which yields a weak Allee effect for

A ≥ 0 (Wang et al., 2019). Note that smaller values of A entail a more pronounced Allee effect

with A < 0 leading to a strong Allee effect that can lead to species extinction (Wang et al.,

2019). For simplicity, we only consider the weak Allee effect here, but our methods are general

enough to consider any sufficiently smooth f(·).

Studies in ecology often involve population counts of a particular species over time (Taylor and

Hastings, 2005). In the discrete model, the initial occupancy of each lattice site is indepen-

dent, leading to no macroscopic spatial gradients on average. It is reasonable to summarize

simulations of the discrete model at time t by the average occupancy over the entire lattice,

C̄(t) = (1/IJ)
∑

`∈LC(`, t). Therefore, the continuum limit for this case is given by (Wang et

al., 2019)
dC(t)

dt
= λC(t)

(
1− C(t)

K

)(
A+ C(t)

K

)
, (7.14)

with C(t) = E
[
C̄(t)

]
, λ = limτ→0 Pp/τ , and C(0) = E

[
C̄(0)

]
.

We generate synthetic time-series ecological data using the discrete model, with observations

made at times t1 = τ × 103, t2 = 2τ × 103, . . . , t10 = τ × 104, resulting in data

D = [Cobs(t1), Cobs(t2), . . . , Cobs(t10)] with Cobs(t) = C̄(t) where C̄(t) is the average occu-

pancy at time t for a single realization of the discrete model (Section 7.5.3). For this example,

we consider an I × J hexagonal lattice with I = 80, J = 68, and parameters Pp = 1/1000,

Pm = 0, δ = τ = 1, K = 5/6, and A = 1/10. Reflecting boundary conditions are applied at all

boundaries and a uniform initial condition is applied, specifically, each site is set to occupied

with probability P(C(`, 0) = 1) = 1/4 for all ` ∈ L, giving C(0) = 1/4. This combination

of parameters is selected since it is known that the continuum limit (Equation (7.14)) will not

accurately predict the population growth dynamics of the discrete model in this regime since

Pp/Pm � 1 (Section 7.5.6).

For the inference problem we assume Pm is known, and we seek to compute p(θ | D) under
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the discrete model with θ = [λ,A,K] and λ = Pp/τ . We utilize uninformative priors,

Pp ∼ U(0, 0.005), K ∼ U(0, 1) and A ∼ U(0, 1) with the additional constraint that A ≤ K,

that is A and K are not independent in the prior. The discrepancy metric used is the Euclidean

distance. For the discrete model, this is

ρ(D,Ds) =

[
10∑
k=1

(
Cobs(tk)− C̄(tk)

)2

]1/2

,

where C̄(tk) is the average occupancy at time tk of a realization of the discrete model given θ.

Similarly, for the continuum limit we have

ρ(D, D̃s) =

[
10∑
j=1

(Cobs(tk)− C(tk))2

]1/2

,

where C(tk) is the solution to the continuum limit (Equation (7.14)), computed numerically (Fehlberg,

1969; Iserles, 2008) (Section 7.5.4). We compute the posterior using our PC-SMC-ABC and

MM-SMC-ABC methods to compare with SMC-ABC under the continuum limit and SMC-

ABC under the discrete model. In each instance,M = 1000 particles are used to approach the

target threshold ε = 0.125 using the sequence ε1, ε2, . . . , ε5 with εr = εr−1/2. In the case of

MM-SMC-ABC the tuning parameter is α = 0.1. The Gaussian proposal kernels, qr(θr | θr−1)

and q̃r(θr | θ̃r), are selected adaptively (Section 7.5.1).

Figure 7.3 and Table 7.1 present the results. SMC-ABC using the continuum-limit model is

a poor approximation for SMC-ABC using the discrete model, especially for the proliferation

rate parameter, λ (Figure 7.3(a)), which is expected because Pm = 0. However, the posteriors

estimated using PC-SMC-ABC are an excellent match to the target posteriors estimated using

SMC-ABC with the expensive discrete model, yet the PC-SMC-ABC method requires only

half the number of stochastic simulations (Table 7.1). The MM-SMC-ABC method is not

quite as accurate as the PC-SMC-ABC method, however, the number of expensive stochastic

simulations is reduced by more than a factor of eight (Table 7.1) leading to considerable increase

in computational efficiency.
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Figure 7.3: Comparison of estimated posterior marginal densities for the weak Allee model.
There is a distinct bias in the SMC-ABC density estimate using the continuum limit (CL) (black
dashed) compared with SMC-ABC with the discrete model (DM) (green dashed). However,
the density estimates computed using the PC-SMC-ABC (orange solid) and MM-SMC-ABC
(purple solid) methods match well with a significantly reduced computational overhead.

Table 7.1: Computational performance comparison of the SMC-ABC, PC-SMC-ABC, and
MM-SMC-ABC methods for the weak Allee model inference problem. Computations are
performed using an Intel® Xeon™ E5-2680v3 CPU (2.5 GHz).

Method Stochastic samples Continuum samples Run time (hours) Speedup
SMC-ABC 28, 588 0 47.1 1×

PC-SMC-ABC 13, 799 58, 752 21.1 2×
MM-SMC-ABC 3, 342 36, 908 5.6 8×

7.3.4 Spatiotemporal example: a scratch assay

We now look to a discrete model commonly used in studies of cell motility and proliferation,

and use spatially extended data that is typical of in vitro cell culture experiments, specifically

scratch assays (Liang et al., 2007).

In this case we use a crowding function of the form f(Ĉ(`, t)) = 1 − Ĉ(`, t)/K, where

K > 0 is the carrying capacity density, since it will lead to a logistic growth source term in

Equation (7.12) which characterizes the growth dynamics of many cell types (Simpson et al.,

2010) (Chapter 2). The discrete model is initialized such that initial density is independent

of y. Therefore, we summarize the discrete simulation by computing the average occupancy

for each x coordinate, that is, we average over the y-axis in the hexagonal lattice (Jin et al.,

2016a), that is, C̄(x, t) = (1/J)
∑

(x,y)∈LC((x, y), t). Thus, one arrives at the Fisher-KPP

model (Edelstein-Keshet, 2005; Murray, 2002) for the continuum limit,

∂C(x, t)
∂t

= D
∂2C(x, t)
∂x2

+ λC(x, t)
(

1− C(x, t)
K

)
, (7.15)
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where C(x, t) = E
[
C̄(x, t)

]
, D = limδ→0,τ→0 Pmδ

2/(4τ), and λ = limτ→0 Pp/τ .

Just as with the weak Allee model, here we generate synthetic spatiotemporal cell culture data

using the discrete model. Observations are made at times t1 = 3τ × 102, t2 = 6τ × 102, . . . ,

t10 = 3τ × 103, resulting in data

D =



Cobs(x1, t1) Cobs(x1, t2) . . . Cobs(x1, t10)

Cobs(x2, t1) Cobs(x2, t2) . . . Cobs(x2, t10)

...
... . . . ...

Cobs(xI , t1) Cobs(xI , t2) . . . Cobs(xI , t10)


,

with Cobs(x, t) = C̄(x, t) where C̄(x, t) is the average occupancy over sites (x, y1), (x, y2),

. . . , (x, yJ) at time t for a single realizations of the discrete model. As with the weak Allee

model, we consider an I×J hexagonal lattice with I = 80, J = 68, and parameters Pp = 1/1000,

Pm = 1, δ = τ = 1, and K = 5/6. We simulate a scratch assay by specifying the center 20

cell columns (31 ≤ i ≤ 50) to be initially unoccupied, and apply a uniform initial condition

outside the scratch area such that E [C(`, 0)] = 1/4 overall. Reflecting boundary conditions

are applied at all boundaries. Note, we have selected a parameter regime with Pp/Pm � 1 for

which the continuum limit is an accurate representation of the discrete model average behavior

(Section 7.5.6).

Since we have spatial information for this problem, we assume Pm is also an unknown param-

eter and perform inference on the discrete model to compute p(θ | D) with θ = [λ,D,K], λ =

Pp/τ , and D = Pmδ
2/4τ . We utilize uninformative priors, Pp ∼ U(0, 0.008), Pm ∼ U(0, 1),

and K ∼ U(0, 1). For the discrepancy metric we use the Frobenius norm; for the discrete

model, this is

ρ(D,Ds) =

[
10∑
k=1

I∑
i=1

(
Cobs(xi, tk)− C̄(xi, tk)

)2

]1/2

,

where C̄(xi, tk) is the average occupancy at site xi at time tk of a realization of the discrete
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model given parameters θ. Similarly, for the continuum limit we have

ρ(D, D̃s) =

[
10∑
k=1

I∑
i=1

(Cobs(xi, tk)− C(xi, tk))2

]1/2

,

where C(xi, tk) is the solution to the continuum-limit PDE (Equation (7.15)), computed using a

backward-time, centered-space finite difference scheme with fixed-point iteration and adaptive

time steps (Simpson et al., 2007b; Sloan and Abbo, 1999) (Section 7.5.4). We estimate the

posterior using our PC-SMC-ABC and MM-SMC-ABC methods to compare with SMC-ABC

using the continuum limit and SMC-ABC using the discrete model. In each case,M = 1000

particles are used to approach the target threshold ε = 2 using the sequence ε1, ε2, . . . , ε5 with

εr = εr−1/2. In the case of MM-SMC-ABC the tuning parameter is α = 0.1. Again, Gaussian

proposal kernels, qr(θr | θr−1) and q̃r(θr | θ̃r), are selected adaptively (Section 7.5.1).

Results are shown in Figure 7.4 and Table 7.2. Despite the continuum limit being a good

approximation of the discrete model average behavior, using solely this continuum limit in the

inference problem still leads to bias. Just as with the weak Allee model, both PC-SMC-ABC

and MM-SMC-ABC methods produce a more accurate estimate of the SMC-ABC posterior

density with the discrete model. Overall, PC-SMC-ABC is unbiased, however, MM-SMC-

ABC is still very accurate. The main point for our work is that the PC-SMC-ABC and MM-

SMC-ABC methods both produce posteriors that are accurate compared with the expensive

stochastic inference problem, whereas the approximate model alone does not. From Table 7.2,

both PC-SMC-ABC and MM-SMC-ABC require a reduced number of stochastic simulations

of the discrete model compared with direct SMC-ABC. For PC-SMC-ABC, the reduction is

almost a factor of four, and for MM-SMC-ABC, the reduction is almost a factor of eleven.
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Figure 7.4: Comparison of estimated posterior marginal densities for the scratch assay model.
There is a distinct bias in the SMC-ABC density estimate using the continuum limit (CL) (black
dashed) compared with SMC-ABC with the discrete model (DM) (green dashed). However,
the density estimates computed using the PC-SMC-ABC (orange solid) and MM-SMC-ABC
(purple solid) methods match well with a reduced computational overhead.

Table 7.2: Computational performance comparison of the SMC-ABC, PC-SMC-ABC, and
MM-SMC-ABC methods, using the scratch assay model inference problem. Computations are
performed using an Intel® Xeon™ E5-2680v3 CPU (2.5 GHz).

Method Stochastic samples Continuum samples Run time (hours) Speedup
SMC-ABC 46, 435 0 20.6 1×

PC-SMC-ABC 13, 949 13, 179 5.6 4×
MM-SMC-ABC 4, 457 10, 594 1.9 11×

7.3.5 A guide to selection of α for MM-SMC-ABC

The performance of MM-SMC-ABC is dependent on the tuning parameter α ∈ [0, 1]. Since

MM-SMC-ABC will only propagate dαMe particles based on the expensive stochastic model,

α can be considered as a target computational cost reduction factor with 1/α being the target

speed up factor. However, intuitively there will be a limit as to how small one can choose α

before the statistical error incurred from the estimates of µr and Σr is large enough to render

the approximate moment matching transform inaccurate. It is non-trivial to analyze MM-SMC-

ABC to obtain a theoretical guideline for choosing α, therefore we perform a computational

benchmark to obtain a heuristic.

Here, using different values for α we repeatedly solve the weak Allee model (Section 7.3.3)

and the scratch assay model (Section 7.3.4). For both inverse problems we applied MM-SMC-

ABC under identical conditions as in Sections 7.3.3 and 7.3.4 with the exception of the tuning

parameter α that takes values from the sequence {αk}5
k=0 with α0 = 0.8 and αk = αk−1/2 for
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k > 0. For each αk in the sequence, we consider N independent applications of MM-SMC-

ABC. The computational cost for each αk is denoted by Cost(αk) and represents the run time

in seconds for an application of MM-SMC-ABC with tuning parameter αk. We also calculate

an error metric,

Error(αk) = E (ΘR,ΘR(αk), P ) ,

where ΘR = {θiR}
M
i=1 is a set of particles from an application of SMC-ABC using the expensive

stochastic model, and ΘR(αk) =
(
{θiR}

dαkMe
i=1 ∪

{
θ̄iR
}b(1−αk)Mc
i=1

)
is the pooled exact and

approximate transformed particles from the jth application of MM-SMC-ABC. For P ∈ N,

the function E(·, ·, P ) is the P -th order empirical moment-matching distance (Liao et al., 2015;

Lilliacci and Khammash, 2010; Zechner et al., 2012), given by

E(X,Y, P ) =
P∑

m=0

∑
b∈Sm

1

|Sm|m
(
µ̂(X)b − µ̂(Y)b

µ̂(X)b

)2

,

for two sample sets X = {x1,x2, . . . ,xM} and Y = {y1,y2, . . . ,yM} with xi,yi ∈ Rn for

n ≥ 1, and Sm = {b : b ∈ Nn, ‖b‖ = m}. For any n-dimensional discrete vector

b = [b1, b2, . . . , bn]T ∈ Nn, then µ̂(X)b is the bth empirical raw moment of the sample

set X,

µ̂(X)b =
1

M
M∑
i=1

xb
i ,

where xb
i = xb1i,1 × xb2i,2 × · · · × xbni,n. Note that P must be greater than the number of moments

that are matched in the approximate transform (Equation (7.10)) to ensure that MM-SMC-ABC

is improving the accuracy in higher moments also.

We estimate the average Cost(αk) and Error(αk) for each value of αk for both the weak Allee

effect and the scratch assay inverse problems. Figure 7.5 displays the estimates and standard

errors given P = 6 and N = 10, with the value of αk shown. We emphasize that P > 2,

that is our error measure compares the first six moments while only two moments are matched.

There is clearly a threshold for α such that error becomes highly variable if α is smaller than

this threshold. For both the weak Allee effect model (Figure 7.5(A),(C)) and the scratch assay

model (Figure 7.5(B),(D)), the optimal choice of α is located between α2 = 0.2 and α4 = 0.05.

Therefore, we suggest a heuristic of α ∈ [0.1, 0.2] to be a reliable choice. If extra performance

is needed α ∈ [0.05, 0.1) may also be acceptable, but if accuracy is of the utmost importance
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Figure 7.5: Error versus cost plots for different values of the tuning parameter α. Averages and
standard errors are shown for N = 10 independent applications of the MM-SMC-ABC method
to the (A) weak Allee effect model and (B) the scratch assay model. Results in (A)–(B) are
shown in (C)–(D) in a log scale for clarity.

then α ≈ 0.2 seems to be the most robust choice. In general, the choice of optimal α is still an

open problem and is likely to be impacted by the specific nature of the relationship between the

exact model and the approximate model.

7.3.6 Summary

The two examples presented here demonstrate the efficacy of our two new methods, PC-SMC-

ABC and MM-SMC-ABC, for ABC inference with expensive stochastic discrete models. In

the first example, the weak Allee model, data were generated using parameters that violate

standard continuum-limit assumptions; in the second, the scratch assay model, the Fisher-KPP

continuum limit is known to be a good approximation in the parameter regime of the generated

data. In both examples, final inferences are biased when the continuum limit is exclusively
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relied on in the SMC-ABC sampler. However, the results from our new algorithms, PC-SMC-

ABC and MM-SMC-ABC, show significantly more accurate posteriors can be computed at a

fraction of the cost of the full SMC-ABC using the discrete model, with speed improvements

over an order of magnitude.

As mentioned in Section 7.2.3, the tuning parameter, α, in the MM-SMC-ABC method effec-

tively determines the trade-off between the computational speed of the approximate model and

the accuracy of the expensive stochastic model. The values α = 0 and α = 1 correspond to per-

forming inference exclusively with, respectively, the continuum limit and the stochastic discrete

model. Based on numerical experimentation, we find that α ≈ 0.1 is quite reasonable, however,

this conclusion will be dependent on the specific model, the parameter space dimensionality,

and the number of particles used for the SMC scheme.

7.4 Discussion

In the life sciences, computationally challenging stochastic discrete models are routinely used

to characterize the dynamics of biological populations (Codling et al., 2008; Callaghan et al.,

2006; Simpson et al., 2010). In practice, approximations such as the mean-field continuum

limit are often derived and used in place of the discrete model for analysis and, more recently,

for inference. However, parameter inferences will be biased when the approximate model is

solely utilized for inference, even in cases when the approximate model provides an accurate

description of the average behavior of the stochastic discrete model.

We provide a new approach to inference for stochastic models that maintains all the method-

ological benefits of working with discrete mathematical models, while avoiding the computa-

tional bottlenecks of relying solely upon repeated expensive stochastic simulations. Our two

new algorithms, PC-SMC-ABC and MM-SMC-ABC, utilize samples from the approximate

model inference problem in different ways to accelerate SMC-ABC sampling. The PC-SMC-

ABC method is unbiased, and we demonstrate computational improvements of up to a factor of

almost four are possible. If some bias is acceptable, then MM-SMC-ABC can provide further

improvements of approximately a factor of ten. In general, the expected speedup will always be

around 1/α, and α ≈ 0.1 is reasonable based on our numerical investigations.
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There are some assumptions in our approach that could be generalized in future work. First,

in PC-SMC-ABC, we assume that the condition in Equation (7.3) holds for all εr; this is

reasonable for the models we consider since we never observe a decrease in performance.

However, it may be possible for the bias in the approximate model to be so extreme for some

εr that the condition in Equation (7.3) is violated, leading to a decrease in performance at

specific transitions. Acceptance probabilities could be estimated by performing a small set

of trial samples from both ηr−1(θr−1) and η̃r(θr) proposal mechanisms, enabling automatic

selection of the optimal proposal mechanism. Second, in the moment matching transform

proposed in Equation (7.8), we use two moments only as this is sufficient for the problems

we consider here with numerical examples demonstrating accuracy in the first six moments.

However, our methodology is sufficiently flexible that additional moments can be incorporated

if necessary. While including higher moments will improve the accuracy of the moment-

matching transform, more samples from the exact model will be required to achieve initial

estimates of these moments resulting in eroded performance due to a higher optimal value of α.

While the performance improvements we demonstrate here are significant, it is also possible to

obtain improvements of similar order through detailed code optimization techniques applied to

standard SMC-ABC. We emphasize, that our schemes would also benefit from such optimiza-

tions as advanced vectorization and parallelization to further improve their performance (Lee

et al., 2010; Warne et al., 2019d). Our algorithm extensions are also more direct to imple-

ment over advanced high performance computing techniques for acceleration of computational

schemes.

There are many extensions to our methods that could be considered. We have based our

presentation on a form of an SMC-ABC sampler that uses a fixed sequence of thresholds. How-

ever, the ideas of using the preconditioning distribution, as in PC-SMC-ABC, and the moment

matching transform, as in MM-SMC-ABC, are applicable to SMC schemes that adaptively

select thresholds (Drovandi and Pettitt, 2011). Recently, there have been a number of state-of-

the-art inference schemes introduced based on multilevel Monte Carlo (MLMC) (Giles, 2015)

(Chapter 4). Our new SMC-ABC schemes could exploit MLMC to combine samples from

all acceptance thresholds using a coupling scheme and bias correction telescoping summation,

such as in the work of Jasra et al. (2019) and Chapter 6. Early accept/rejection schemes, such

as those considered by Prangle (2016), Prescott and Baker (2018), and Lester (2018), could
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also be introduced for the sampling steps involving the expensive discrete model. Lastly, the

PC-SMC-ABC and the MM-SMC-ABC methods could also be applied together and possibly

lead to a compounding effect in the performance.

Delayed acceptance schemes (Banterle et al., 2019; Everitt and Rowińska, 2017; Golightly et

al., 2015) are also an alternative approach with similar motivations to the methods we propose

in this work. However, these approaches can be highly sensitive to false negatives, that is, cases

where, for a given θ, the approximate model is rejected but the exact model would have been

accepted. Due to this sensitivity to false negatives, the delayed acceptance form of ABC can

be biased. Our PC-SMC-ABC approach is not affected by false negatives due to the use of the

second set of proposal kernels, q̃r(θ | θ̃). This ensures that PC-SMC-ABC is unbiased, which

is a distinct advantage over delayed acceptance ABC.

We have demonstrated our methods using a two-dimensional lattice-based discrete random-

walk model that leads to mean-field continuum-limit approximations with linear diffusion and

a source term of the form λCf(C). However, our methods are more widely applicable. We

could further generalize the model to deal with a more general class of reaction-diffusion

continuum limits involving nonlinear diffusion (Witelski, 1995) (Chapter 3) and generalized

proliferation mechanisms (Simpson et al., 2013; Tsoularis and Wallace, 2002). Our framework

is also relevant to lattice-free discrete models (Codling et al., 2008; Browning et al., 2018) and

higher dimensional lattice-based models (Browning et al., 2019); we expect the computational

improvements will be even more significant in this case. Many other forms of model combina-

tions are also possible. For example, a sequence of continuum models of increasing complexity

could be considered, as in Browning et al. (2019). Alternatively, a sequence of numerical

approximations of increasing accuracy could be used for inference using a complex target PDE

model (Cotter et al., 2010). Linear mapping approximations of higher order chemical reaction

network models, such as in Cao and Grima (2018), could also exploit our approach. Another

particularly relevant and very general application in systems biology would be to utilize reaction

rate equations, that are deterministic ODEs, as approximations to stochastic chemical kinetics

models (Higham, 2008; Wilkinson, 2009).

In this work, novel methods have been presented for exploiting approximate models to accel-

erate Bayesian inference for expensive stochastic models. We have shown that, even when the

approximation leads to biased parameter inferences, it can still inform the proposal mechanisms
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for ABC samplers using the stochastic model. The computational improvements are promising

and Bayesian analysis of expensive stochastic models will be more computationally feasible as

a result.
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7.5 Supplementary Material

7.5.1 Proposal efficiency and adaptive proposal kernels

The SMC-ABC algorithm, as presented by Sisson et al. (2007) and Toni et al. (2009) is given

in 7.3. Here, the process of sampling at the target threshold, εr, given the weights of the previous

Algorithm 7.3 SMC-ABC

1: Initialize θi0 ∼ p(θ) and wi0 = 1/M, for i = 1, . . . ,M;
2: for r = 1, . . . , R do
3: for i = 1, . . . ,M do
4: repeat
5: Set θ∗ ← θjr−1 with probability wjr−1/

[∑M
k=1w

k
r−1

]
;

6: Sample transition kernel, θ∗∗ ∼ qr(θ | θ∗);
7: Generate data, Ds ∼ s(D | θ∗∗);
8: until ρ(D,Ds) ≤ εr
9: Set θir ← θ∗∗;

10: Set wir ← p(θir)/
[∑M

j=1w
j
r−1qr(θ

i
r | θjr−1)

]
;

11: end for
12: Resample weighted particles, {(θir, wir)}Mi=1, with replacement;
13: Set wir ← 1/M for all i = 1, . . . ,M;
14: end for

threshold, εr−1, is described by (Filippi et al., 2013)

ξr (θr | D) =
1

ar,r−1

∫
Θ

∫
D
1B(D,εr) (Ds) s(Ds | θr)qr(θr | θr−1)w(θr−1) dDsdθr−1, (7.16)

where the data space, D, has dimensionality d, B(D, εr) is a d-dimensional ball centered on

the data with radius εr, and 1A (x) denotes the indicator function with 1A (x) = 1, if x ∈ A,

otherwise 1A (x) = 0. The normalization constant, ar,r−1, can be interpreted as the average

acceptance probability across all particles. This can be seen by noting that Equation (7.16) can
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be reduced to

ξr (θr | D) =
1

ar,r−1

∫
D
1B(D,εr) (Ds) s(Ds | θr)

[∫
Θ

qr(θr | θr−1)w(θr−1) dθr−1

]
dDs

=
ηr−1(θr)

ar,r−1

∫
D
1B(D,εr) (Ds) s(Ds | θr) dDs

=
ηr−1(θr)E

[
1B(D,εr) (Ds) | θr

]
ar,r−1

=
ηr−1(θr)P(Ds ∈ B(D, εr) | θr)

ar,r−1

. (7.17)

Here the distribution ηr−1(θr) represent the proposal mechanism and

P(Ds ∈ B(D, εr) | θr) is the probability that simulated data is within εr of the data D given a

parameter value θr. Therefore, the normalizing constant is

ar,r−1 =

∫
Θ

ηr−1(θr)P(Ds ∈ B(D, εr) | θr) dθr

= E [P(Ds ∈ B(D, εr) | θr)] , (7.18)

that is, ar,r−1 is the average acceptance probability.

From a computational perspective, the goal is to choose ηr−1(θr) to maximize ar,r−1. However,

this would not necessarily result in a ξr (θr | D) that is an accurate approximation to the true

target ABC posterior p(θr | ρ(D,Ds) ≤ εr). To achieve this goal, we require ηr−1(θr) such that

the Kullback-Leibler divergence (Kullback and Leibler, 1951),

DKL (ξr (· | D) ; p(· | ρ(D,Ds) ≤ εr)), is minimized.

Beaumont et al. (2009) and Filippi et al. (2013) demonstrate how the latter goal provides insight

into how to optimally choose ηr−1(θr). The key is to note that

DKL (ξr (· | D) ; p(· | ρ(D,Ds) ≤ εr)) can be decomposed as follows,

DKL (ξr (· | D) ; p(· | ρ(D,Ds) ≤ εr)) =

∫
Θ

p(θr | ρ(D,Ds) ≤ εr) loge

[
p(θr | ρ(D,Ds) ≤ εr)

ξr(θr | D)

]
dθr

=

∫
Θ

p(θr | ρ(D,Ds) ≤ εr) loge

[
ar,r−1p(θr | ρ(D,Ds) ≤ εr)

ηr−1(θr)
∫
D 1B(D,εr) (Ds) s(Ds | θr) dDs

]
dθr
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=

∫
Θ

p(θr | ρ(D,Ds) ≤ εr) loge

[
p(θr | ρ(D,Ds) ≤ εr)

ηr−1(θr)

]
dθr

+

∫
Θ

p(θr | ρ(D,Ds) ≤ εr) loge [ar,r−1] dθr

−
∫

Θ

p(θr | ρ(D,Ds) ≤ εr) loge

[∫
D
1B(D,εr) (Ds) s(Ds | θr) dDs

]
dθr

=DKL (ηr−1 (·) ; p(· | ρ(D,Ds) ≤ εr))− E
[
loge

(∫
D
1B(D,εr) (Ds) s(Ds | θr) dDs

)]
+ loge ar,r−1

=DKL (ηr−1 (·) ; p(· | ρ(D,Ds) ≤ εr))− E(θr) + loge ar,r−1, (7.19)

where E(θr) = E
[
loge

(∫
D 1B(D,εr) (Ds) s(Ds | θr) dDs

)]
is independent of ηr−1(θr). By

rearranging Equation (7.19), we obtain

DKL (ηr−1 (·) ; p(· | ρ(D,Ds) ≤ εr)) = DKL (ξr (· | D) ; p(· | ρ(D,Ds) ≤ εr))+E(θr)−loge ar,r−1.

That is, minimizing DKL (ηr−1 (·) ; p(· | ρ(D,Ds) ≤ εr)) is equivalent to minimizing

DKL (ξr (· | D) ; p(· | ρ(D,Ds) ≤ εr)) and maximizing ar,r−1 simultaneously. Therefore, any

proposal mechanism that is closer, in the Kullback-Liebler sense, to p(· | ρ(D,Ds) ≤ εr) is

more efficient.

We apply the optimal adaptive scheme of Beaumont et al. (2009) and Filippi et al. (2013) for

multivariate Gaussian proposals. That is, we set

qr(θr | θr−1) =
1√

(2π)n det(Σ)
exp

(
−(θr − θr−1)TΣ−1(θr − θr−1)/2

)
,

where n is the dimensionality of parameter space, Θ, and

Σ =
2

M− 1

M∑
i=1

(θir−1 − µr−1)(θir−1 − µr−1)T with µr−1 =
1

M
M∑
i=1

θir−1.

In the PC-SMC-ABC method, we find that independent Gaussian proposals are more effective

for the second stage proposal step q̃r(θir | θ̃ir) since the covariance of the approximate particles

{θ̃ir}Mi=1 is not a good candidate for the exact target.
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7.5.2 Derivation of approximate continuum-limit description

Here we derive the approximate continuum-limit description for our hexagonal lattice based

discrete random walk model with generalized crowding function f : [0, 1] → [−1, 1]. We

follow the method of Simpson et al. (2010) and Jin et al. (2016a).

Our main modification is dealing with a potentially negative crowding function. To deal with

this case, we define two auxiliary functions,

f+(C) =

f(C) if f(C) ≥ 0,

0 otherwise,
, f−(C) =

|f(C)| if f(C) < 0,

0 otherwise.
(7.20)

Note that f(C) = f+(C)− f−(C), as this is important later.

We assume a mean-field, that is, for any two lattice sites, (x1, y1), (x2, y2) ∈ R2, then their

occupancy probabilities are independent, which results in the property,

E [C((x1, y1), t)C((x2, y2), t)] = E [C((x1, y1), t)]E [C((x2, y2), t)]. Using this property, we

denote C(x, y, t) = E [C((x, y), t)] and write the conservation of probability equation that

describes the change in occupancy probability of a site over a single time step,

∆C(x, y, t) =Pm (1− C(x, y, t)) Ĉ(x, y, t)− PmC(x, y, t)
(

1− Ĉ(x, y, t)
)

+
Pp
6

(1− C(x, y, t))

 ∑
(x′,y′)∈N(x,y)

C(x′, y′, t) f
+(Ĉ(x′, y′, t)

1− Ĉ(x′, y′, t)


− PpC(x, y, t)f−(Ĉ(x, y, t),

(7.21)

where ∆C(x, y, t) = C(x, y, t+ τ)− C(x, y, t),

Ĉ(x, y, t) =
1

6

∑
(x′,y′)∈N(x,y)

C(x′, y′, t), (7.22)

and

Ĉ(x′, y′, t) =
1

6

∑
(x′′,y′′)∈N(x′,y′)

C(x′′, y′′, t). (7.23)

The conservation of probability equation (Equation 7.21) deserves some interpretation. The

first term is the probability that site (x, y) is unoccupied at time t and becomes occupied at
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time t+ τ due to a successful motility event that moves an agent from an occupied neighboring

site into (x, y). The second term is the probability that site (x, y) is occupied at time t and

becomes unoccupied at time t+ τ due to a successful motility event that moves the agent away

to a neighboring site. The third term is the probability that site (x, y) is unoccupied at time t

and becomes occupied at time t + τ due to a successful proliferation event from an occupied

neighboring site. The final term is the probability that the site (x, y) is occupied at time t and

becomes unoccupied at time t+ τ due to f(Ĉ((x, y), t)) < 0.

For a hexagonal lattice site, (x, y), we have six immediate neighboring lattice sites,

(x1, y1) = (x, y + δ), (x2, y2) = (x, y − δ), (x3, y3) = (x+ δ
√

3/2, y + δ/2),

(x4, y4) = (x− δ
√

3/2, y + δ/2), (x5, y5) = (x+ δ
√

3/2, y − δ/2), and

(x6, y6) = (x− δ
√

3/2, y − δ/2). The positions of these neighbors are shown in the schematic

in Figure 7.6.

Figure 7.6: Schematic of the local neighborhood for the hexagonal lattice. Neighbor
coordinates are (x1, y1) = (x, y + δ), (x2, y2) = (x, y − δ), (x3, y3) = (x+ δ

√
3/2, y + δ/2),

(x4, y4) = (x− δ
√

3/2, y + δ/2), (x5, y5) = (x+ δ
√

3/2, y − δ/2), and
(x6, y6) = (x− δ

√
3/2, y − δ/2).

We obtain an expression for C(x, y, t) at each of the six neighboring lattice points by associating

C(x, y, t) with a continuous function and performing a Taylor expansion about the point (x, y).
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The result is,

C(x1, y1, t) = C(x, y, t) + δ
∂C(x, y, t)

∂y
+
δ2

2

∂2C(x, y, t)
∂y2

+O(δ3),

C(x2, y2, t) = C(x, y, t)− δ∂C(x, y, t)
∂y

+
δ2

2

∂2C(x, y, t)
∂y2

+O(δ3),

C(x3, y3, t) = C(x, y, t) +
δ
√

3

2

∂C(x, y, t)
∂x

+
δ

2

∂C(x, y, t)
∂y

+
δ2

2

[
3

4

∂2C(x, y, t)
∂x2

+

√
3

2

∂2C(x, y, t)
∂x∂y

+
1

4

∂2C(x, y, t)
∂y2

]
+O(δ3),

C(x4, y4, t) = C(x, y, t)− δ
√

3

2

∂C(x, y, t)
∂x

+
δ

2

∂C(x, y, t)
∂y

+
δ2

2

[
3

4

∂2C(x, y, t)
∂x2

−
√

3

2

∂2C(x, y, t)
∂x∂y

+
1

4

∂2C(x, y, t)
∂y2

]
+O(δ3),

C(x5, y5, t) = C(x, y, t) +
δ
√

3

2

∂C(x, y, t)
∂x

− δ

2

∂C(x, y, t)
∂y

+
δ2

2

[
3

4

∂2C(x, y, t)
∂x2

+

√
3

2

∂2C(x, y, t)
∂x∂y

+
1

4

∂2C(x, y, t)
∂y2

]
+O(δ3),

C(x6, y6, t) = C(x, y, t)− δ
√

3

2

∂C(x, y, t)
∂x

− δ

2

∂C(x, y, t)
∂y

+
δ2

2

[
3

4

∂2C(x, y, t)
∂x2

+

√
3

2

∂2C(x, y, t)
∂x∂y

+
1

4

∂2C(x, y, t)
∂y2

]
+O(δ3).

(7.24)

Therefore, we obtain an expression for Ĉ(x, y, t),

Ĉ(x, y, t) =
1

6

∑
(x′,y′)∈N(x,y)

C(x′, y′, t)

=
1

6

6∑
k=1

C(xk, yk, t)

= C(x, y, t) +
δ2

4

[
∂2C(x, y, t)

∂x2
+
∂2C(x, y, t)

∂y2

]
+O(δ3). (7.25)

This expression is required for the first, second, and fourth terms in the conservation equation

(Equation (7.21)).

To deal with the third term in Equation (7.21) we require an expression for
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g+(Ĉ(xk, yk, t)) = f+(Ĉ(xk, yk, t))/(1 − Ĉ(xk, yk, t)), k = 1, 2, . . . , 6. By combining Equa-

tion (7.24) and Equation (7.25) we obtain

Ĉ(x1, y1, t) = C(x, y, t) + δ
∂C(x, y, t)

∂y
+
δ2

4

[
∂2C(x, y, t)

∂x2
+ 3

∂2C(x, y, t)
∂y2

]
+O(δ3)

Ĉ(x2, y2, t) = C(x, y, t) + δ
∂C(x, y, t)

∂y
+
δ2

4

[
∂2C(x, y, t)

∂x2
+ 3

∂2C(x, y, t)
∂y2

]
+O(δ3)

Ĉ(x3, y3, t) = C(x, y, t) +
δ
√

3

2

∂C(x, y, t)
∂x

+
δ

2

∂C(x, y, t)
∂y

+
δ2

4

[
5

2

∂2C(x, y, t)
∂x2

+
√

3
∂2C(x, y, t)

∂x2
y +

3

2

∂2C(x, y, t)
∂y2

]
+O(δ3)

Ĉ(x4, y4, t) = C(x, y, t)− δ
√

3

2

∂C(x, y, t)
∂x

+
δ

2

∂C(x, y, t)
∂y

+
δ2

4

[
5

2

∂2C(x, y, t)
∂x2

−
√

3
∂2C(x, y, t)

∂x2
y +

3

2

∂2C(x, y, t)
∂y2

]
+O(δ3),

Ĉ(x5, y5, t) = C(x, y, t) +
δ
√

3

2

∂C(x, y, t)
∂x

− δ

2

∂C(x, y, t)
∂y

+
δ2

4

[
5

2

∂2C(x, y, t)
∂x2

−
√

3
∂2C(x, y, t)

∂x2
y +

3

2

∂2C(x, y, t)
∂y2

]
+O(δ3),

Ĉ(x3, y3, t) = C(x, y, t)− δ
√

3

2

∂C(x, y, t)
∂x

− δ

2

∂C(x, y, t)
∂y

+
δ2

4

[
5

2

∂2C(x, y, t)
∂x2

+
√

3
∂2C(x, y, t)

∂x2
y +

3

2

∂2C(x, y, t)
∂y2

]
+O(δ3).

(7.26)

Each expression in Equation (7.26) is of the form Ĉ(xk, yk, t) = C(x, y, t) + C̄k, where

C̄k = O(δ). This allows us to consider the Taylor expansion of g+(Ĉ(xk, yk, t)) about the

density C(x, y, t), that is,

g+(C + C̄k) = g+(C) + C̄k
dg+(C)

dC +
C̄2
k

2

d2g+(C)
dC2

+O(δ3). (7.27)

Using Equation (7.27), we can obtain an expression for the summation within the third term of

the conservation equation (Equation (7.21)), that is,

∑
(x′,y′)∈N(x,y)

C(x′, y′, t) f
+(Ĉ(x′, y′, t)

1− Ĉ(x′, y′, t)
=

6∑
k=1

C(xk, yk, t)g+(C(x, y, t) + C̄k)

= g+(C(x, y, t))
6∑

k=1

C(xk, yk, t) +
dg+(C)

dC
6∑

k=1

C̄kC(xk, yk, t)

+
d2g+(C)

dC2

6∑
k=1

C̄2
k

2
C(xk, yk, t) +O(δ3). (7.28)
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After substitution of Equation (7.26) into Equation (7.28) and some tedious algebra we arrive

at

∑
(x′,y′)∈N(x,y)

C(x′, y′, t) f
+(Ĉ(x′, y′, t)

1− Ĉ(x′, y′, t)
= 6C(x, y, t)g+(C(x, y, t))

+
3δ2

2
g+(C(x, y, t))

[
∂2C(x, y, t)

∂x2
+
∂2C(x, y, t)

∂y2

]
+ 3δ2C(x, y, t)dg+(C)

dC

[
∂2C(x, y, t)

∂x2
+
∂2C(x, y, t)

∂y2

]
+ 3δ2 dg+(C)

dC

[(
∂C(x, y, t)

∂x

)2

+

(
∂C(x, y, t)

∂y

)2
]

+
3δ2

2
C(x, y, t)d2g+(C)

dC2

[(
∂C(x, y, t)

∂x

)2

+

(
∂C(x, y, t)

∂y

)2
]

+O(δ3). (7.29)

Finally, we substitute Equation (7.25) and Equation (7.29) into Equation (7.21) to obtain

∆C(x, y, t) =Pm (1− C(x, y, t))
[
C(x, y, t) +

δ2

4
∇2C(x, y, t)

]
− PmC(x, y, t)

[
1− C(x, y, t)− δ2

4
∇2C(x, y, t)

]
+
Pp
6

(1− C(x, y, t))
[
6C(x, y, t)g+(C(x, y, t)) +

3δ2

2
g+(C(x, y, t))∇2C(x, y, t)

+ 3δ2C(x, y, t)dg+(C)
dC ∇2C(x, y, t) + 3δ2 dg+(C)

dC (∇C(x, y, t) · ∇C(x, y, t))

+
3δ2

2
C(x, y, t)d2g+(C)

dC2
(∇C(x, y, t) · ∇C(x, y, t))

]
− PpC(x, y, t)f−(C(x, y, t) +O(δ3). (7.30)

Here we have used the notation ∇2C = ∂2C
∂x2

+ ∂2C
∂y2

, and ∇C · ∇C = (∂C
∂x

)2 + (∂C
∂y

)2. After

rearranging Equation (7.30), we obtain

∆C(x, y, t) =
Pmδ

2

4
∇2C(x, y, t) + PpC(x, y, t)

[
(1− C(x, y, t)) g+(C(x, y, t))− f−(C(x, y, t))

]
+ Ppδ

2H(C(x, y, t)) +O(δ3) (7.31)
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where

H(C(x, y, t)) =
1

4
g+(C(x, y, t))∇2C(x, y, t) +

1

2
C(x, y, t)dg+(C)

dC ∇2C(x, y, t)

+
1

2

dg+(C)
dC (∇C(x, y, t) · ∇C(x, y, t)) +

1

4
C(x, y, t)d2g+(C)

dC2
(∇C(x, y, t) · ∇C(x, y, t)) .

Note that f+(C(x, y, t)) = g+(C(x, y, t))(1− C(x, y, t)) and, by Equation (7.20), that

f(C(x, y, t)) = f+(C(x, y, t))− f−(C(x, y, t)). Then Equation (7.31) becomes

∆C(x, y, t) =
Pmδ

2

4
∇2C(x, y, t) + PpC(x, y, t)f(C(x, y, t)) + Ppδ

2H(C(x, y, t)) +O(δ3).

After dividing by the time interval, τ , and choosing δ2 = O(τ) and Pp = O(τ), then we have

the following limits,

lim
τ→0

Pmδ
2

4τ
= D, lim

τ→0

Pp
τ

= λ, lim
τ→0

∆C(x, y, t)
τ

=
∂C(x, y, t)

∂t
, lim

τ→0

Ppδ
2

τ
= 0.

Therefore, we arrive at the continuum-limit approximation

∂C(x, y, t)
∂t

= D∇2C(x, y, t) + λC(x, y, t)f(C(x, y, t)).

7.5.3 Stochastic simulation of the discrete model

In the work of Jin et al. (2016a), they consider crowding functions with f : [0, 1] → [0, 1].

This is not quite sufficient to enable a crowding function with a carrying capacity K < 1 since

motility events will cause the carrying capacity to be violated. Therefore, we take

f : [0, 1] → [−1, 1]. If f(Ĉ(`s)) < 0 then the site `s is removed from the set of occupied

sites at time t, denoted by L(t), with probability Pp|f(Ĉ(`s))|. Given these definitions, the

lattice-based random walk proceeds according to Algorithm 7.4.
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Algorithm 7.4 Lattice-based random walk model

1: Initialize L(0) ⊂ L with |L(0)| = N and t← 0;
2: while t < T do
3: N ← |L(t)|;
4: for i = [1, 2, . . . , N ] do
5: Choose `s ∈ L(t) uniformly at random with probability 1/N ;
6: Choose `m ∈ N (`s) uniformly at random with probability 1/|N (`s)|;
7: if C(`m, t) = 0 then
8: Generate u ∼ U(0, 1);
9: if u ≤ Pm then

10: Set L(t)← {`m} ∪ L(t)\ {`s};
11: end if
12: end if
13: end for
14: for i = [1, 2, . . . , N ] do
15: Choose `s ∈ L(t) uniformly at random with probability 1/N ;
16: Set Ĉ(`s)← [1/|N (`s)|]

∑
`′s∈N (`s)

C(`′s, t);
17: Generate u ∼ U(0, 1);
18: if u ≤ Pp|f(Ĉ(`s))| then
19: if f(Ĉ(`s)) ≥ 0 then
20: Choose `p ∈ {`′s ∈ N (`s) : C(`′s, t) = 0} uniformly at random with

probability 1− Ĉ(`s);
21: Set L(t)← {`p} ∪ L(t);
22: else
23: Set L(t)← L(t)\ {`s};
24: end if
25: end if
26: end for
27: t← t+ τ
28: end while

7.5.4 Numerical solutions of continuum-limit differential equations

In our case, the approximate model is a deterministic continuum equation that is either a

nonlinear ODE or PDE. In both cases we apply numerical schemes that automatically adapt

the time step size to control the truncation error.

7.5.4.1 ODE numerical solutions

The Runge-Kutta-Fehlberg fourth-order-fifth-order method (RKF45) (Fehlberg, 1969) is a nu-

merical scheme in the Runge-Kutta family of methods to approximate the solution of a nonlinear
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ODE of the form,
dC(t)

dt
= h(t, C(t)), 0 < t,

where h(t, C(t)) is a function that satisfies certain regularity conditions and the initial condition,

C(0).

Given the approximate solution, ci ≈ C(ti), an embedded pair of Runge-Kutta methods, specif-

ically a fourth and fifth order pair, are used to advanced the solution to ci+1 ≈ C(ti + ∆t) +

O(∆t4) and estimate the truncation error that can be used to adaptively adjust ∆t to ensure the

error is always within some specified tolerance τ .

The fourth and fifth order estimates are, respectively,

ci+1 = ci + ∆t

(
25

216
k1 +

1, 408

2, 565
k3 +

2, 197

4, 104
k4 −

1

5
k5

)
, (7.32)

and

c∗i+1 = ci + ∆t

(
16

135
k1 +

6, 656

12, 825
k3 +

28, 561

56, 430
k4 −

9

50
k5 +

2

55
k6

)
, (7.33)

where

k1 = h(ti, ci),

k2 = h

(
ti +

∆t

4
, ci +

∆t

4
k1

)
,

k3 = h

(
ti +

3∆t

8
, ci + ∆t

[
3

32
k1 +

9

32
k2

])
,

k4 = h

(
ti +

12∆t

13
, ci + ∆t

[
1, 932

2, 197
k1 −

7, 200

2, 197
k2 +

7, 296

2, 197
k3

])
,

k5 = h

(
ti + ∆t, ci + ∆t

[
439

216
k1 − 8k2 +

3, 680

513
k3 −

845

4, 104
k4

])
,

k6 = h

(
ti +

∆t

2
, ci + ∆t

[
− 8

27
k1 + 2k2 −

3, 544

2, 565
k3 +

1, 859

4, 104
k4 −

11

40
k5

])
.

Note that the truncation error can be estimated by ε = |ci+1 − c∗i+1|. After each evaluation

of Equation (7.32) and Equation (7.33), a new step size is determined by ∆t ← s∆t, where

s = [τ/(2ε)]1/4. If ε ≤ τ , then the solution is accepted and the new ∆t is used for the next

iteration. Alternatively, if ε > τ then the solution is rejected and a new attempt is made using

the new time step. This process is repeated until the solution advances to some desired time

point T . For more details and analysis of this method, see Iserles (2008).
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7.5.4.2 PDE numerical solutions

In this work, we consider numerical solutions to PDEs of the form

∂C(x, t)
∂t

= D
∂2C(x, t)
∂x2

+ λC(x, t)f(C(x, t)), 0 < t, 0 < x < L, (7.34)

with initial conditions

C(x, 0) = c(x), t = 0,

and Neumann boundary conditions

∂C(x, t)
∂x

= 0, x = 0 and x = L.

Given the approximate solution, cji ≈ C(xi, tj) for i = 1, 2, . . . N , then we apply a first order

backward Euler discretization in time and first order central differences in space to yield

cj+1
2 − cj+1

1

∆x
= 0,

cj+1
i − cji

∆t
= D

cj+1
i+1 − 2cj+1

i + cj+1
i−1

∆x2
+ λcj+1

i f(cj+1
i ), i = 2, 3, . . . , N − 1,

cj+1
N − cj+1

N−1

∆x
= 0,

(7.35)

where cj±1
i±1 ≈ C(xi ± ∆x, tj ± ∆t). The solution is stepped forward in time using fixed point

iterations that are initialized by a first order forward Euler estimate.

The truncation error is estimated by

ε =
∆t

2
max

1≤i≤N

∣∣∣∣∣
(

dc
dt

)j+1

i

−
(

dc
dt

)j
i

∣∣∣∣∣ , with
(

dc
dt

)j+1

i

≈ cj+1
i − cji

∆t
.

After solving the nonlinear system (Equation (7.35)) using fixed point iteration, a new step size

is determined by ∆t← s∆t, where s = 0.9
√
τ/ε and τ is the truncation error tolerance (Simp-

son et al., 2007b; Sloan and Abbo, 1999). If ε ≤ τ , then the solution is accepted and the new

∆t is used for the next time step. Alternatively, if ε > τ then the solution is rejected and a new

attempt is made using the new time step. This process is repeated until the solution advances to

some desired time point T .
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7.5.5 Additional results

We provide the multivariate posteriors for the results provided in the main text. In both Fig-

ure 7.7 and Figure 7.8 the contours of the posterior bivariate marginals generated, at a significant

reduction in computational cost, both the PC-SMC-ABC and MM-SMC-ABC methods align

very well with contours of the posterior bivariate marginals SMC-ABC using the expensive

discrete model alone, however, the is a clear bias in the contours posterior bivariate marginals

generated with SMC-ABC using the continuum-limit approximation alone.

Figure 7.7: Comparison of estimated posterior marginal densities for the weak Allee model.
There is a distinct bias in the SMC-ABC density estimate using the continuum limit (CL) (black
dashed) compared with the SMC-ABC method with the discrete model (DM) (green dashed).
However, the density estimates computed using the PC-SMC-ABC (orange solid) and MM-
SMC-ABC (purple solid) methods match well with a reduced computational overhead.
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Figure 7.8: Comparison of estimated posterior marginal densities for the scratch assay model.
There is a distinct bias in the SMC-ABC density estimate using the continuum limit (CL) (black
dashed) compared with the SMC-ABC method with the discrete model (DM) (green dashed).
However, the density estimates computed using the PC-SMC-ABC (orange solid) and MM-
SMC-ABC (purple solid) methods match well with a reduced computational overhead.
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7.5.6 Effect of motility rate on continuum-limit approximation

Here we demonstrate the ability (or lack thereof) of the continuum-limit approximation to

capture the average behavior of the discrete model for the two examples considered in the main

manuscript: the weak Allee model; and the scratch assay model. Figure 7.9 plots the solutions

to the continuum-limit differential equation against realizations of the discrete model for both

motile, Pm = 1, and non-motile, Pm = 0, agents.

In the case of the weak Allee model (Figure 7.9(A)), the continuum limit does not match the

average behavior in either case, though it does perform better when Pm = 1 than when Pm = 0.

The remaining discrepancy when Pm = 1 is can be related to the ratio Pp/Pm and to the effect

of the neighborhood radius, r (see Jin et al. (2016a) for further explanation). Decreasing Pp/Pm

and increasing r will correct this discrepancy. The scratch assay continuum limit captures the

average behavior of the discrete model very well when Pm = 1 (Figure 7.9(B)), but does not

capture the scratch closing behavior of the discrete model when Pm = 0 (Figure 7.9(C)).
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Figure 7.9: Continuum-limit approximations for the (A) weak Allee model and (B)-(C) the
scratch assay model plotted against stochastic simulations of the discrete model. (A) For the
weak Allee model, the continuum limit (black solid) does not capture the average behavior of
the discrete model for motile agents, Pm = 1, (green dotted) or non-motile agents, Pm = 0,
(orange dotted). (B)-(C) For the scratch assay model, the continuum limit (solid) is a very
good match of the average behavior of the (B) discrete model (dot-dashed) for motile agents,
Pm = 1, but a very poor approximation of the average behavior of the (C) discrete model (dot-
dashed) for non-motile agents, Pm = 0, especially in the scratch region. Parameters used in
the simulations are Pp = 1/1000, λ = Pp/τ D = Pmδ

2/4τ , K = 5/6, and A = 1/10. The
stochastic simulations are performed on an I × J hexagonal lattice with I = 80, J = 68, τ = 1
and δ = 1.
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7.5.7 Synthetic data

The full synthetic data used in the main manuscript for computational examples is provided in

Table 7.3 for the Allee effect model and in Table 7.4 for the scratch assay model.

Table 7.3: Synthetic data used for the weak Allee effect model example.
t 0 1, 000 2, 000 3, 000 4, 000 5, 000 6, 000 7, 000 8, 000 9, 000 10, 000

C̄(t) 0.27 0.33 0.41 0.50 0.57 0.63 0.70 0.74 0.77 0.80 0.82
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Table 7.4: Synthetic data used for the cell culture assay model example.
C̄(x, t) t0 t1 t2 t3 t4 t5 t6 t7 t8 t9 t10

i xi 0 300 600 900 1200 1500 1800 2100 2400 2700 3000

0 0.43 0.26 0.43 0.44 0.50 0.57 0.51 0.65 0.68 0.71 0.76 0.79

1 1.30 0.25 0.43 0.51 0.46 0.37 0.47 0.63 0.69 0.74 0.78 0.76

2 2.17 0.37 0.40 0.38 0.43 0.57 0.53 0.66 0.74 0.69 0.75 0.82

3 3.03 0.28 0.43 0.40 0.41 0.47 0.46 0.65 0.75 0.72 0.65 0.72

4 3.90 0.32 0.37 0.47 0.46 0.43 0.53 0.62 0.66 0.71 0.75 0.74

5 4.76 0.32 0.35 0.44 0.47 0.53 0.54 0.72 0.69 0.66 0.66 0.81

6 5.63 0.37 0.35 0.40 0.44 0.50 0.63 0.57 0.71 0.66 0.66 0.76

7 6.50 0.37 0.41 0.50 0.44 0.50 0.57 0.72 0.69 0.75 0.74 0.81

8 7.36 0.26 0.38 0.49 0.47 0.53 0.62 0.60 0.65 0.62 0.79 0.66

9 8.23 0.37 0.35 0.47 0.51 0.56 0.43 0.56 0.66 0.69 0.72 0.76

10 9.09 0.35 0.38 0.41 0.50 0.40 0.57 0.60 0.59 0.71 0.84 0.78

11 9.96 0.37 0.35 0.46 0.41 0.49 0.63 0.54 0.59 0.72 0.78 0.71

12 10.83 0.32 0.31 0.40 0.43 0.50 0.57 0.57 0.63 0.81 0.71 0.81

13 11.69 0.28 0.43 0.32 0.41 0.53 0.57 0.49 0.72 0.71 0.75 0.81

14 12.56 0.35 0.47 0.31 0.47 0.51 0.63 0.54 0.60 0.74 0.81 0.74

15 13.42 0.26 0.37 0.40 0.51 0.53 0.59 0.62 0.59 0.72 0.78 0.66

16 14.29 0.35 0.24 0.24 0.49 0.56 0.57 0.69 0.71 0.62 0.76 0.72

17 15.16 0.34 0.25 0.41 0.43 0.47 0.69 0.68 0.63 0.65 0.68 0.74

18 16.02 0.34 0.50 0.34 0.44 0.51 0.47 0.57 0.65 0.74 0.71 0.78

19 16.89 0.50 0.32 0.41 0.35 0.46 0.49 0.54 0.71 0.71 0.66 0.79

20 17.75 0.29 0.31 0.38 0.49 0.54 0.49 0.53 0.65 0.63 0.66 0.76

21 18.62 0.46 0.38 0.44 0.44 0.46 0.50 0.54 0.63 0.69 0.71 0.56

22 19.49 0.38 0.29 0.32 0.41 0.51 0.53 0.62 0.66 0.71 0.74 0.76

23 20.35 0.41 0.35 0.40 0.37 0.47 0.53 0.65 0.57 0.85 0.76 0.75

24 21.22 0.32 0.34 0.37 0.37 0.40 0.66 0.69 0.59 0.65 0.75 0.76

25 22.08 0.21 0.29 0.35 0.41 0.49 0.65 0.59 0.63 0.69 0.68 0.75

26 22.95 0.34 0.21 0.32 0.38 0.40 0.51 0.68 0.65 0.62 0.71 0.79

27 23.82 0.29 0.24 0.22 0.41 0.46 0.49 0.71 0.59 0.68 0.75 0.71

28 24.68 0.41 0.34 0.29 0.44 0.49 0.59 0.60 0.65 0.71 0.62 0.71

29 25.55 0.29 0.25 0.32 0.38 0.40 0.57 0.54 0.76 0.56 0.74 0.82

30 26.41 0.26 0.22 0.46 0.29 0.56 0.60 0.65 0.65 0.68 0.81 0.69

31 27.28 0.00 0.25 0.41 0.43 0.46 0.56 0.69 0.60 0.76 0.79 0.76

32 28.15 0.00 0.18 0.29 0.44 0.51 0.47 0.49 0.54 0.66 0.71 0.75

33 29.01 0.00 0.21 0.35 0.43 0.54 0.51 0.63 0.68 0.62 0.66 0.72

34 29.88 0.00 0.22 0.24 0.40 0.49 0.56 0.63 0.63 0.74 0.72 0.79

35 30.74 0.00 0.19 0.37 0.43 0.44 0.56 0.57 0.71 0.57 0.85 0.76

36 31.61 0.00 0.21 0.40 0.34 0.50 0.59 0.53 0.65 0.78 0.71 0.74

37 32.48 0.00 0.21 0.40 0.34 0.54 0.50 0.63 0.75 0.79 0.75 0.72

38 33.34 0.00 0.21 0.34 0.47 0.38 0.60 0.65 0.62 0.78 0.72 0.75

39 34.21 0.00 0.15 0.37 0.47 0.51 0.63 0.54 0.71 0.65 0.78 0.82

40 35.07 0.00 0.21 0.34 0.40 0.40 0.46 0.63 0.69 0.66 0.71 0.79

41 35.94 0.00 0.19 0.26 0.46 0.53 0.51 0.65 0.68 0.65 0.76 0.79

42 36.81 0.00 0.26 0.32 0.29 0.53 0.57 0.68 0.66 0.68 0.63 0.79

43 37.67 0.00 0.16 0.28 0.50 0.44 0.60 0.60 0.54 0.74 0.72 0.74

44 38.54 0.00 0.21 0.31 0.49 0.59 0.50 0.66 0.74 0.72 0.69 0.72

45 39.40 0.00 0.22 0.31 0.37 0.57 0.53 0.62 0.62 0.78 0.72 0.76

46 40.27 0.00 0.24 0.32 0.41 0.49 0.59 0.65 0.72 0.68 0.72 0.82

47 41.14 0.00 0.22 0.37 0.51 0.46 0.46 0.56 0.62 0.69 0.72 0.76

48 42.00 0.00 0.28 0.24 0.44 0.56 0.59 0.68 0.63 0.60 0.68 0.74

49 42.87 0.00 0.25 0.35 0.37 0.47 0.51 0.60 0.71 0.71 0.71 0.75

50 43.73 0.32 0.21 0.41 0.37 0.51 0.66 0.46 0.63 0.59 0.75 0.76

51 44.60 0.32 0.21 0.26 0.38 0.57 0.56 0.56 0.74 0.66 0.78 0.76

52 45.47 0.47 0.21 0.26 0.49 0.37 0.57 0.76 0.59 0.74 0.71 0.78

53 46.33 0.40 0.26 0.38 0.46 0.50 0.51 0.59 0.53 0.62 0.74 0.66

54 47.20 0.40 0.25 0.31 0.46 0.51 0.56 0.66 0.71 0.78 0.63 0.75

55 48.06 0.34 0.29 0.34 0.51 0.51 0.49 0.53 0.60 0.76 0.76 0.71

56 48.93 0.25 0.31 0.37 0.44 0.38 0.51 0.63 0.62 0.66 0.75 0.79

57 49.80 0.35 0.24 0.44 0.38 0.43 0.51 0.63 0.76 0.71 0.72 0.76

58 50.66 0.26 0.31 0.29 0.43 0.50 0.65 0.59 0.66 0.68 0.68 0.76

59 51.53 0.31 0.31 0.32 0.41 0.51 0.63 0.68 0.51 0.69 0.74 0.76

60 52.39 0.29 0.40 0.37 0.41 0.49 0.56 0.66 0.63 0.71 0.87 0.75

61 53.26 0.41 0.37 0.28 0.35 0.51 0.54 0.71 0.65 0.68 0.69 0.75

62 54.13 0.19 0.24 0.32 0.37 0.51 0.69 0.65 0.68 0.65 0.76 0.68

63 54.99 0.31 0.38 0.49 0.37 0.44 0.37 0.65 0.68 0.63 0.71 0.81

64 55.86 0.37 0.29 0.40 0.43 0.49 0.62 0.65 0.68 0.66 0.71 0.75

65 56.72 0.26 0.37 0.37 0.43 0.44 0.56 0.51 0.60 0.59 0.84 0.78

66 57.59 0.29 0.26 0.49 0.46 0.41 0.57 0.53 0.60 0.82 0.63 0.71

67 58.46 0.35 0.28 0.50 0.40 0.56 0.53 0.63 0.74 0.66 0.78 0.81

68 59.32 0.29 0.31 0.40 0.44 0.50 0.62 0.57 0.63 0.71 0.65 0.71

69 60.19 0.40 0.41 0.32 0.44 0.49 0.63 0.66 0.71 0.71 0.68 0.76

70 61.05 0.26 0.44 0.38 0.43 0.47 0.62 0.62 0.66 0.68 0.74 0.78

71 61.92 0.40 0.29 0.35 0.50 0.51 0.57 0.40 0.62 0.60 0.68 0.78

72 62.79 0.26 0.41 0.41 0.34 0.47 0.66 0.60 0.60 0.72 0.76 0.72

73 63.65 0.40 0.50 0.38 0.43 0.56 0.59 0.53 0.69 0.76 0.74 0.72

74 64.52 0.35 0.29 0.43 0.62 0.43 0.53 0.59 0.66 0.63 0.76 0.68

75 65.38 0.34 0.43 0.47 0.47 0.51 0.65 0.54 0.62 0.72 0.76 0.69

76 66.25 0.28 0.47 0.40 0.53 0.53 0.54 0.72 0.65 0.68 0.68 0.74

77 67.12 0.35 0.37 0.37 0.56 0.54 0.49 0.62 0.74 0.75 0.78 0.82

78 67.98 0.37 0.47 0.38 0.41 0.63 0.62 0.59 0.59 0.81 0.76 0.75

79 68.85 0.28 0.35 0.40 0.37 0.51 0.50 0.71 0.71 0.72 0.66 0.74
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Chapter 8

Conclusion and Future Work

This chapter summarises and contextualise the contributions of the work in this thesis. We

highlight the novel aspects of the work and discuss the relevance and significance of these

contributions in the context of the current literature. We present new research opportunities that

arise from the results of this research along with potential future work. The thesis concludes

with final remarks.

8.1 Summary and contribution

This thesis explores the application of Bayesian methods for computational inference for the

advancement of the biological sciences. In Chapters 2 and 3, we demonstrate the utility of

the Bayesian approach as a powerful tool to inform the design of in vitro cell culture, and the

selection of mathematical models that are optimal trade-offs between model complexity and

fitness. The reviews in Chapters 4 and 5 discuss a range of challenges related to applications

requiring expensive stochastic models, and provide practical guidelines to implement and tune

state-of-the-art numerical methods for simulation and inference. Chapters 6 and 7 develop new

computation schemes that significantly improve the computational efficiency of likelihood-free

inference methods for applications involving expensive stochastic models.

Chapter 2 presents a new rigorous analysis of proliferation assay experimental protocols with

289
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the goal of inferring the carrying capacity density, K, with minimal uncertainty. We demon-

strate theoretical lower bounds on the uncertainty in K under the scenario of fixed observa-

tion numbers, Gaussian observation error, and unbounded experimental duration. This lower

bound is independent of stochastic fluctuations in the initial condition. However, for realistic

experiments with finite time, the duration of the experiment decreases the uncertainty more

significantly than the number of observations, with optimal duration close to the inflection

point of the logistic growth model. Furthermore, if experimental duration is fixed, then using

multiple identically prepared replicates is more effective in reducing uncertainty in parameter

estimates than multiple observations of the same assay at different times. Proliferation assays

are a standard tool for the study of collective cell behaviour, however, many assay durations

are used in practice with little or no justification; for example, Huang et al. (2017) use 4 hours,

Chen et al. (2017) use 24 hours, and Jin et al. (2017) use 48 hours. Practitioners now have clear,

evidence-based, guidelines for the duration and configuration of proliferation assays.

In Chapter 3, we apply Bayesian parameter inferences and information criteria to explore the

efficacy of the Bayesian approach over the maximum likelihood approach. A topical case

study, involving reaction–diffusion models for the analysis of scratch assay data, demonstrates

that maximum likelihood estimates favor overly complex models (Box, 1976; Gelman et al.,

2014; Johnson and Omland, 2004; Stoica and Selen, 2004). We advise caution when including

additional mechanisms in a model that cannot be validated using the data. The work of this

chapter provides evidence that the popular Fisher-KPP model (Fisher, 1937; Kolmogorov et al.,

1937; Maini et al., 2004a,b; Johnston et al., 2015) is not appropriate for the description of PC-3

cells as suggested by (Jin et al., 2016b). Analysis also determines that the improved fitness of

the Generalised Porous Fisher model (Cai et al., 2007; Jin et al., 2016b; King and McCabe,

2003; Sherratt and Murray, 1990; Simpson et al., 2011; Witelski, 1995) is not justified over the

simpler Porous Fisher model (Gurney and Nisbet, 1975; Sengers et al., 2007). This is important

and significant since reaction–diffusion models are routinely applied to compare hypotheses for

various biological processes, such as wound healing (Bianchi et al., 2016; Flegg et al., 2009;

Jin et al., 2016b), without proper consideration of effects of overparameterisation. Furthermore,

many studies have applied Fisher-KPP, or Porous Fisher without clear justification for selecting

one over the other (Sengers et al., 2007; Sherratt and Murray, 1990; Simpson et al., 2011), and

this study provides a framework for determining this in a structured way. Lastly, to the best of

our knowledge, this is the first time various information criteria, such as AIC (Akaike, 1974),
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BIC (Schwarz, 1978) and DIC (Spiegelhalter et al., 2002), have been used in the mathematical

biology literature related to collective cell behaviour.

Chapter 4 is a comprehensive and accessible review on stochastic simulation and computational

inference algorithms for biochemical reaction networks (Erban et al., 2007; Schnoerr et al.,

2017; Wilkinson, 2009). This review highlights many key algorithmic developments that have

lead to the current state-of-the-art in stochastic simulation (Anderson, 2007; Gibson and Bruck,

2000; Gillespie, 1977, 2000; Voliotis et al., 2016), advanced Monte Carlo methods (Giles,

2008; Higham, 2015), and likelihood-free Bayesian inference methods (Marjoram et al., 2003;

Pritchard et al., 1999; Sisson et al., 2007, 2018; Tavaré et al., 1997). The significance of this

work is the drawing of connections between the forwards and inverse problems for biochemical

reaction networks, and the accessible demonstration of advanced multilevel Monte Carlo meth-

ods for the computation of expectations in the context of the forwards problem (Anderson and

Higham, 2012; Lester et al., 2015; Wilson and Baker, 2016) and the inverse problem (Guha and

Tan, 2017; Jasra et al., 2019) (Chapter 6). The accessible review of these aspects of stochastic

modelling in biology will enable researches in the life sciences to apply these techniques in

practice. Furthermore, this review provides practical, user friendly example implementations of

all presented algorithms using the MATLAB® programming language.

Chapter 5 introduces the applied mathematical biology community to the pseudo-marginal ap-

proach (Andrieu and Roberts, 2009) for likelihood-free Bayesian inference. While the approxi-

mate Bayesian computation approach is growing in popularity in the biological sciences (Brown-

ing et al., 2018; Lambert et al., 2018; Parker et al., 2018; Ross et al., 2017), the pseudo-marginal

approach has an advantageous property of targeting the exact Bayesian posterior distribution

that would be obtained with the unavailable exact likelihood (Andrieu and Roberts, 2009). The

contribution in this chapter is the practical demonstration of several well-known concepts from

the computational statistics literature. In particular, this work presents to the mathematical

biology community, for the first time, important concepts in Bayesian statistics such as tuning

of various Markov chain Monte Carlo samplers (Gelman et al., 1996; Geyer, 1992; Mengersen

and Tweedie, 1996), unbiased likelihood estimators (Beaumont, 2003; Andrieu and Roberts,

2009), particle filters (Gordon et al., 1993; Doucet and Johanson, 2011), particle Markov chain

Monte Carlo (Doucet et al., 2015; Golightly and Wilkinson, 2008, 2011), and convergence

diagnostics (Gelman and Rubin, 1992; Gelman et al., 2014; Vehtari et al., 2019). The key
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examples of the stochastically bistable Schlögl model (Schlögl, 1972; Vellela and Qian, 2009)

and the oscillatory repressilator gene regulatory network model (Elowitz and Leibler, 2000) are

very challenging to solve using approximate Bayesian computation (Toni et al., 2009), however,

the particle Markov chain Monte Carlo method can solve these inference problems efficiently.

Furthermore, this Chapter provides practical example implementations of all presented algo-

rithms using the high performance, open source Julia programming language (Bezanson et al.,

2017).

Chapter 6 represents the first presentation of multilevel methods to approximate Bayesian com-

putation rejection sampling. Prior to this work, first posted on ArXiv in 2017 and published in

2018 (Warne et al., 2018) (Chapter 6), there were no examples of multilevel methods applied in

an approximate Bayesian setting. The publication of this work is timely as there is a growing

interest in multilevel and multifidelity approaches to computational inference (Dodwell et al.,

2015, 2019; Efendiev et al., 2015; Gregory et al., 2016; Guha and Tan, 2017; Jasra et al., 2019;

Lester, 2018; Prescott and Baker, 2018; Sisson et al., 2018), and there are many challenges

that are unresolved. In particular, the most significant challenge is the development of coupling

schemes to reduce the variance of the bias correction terms in the multilevel telescoping sum.

While Jasra et al. (2019) consider our reliance on rejection sampling to be a limitation, they

also state that our coupling scheme is a novel contribution to the field (Jasra et al., 2019). Other

approaches to coupling problem include sequential importance sampling (Jasra et al., 2019)

and a hierarchy of correlated Markov chains (Guha and Tan, 2017). Determining the optimal

approach for a given inference problem is a new and unresolved problem. Another significant

feature of the work of Chapter 6 is its generality; we make no assumptions about the underlying

forwards problem and our method can be applied in any situation where standard approximate

Bayesian schemes are employed (Pritchard et al., 1999; Marjoram et al., 2003; Sisson et al.,

2007).

In Chapter 7, we develop new approximate Bayesian computation schemes for inference prob-

lems involving expensive stochastic models when a low cost approximate model with similar

qualitative behaviour is available. This work contributes to an idea that is growing in popularity,

that of using approximations for acceleration whilst attempting to maintain accurate inferences

with respect to the exact stochastic model (Banterle et al., 2019; Everitt and Rowińska, 2017;

Lester, 2018; Prescott and Baker, 2018). A successful methodology of this form is a significant
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contribution to science, since the resolution of modern experimental techniques (Chen et al.,

2014) is driving the need for more detailed computational models to analyse and characterise

observed phenomena (Baker et al., 2018; Black and McKane, 2012; Coveney et al., 2016; Draw-

ert et al., 2017). Our contribution includes an unbiased sequential Monte Carlo method that is

up to four times more computationally efficient than modern adaptive schemes, and a method

based on a moment-matching transform that is in excess of ten times more computationally

efficient than modern adaptive schemes, but incurs a bias that can be minimised with tuning.

These methods are also widely applicable to many classes of models and approximations used

in systems biology (Cao and Grima, 2018), cell biology (Browning et al., 2019), climate sci-

ence (Holden et al., 2018), astronomy (The Event Horizon Telescope Collaboration et al., 2019),

and engineering (Cotter et al., 2010).

8.2 Future work

The developments and findings of this thesis identify a number of new research questions and

avenues for further investigation. We present future work that is specific to particular chapters

along with new ideas emerging from the thesis as a whole.

The chapters of Part I apply specific forms of continuum models for applications of mathe-

matical modelling to investigate collective cell behaviour. In particular, we assume the logistic

growth model for cell proliferation in both Chapters 2 and 3. However, our approach is more

general than these specific models. For example, the analysis in Chapters 2 and 3 is applicable

to more general proliferation functions of the form

S(x, t) = λC(x, t)f(C(x, t)),

where λ is the proliferation rate, C(x, t) is the cell density at position x and time t, and

f(C(x, t)) is a crowding function as defined in Browning et al. (2017); Jin et al. (2016a);

Simpson et al. (2010) and Chapter 7 with f(0) = 1 and f(K) = 0. In this more general case,

some modifications to the analysis in Chapter 2 are necessary if the resulting growth model does

not yield an analytical solution, however, many of the results can still be acquired numerically.

The recommendations of Chapter 2 also assume that the proliferation rate, λ, is known precisely.
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In reality, there will be some uncertainty associated with this estimate. Furthermore, Chapter 3

identifies that a trade-off may exist between the optimal estimation of λ and K. Can an in vitro

cell culture assay be designed to optimally minimise uncertainty in both λ andK together? This

is an interesting and relevant question that requires more detailed analysis since the posterior

distribution will be bivariate and potentially more complex.

Chapter 3 highlights that, while complex models may provide insight into possible mecha-

nisms that drive certain biological processes, often it is challenging to validate these models,

particularly when the commonly used maximum likelihood estimator favors complexity and

overparameterisation. The analysis in Chapter 3 provides a framework for determining when

additional complexity is justified from the data. An interesting extension is to consider, from

an optimal experimental design perspective, the experimental protocol necessary to reliably

distinguish the complex model from the simpler model. Investigating this problem requires

extensions to the methods used in Chapter 2 and more sophisticated ideas from experiment

design literature could provide solutions (Browning et al., 2017; Drovandi and Pettitt, 2013;

Liepe et al., 2013; Ryan et al., 2016; Silk et al., 2014).

Part II of this thesis also reveals a number of unresolved computational challenges in likelihood-

free Bayesian inference, and new avenues for future developments. Particularly in the area

of combining multiple models (Chapter 7) (Prescott and Baker, 2018) or multiple inference

approximation levels (Chapter 6) (Lester, 2018; Jasra et al., 2019) to reduce computational

costs while maintaining accuracy. This line of research is very much in its infancy, but the

potential to revolutionise computational inference is significant.

The reviews of the current literature from Chapters 4 and 5 highlight a number of recommen-

dations for optimal algorithm design choices for many standard and state-of-the-art inference

methods. For example, the are many guidelines for optimal selection of proposal kernels (Beau-

mont et al., 2009; Filippi et al., 2013) and target distribution sequences (Drovandi and Pettitt,

2011; Silk et al., 2013) in sequential Monte Carlo sampling, and for proposal kernels (Gelman

et al., 1996; Roberts and Rosenthal, 2001, 2004) and convergence diagnostics (Gelman and Ru-

bin, 1992; Geyer, 1992; Vehtari et al., 2019) in Markov chain Monte Carlo sampling. However,

similar ideas have not yet been explored in the multilevel Monte Carlo context (Chapter 6), or

when approximate models are applied (Chapter 7). Chapter 6 applies acceptance threshold

sequences reported in the literature for sequential Monte Carlo benchmark models (Sisson
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et al., 2007; Tanaka et al., 2006; Toni et al., 2009), however, these may be far from optimal

for multilevel Monte Carlo. Furthermore, Chapter 7 applies the adaptive proposal schemes

of Beaumont et al. (2009) and Filippi et al. (2013), but alternative asymmetric proposals may

be more optimal (Cotter et al., 2013).

In the multilevel Monte Carlo literature, there is an emphasis on proving the multilevel estimator

converges in mean-square at a faster asymptotic rate than direct Monte Carlo. As noted by Jasra

et al. (2019), the novel coupling scheme in Chapter 6 is non-trivial to analyse. Determining

the conditions in which our multilevel estimator will be superior to direct Monte Carlo is an

open problem. There is some theory in the asymptotic behaviour of approximate Bayesian

computation (Beskos et al., 2017; Fearnhead and Prangle, 2012), however, the usual multilevel

condition to ensure the appropriate strong convergence error rate is unclear for our scheme.

Discovering these key criteria will enable our multilevel scheme to be confidently applied in

practice.

The multifidelity framework of Prescott and Baker (2018) is based on rejection sampling,

however, Chapter 7 presents new algorithms based on sequential Monte Carlo sampling. There

are connections between the methods of Prescott and Baker (2018) and our approaches, and a

promising area of future research is the application of the multifidelity weighting scheme within

the sequential Monte Carlo framework from Chapter 7. Similar ideas are also being explored

in the context of delayed acceptance methods (Banterle et al., 2019; Everitt and Rowińska,

2017; Golightly et al., 2015), however, the multifidelity approach is more general than delayed

acceptance. While extending multifidelity methods to be applicable to sequential Monte Carlo

sampling presents challenges, the potential computational benefit of such a scheme is signifi-

cant.

8.3 Final remarks

Mathematical modelling is an essential part of science, and increasingly so in the life sciences.

In practical applications, experimental design, model selection, model simulation, model cal-

ibration, and parameter inference all require a variety of design elements to be prescribed

by the practitioner to ensure results and conclusions are reliable. Many of these decisions

need to balance trade-offs between accuracy and computational costs. The work in this thesis
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explores a range of these trade-offs, from the design of experiments and model selection to

the tuning of computational methods for simulation and inference. The context of the work is

biological applications with a focus on models and algorithms commonly used in cell biology,

biochemistry and systems biology. However, the methods of this thesis are widely applicable

since the tools, techniques, and algorithms developed here do not rely on features specific to

models in biology. The thesis outcomes provide new insights into acceleration of computational

inference methods and open new avenues for future developments in data analysis for the study

of complex biological processes.
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